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Abstract 
This paper solves the classic Ax=b problem by con- 

structing factored components of the inverses of L and U, 
the triangular factors of A. The number of additional fill-ins 
in the partitioned inverses of L and U can be made zero. The 
number of partitions is related to the path length of sparse 
vector methods. Allowing some fill-in in the partitioned 
inverses of L and U results in fewer partitions. Ordering 
algorithms most suitable for sparsity preservation in the 
inverses of L and U require additional fill-in in L and U 
themselves. Tests on practical power system matrices from 
118 to 1993 nodes indicate that the proposed approach is 
competitive in serial environments, and appears more 
suitable for parallel environments. Because sparse vectors 
are not required, the approach works not only for short- 
circuit calculations but also for power flow and stability 
computations. Kevwords: Power Flow, Stability, Parallel 
computing, Sparse Matrices, Linear equations, Partitioning. 

Introduction 
Sparse vector methods have changed the handling of 

sparse matrices in power systems. Sparse vector methods 
were introduced in detail by Tinney et. a1 [ll,  but are also 
described by Alvarado et. al. in [2, Section 51. The funda- 
mental idea within sparse vector methods is that many 
power system problems require repeat solutions to large sets 
of sparse linear equations of the form Ax=b, where the vec- 
tor b is also sparse. The solution vector x is not sparse, but 
the user is often interested in a subset of the elements of x. 

Sparse vector methods have found applicability where 
sparse right hand side vectors exist, such as the short circuit 
problem [2,31, the compensation problem [4,5], and, by 
modifying Newton's method, the power flow problem [6]. 
Sparse vector methods are related to the idea of recursive or- 
dering of matrices for enhancing parallelism [7-113. Also 
related is prior work on parallel inversion of sparse matrices 
[12], nested dissection [13-141, and the classic ordering 
schemes of Tinney [151. 

Recent efforts have resulted in ordering techniques 
aimed at improving the performance of sparse vector 
methods [16,201 by reducing the average length of the 
factorization path during sparse vector solutions at a small 
penalty in added fills. Another ordering scheme that has the 
ability of improving the performance of sparse vector 
methods is Scheme W of Enns, Tinney and Alvarado [21]. 

Reference [211 laid the groundwork for the use of 
partitioned inverses of the factors of A. However, the 
method of using partitioned inverse factors was not deemed 
practical because of the fill-in in the W-matrices (the 
inverses of L and U). Although it was recognized that the 
fills could be reduced by partitioning W, the possibility of 
no additional fills in W was not seriously considered. This 
paper elaborates upon the idea of partitioned W-matrices, 
where either no fills or very few additional fills are created. 
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The methods in this paper are applicable to either serial 
or parallel environments, but there is a clear bias toward the 
latter. A detailed treatment of the application of the methods 
presented in this paper to parallel computer environments is 
beyond the scope of this paper. Reference [22], however, 
discusses this subject and presents results and observations 
from the application of some of these techniques to load 
flow solutions on a Cray X-MP/48 supercomputer. 

Mathematical Background 
Power systems problems often require the solution of 

sparse sets of linear equations of the form: 

A*x = b (1) 
The matrix A is first factored as A = L.D.U. The 

solution to this problem proceeds in three steps: forward 
substitution, diagonal scaling and back substitution. The 
computation of L and U is preceded by ordering of the rows 
and columns of A to minimize the number of new nonzero 
terms. Define: 

WQ = L-l wu = U-1 (2) 
WQ is lower triangular and sparse. The solution to the 

(3) 

original problem can be expressed as: 
x = WU. D- l .  Wk . b  

Equation (3) may be solved in three steps 
-1 

Z =  W Q * b  y = D * Z  x = W u . y  (4) 
Within each step, all multiplications can be performed 

concurrently. The W matrices can be partitioned to enhance 
sparsity. The mamx L can be expressed as 

L = L1 * L2 * - -  Ln 
where each L. is an identity matrix except for the i-th 
column, which 'contains column i of L. Then 

where W. Q is Li with its signs reversed on the off-diagonal 
elements? Using this expanded form of W in (3): 

We can combine adjacent W matrices. If each W 
matrix is grouped into two partitions, the solution for x 
may be expressed as 

Equation (6) is processed from right to left in five 
All multiplications within each step are serial steps. 

amenable to parallel processing. 

Par ti tioned Factorization Paths 
The factorization paths of a matrix were introduced 

with respect to sparse vector operations to expose precedence 
relations among operations on rows and columns of a matrix 
[l]. The factorization path for any node k is an ordered list 
of nodes starting at k. The list contains the number of the 
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node of the first nonzero element in column k of L. This 
new node is then taken as a column and the process is 
repeated until the last node is reached. 

The length of node i in the factorization path is defined 
as the maximum of all the path lengths from node i back to 
all its initial nodes (all the nodes that precede it in the path 
graph). Figure 1 illustrates the 20 node system from [l]. 
Figure 2 illustrates the corresponding matrix topology. 
Figure 3 illustrates the factorization path graph, with the 
length of every node indicated. Different orderings produce 
different numbers of fills and factorization path graphs. To 
minimize sparse vector operation counts it is desirable to 
decrease the length of the factorization paths. 

The structure of W is implied by the path graph. For 
example, the nonzero entries in column i of W are given by 
the nodes that are included in the path of node i. Also, the 
nonzero entries in row i of W are given by the nodes in 
which path node i is included. References [12,18,19] give 
further details. 

An approach to partition W without producing 
additional fills can be based on the path graph. If all the 
nodes at one level are numbered ahead of all the nodes at the 
next level, partitioning the matrix according to levels results 
in no fill in W. Thus, the number of partitions in W can be 
made equal to the maximum length in the graph. All the 
nodes at the same level would be in the same partition. No 
fills are created in this case since nodes within a partition 
will not be predecessors of each other. The concept of 
length can be made equivalent to the concept of partition. 

Most ordering algorithms do not guarantee that all 
elements at the same level in the graph will be numbered 
consecutively. As a result, it is not possible with most 
orderings to partition the matrix into as many partitions as 
there are levels without at least some fill-in in W, unless the 
matrix is re-numbered. 

Choosing elements from more than one level does not 
imply that fills in W will take place. If an element is 
chosen for a partition, such as node 18, it may be possible 
to choose another element from among its successors (node 
19, for example) and still obtain no added fills, provided that 
all the neighbors of node 18 that have preceded it in the path 
are also neighbors of node 19. Thus, it is possible to have 
fewer partitions than the maximum path length and still 
have no additional fill-in in the partitioned W matrix. 

4 10 9 1 

8 t  7 t  6t 5 t  

3 12 11 2 
Figure 1: A 20 node system from [ll. 

Figure 2: The topology of the L-matrix including fills. 
A partition according to PA2 that results in 
no fill-in in W is also shown. 

Length 1 

Length 2 

3 

Figure 3: Factorization path illustrating the concept of 

Once a matrix is available in LDU factored form, the 
number of multiplications required to perform a full forward 
substitution and back substitution is t, where I: is the 
number of nonzeros in the matrix after all fills have been 
added. Somewhat surprisingly, the number of multiplica- 
tions required to solve a problem using the partitioned fac- 
tored inverse matrix is also t, regardless of the number of 
partitions. Depending on the grouping, however, a few 
additional multiplications may be required to construct the 
inverse factors themselves, even though these have the same 
sparsity as L. 

Partitioning after Ordering 
The objective of partitioning is to reduce fill-in in W. 

We can inspect the pair-wise products of the elementary Wi 
matrices to see whether fill-in in W occurs. For the path 
graph and L-matrix shown in Figures 2 and 3, it can be seen 
that if a partition contains nodes 1 and 2, then the number of 
nonzeros in W2xWl is the same as the number of non-zeros 
in LlxL2. However, if the partition contains rows 9 and 
10, the number of nonzeros is WloxWg is five, while the 
number of non-zeros in LgxLlo is four; thus, fills result if 
these two nodes are in the same partition. 

Based on this observation, algorithm (PAl) to parti- 
tion a matrix and produce no fill-in in W is introduced. In 
this algorithm, consecutive nodes are grouped into the same 
partition without creating any fill-in in W as long as each 
node is from a different branch of the path graph. Define 
two arrays: 

length. Node 20 is trivial and is not shown. 
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Generic orderindpartitioning algorithm: 

5% (48) 522 748 466 286 300 419 242 

I 10% (97) 734 919 635 490 466 603 461 

20% (194) 1098 1260 944 754 726 904 724 

P A 3 9  1 1  8 6 6 8 5 

P A 3 7  7 6 5 5 6 5 

Form valence classes for all nodes. The definition of 
"valence" varies depending on the desired algorithm. 
Typical valences are: degree, length, fills in L and fills 
in W. Initialize i = 1 and p = 1. Initialize all counts. 
If i equals N, STOP. Otherwise 
Select node with lowest valence as next pivot, provided 
its selection does not result in exceeding the number of 
nonzeroes allowed in the current W partition. Break 
ties according to a "secondary criterion" and further ties 
according to "tertiary criterion." 
If all nodes violate the number of nonzeroes limit, then 
a new partition must be started. Re-initialize partition 
counts. For MLMD and MDML variations, reset 
length. For G6mez 1 and 3 variations, reset b vector. 
For G6mez 2 variations, reset m vector. Also reset 
fills in W counts. Select node with lowest valence as 
next pivot. Let p = p + 1. 
Add fills to L. Add fills to W. 
Update Valence Classes by re-computing the valences 
of any nodes whose valence may have changed. 
This algorithm requires the use of certain procedures 

not detailed in the algorithm description. Steps 3 and 4 se- 
lect a next pivot as the "lowest valence node." Valence can 
be defined in a variety of ways. If valence is defined as 
"degree" (the number of first neighbors of a node), then the 
primary algorithm is Scheme 2. However, if valence is de- 
fined as "length" then the primary algorithm is MLMD. If 
valence is defined as fills in W, the primary algorithm is 
Scheme W. Breaking ties is done using secondary and terti- 
ary criteria. Many combinations are possible. For example: 

MLMD-P: Use minimum length as the primary 
criterion, minimum degree as a secondary criterion and 
fills in W as tertiary criterion. Nodes that result in 
exceeding the allowed number of fills are not eligible. 
Scheme W-P: Use minimum fills in W as the primary 
criterion, break ties according to minimum degree in L. 
Nodes that result in exceeding the allowed number of 
fills are not eligible for pivoting until the next 
partition is started. 

Examples and Tests 
We compare algorithms using five test systems rang- 

ing from 118 nodes to 1993 nodes. All examples corre- 
spond to actual power systems. For each of these systems, 
we compare several algorithmic combinations. The follow- 
ing ordering-only algorithms are considered: 

. . 

Tinney Schemes 2 and 3. 
G6mez and Franquelo algorithms 1 ,  2 and 3 (GFl, 
GF2 and GF3). 
Betancourt's MDML and MLMD algorithms. 
For each of these algorithms we obtain: 
The number of elements in the factored L matrix. 
The number of partitions according to PA1 and PA2. 
The number of partitions according to PA3. Several 
amounts of fills per partition are permitted: 1%, 2%, 
5%, 10% and 20%. For each case the tables indicate 
the actual number of partitions and the number of total 
fills in the partitioned W. 
The following algorithms perform both ordering and 

partitioning: 
Partitioned variants of G6mez-Franquelo algorithms. 

A partitioned variant of MLMD (MLMD-P). 
A variant of Enns, Tinney and Alvarado's Scheme W. 
For each algorithm, we illustrate the number of parti- 

tions and the number of fills in W for each test system. 
Results are summarized in Tables IV and V. 

Ordering schemes based primarily on minimum degree 
result in more partitions than ordering schemes based pri- 
marily on other criteria. As long as there are no additional 
fills in W, partitioned sparse inverse methods can be used 
without computational penalty when solving full vector 
problems even when a large number of partitions is required. 
The only penalty of a large number of partitions is greater 
average path length when dealing with sparse vectors, and 
more serial steps in parallel environments. 

Methods based on criteria other than minimum degree 
as the main criterion can result in fewer partitions at the 
expense of additional fills in L and U. It is always possible 
to find partitions that result in no additional fills in the W- 
matrices. However, giving up a few additional fills in W 
can reduce further the number of partitions. 
Table IV: Partitions and fills in W-matrices after ordering. 
Top number is the number of partitions, bottom number (if 
anv) is the number of fills in W. 
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~ i ]  is equal to the node that immediately follows node i in 
the path graph. This may is a concise and complete 
way of representing the entire path graph. 

to compute L and U. Once the factored inverse is generated, 
the solution steps require the same amount of computation 
as the usual forward and back substitution approach. 

- - -  
b[i] represents the maximum node number among those 

nodes which precede node i in the path graph. 
Algorithm PA1 
(1) L e t i = l a n d p = l  
(2) If i equals N, STOP (N is the final node in the path 

graph). Otherwise 
(3) Starting from node i, scan all consecutive nodes i, i+l, 

i+2, etc. until a node i+m is found where b(i+m) f 0. 
(4) Group nodes i through i+m-1 identified in step (3). 
(5) Let the group identified in (4) become partition p. For 

every node j in the new partition p, find a node k such 
that k = fu). If b(k)=j, then let b(k) = 0. 

(6) Let i = i+l and p = p+l, go to step (2). 
The minimal number of partitions generated by PA1 is 

bound by the maximal level of the path graph. This can be 
illustrated by the 20-node example. The path graph shows 
that the maximum level of this example is 7. The last node 
in the matrix is a trivial node, since its L-matrix is the 
identity matrix and is not considered. 

Using PA1, each node in the longest path of the graph 
appears in a different partition. However, there are eight 
partitions generated. The discrepancy is caused by node 9. 
Node 9 does not belong to the critical path, but cannot be 
grouped into either partition without causing some W-fills. 
When W-matrices are generated based on PA1, no additional 
multiplications are required either to generate the W-matrices 
or to perform the repeat solutions. 

To reduce the number of partitions while still adding 
no fills, we introduce algorithm PA2. In this algorithm, 
more than one node from the same path branch is permitted 
into the partition, provided inclusion of the node does not 
result in W-fills. We use a function "CheckExistenceOf" 
which verifies whether nodes already exist whenever a 
potential fill in W is contemplated. If all potential fills in 
W already exist, it is safe to add the node to the partition. 
Algorithm PA2 
(1) Let i= l a n d p =  1 
(2) If i equals N, STOP (N is the final node in the path 

graph). Otherwise 
(3) Starting from node i, scan all consecutive nodes i, i+l, 

i+2, etc. until a node i+m is found where b(i+m) f 0. 
(4) Group nodes i through i+m-1 identified in step (3). 
(5) (a) Define set X as the set of nodes within group 

connected to node i+m. 
(b) If all nonzeroes in lower column i+m already 

exist in all lower columns of set X then add 
element to the group, go to step 2. Otherwise 

(c) Start a new partition. The current group 
becomes partition p. For every node j in the new 
partition p, find a node k such that k = fu). If 
b(k)=j, then let b(k) = 0. Continue to step (6). 

(9 Let i = i+l and p = p+l, go to step (2). 
Algorithm PA2 usually results in fewer partitions. 

Results for the 20-node example are illustrated in Table 11. 
The number of partitions is reduced, particularly toward the 
lower right hand comer of the matrix. Although no fills 
result, generating the factored inverse can require a few 
additional multiplications and additions beyond those needed 

Allowing a few additional fills during the formation of 
W can reduce the number of partitions. The algorithm for 
partitioning while permitting some fills in W is PA3. 
Algorithm PA3 
(1) Let i = 1 and p = 1. Also, reset the cumulative count 

for fills in W. 
(2) If i equals N, STOP (N is the final node in the path 

graph). Otherwise 
(3) Starting from node i, scan all consecutive nodes i, i+l, 

i+2, etc. until a node i+m is found where b(i+m) # 0. 
(4) Group nodes i through i+m-1 identified in step (3). 
(5) (a) Define set X as the set of nodes within group 

connected to node i+m. 
(b) For every nonzero in lower column i+m not in a 

lower column of set X increase W-fill count. 
(c) If the cumulative number of W-fills is less than 

the pre-set allowed number, add element to 
group. Update the structure of the W-matrix to 
include these fills and go to step 2. 

(6) If the cumulative number of W-fills exceeds the 
pre-set number, then a new partition must be 
started. The node group becomes partition p. 
For every node j in the new partition p, find a 
node k such that k = f(j). If b(k)=j, then let b(k) 
= 0. Re-initialize the W-fill count. Continue to 
step (6). 

(6) Let i = i+l and p = p+l, go to step (2). 
This algorithm differs from PA2 only in step (5 ) ,  

where instead of simply verifying whether fills in W occur, 
the number of W fills is counted, and the structure of the W 
matrix is updated. This algorithms required keeping track of 
both the structure of LDU and the structure of W. 

The results of allowing up to 3 fills per W partition 
for the 20-node system are illustrated in Table 111. The fills 
that result if W is not partitioned is 42. 
Table I: Partitions according to PA1 
Nodes 1 1 - 8 1 9  ~ 1 0 1 1 ) 1 2 - 1 4 ) 1 5 1 6 1 1 7  118 119 
W-fills I 0 I 0 I 0 I O I O  I O  I O  I O  

W-fills I 0 I 0 I 0 10 I O  I O  

Table 11: Partitions according to PA2. 
Nodes I 1 - 8 19  I 10 11 I12 - 14 I15 16 I 17-19 

Combined Partitioning and Ordering 
The number of partitions can play a dominant role in 

parallel environments. Partitioning schemes based on a- 
priori ordering of the matrix are likely to be less effective 
(although much simpler) than algorithms for matrix 
partitioning that consider both ordering and partitioning. 
We can modify those ordering algorithms (such as MLMD) 
that consider criteria other than minimum degree to reset the 
criteria every time a new partition is started. Algorithms for 
combined ordering and partitioning are based on existing 
ordering algorithms, modified to also keep track of fills in 
W. The following generic algorithm is the basic combined 
ordering and partitioning algorithm. 
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Table V: Partitions/fills using combined algorithms. Top 
number is uartitions, bottom number is fills. 

We illustrate some topology maps. These maps shed 
light into the nature of ordering and partitioning algorithms 
on the sparsity pattern of the matrix. Figure 4 illustrates 
the general effect of ordering algorithms on the sparsity 
pattern. Figure 5 illustrates the effect of matrix size on one 
specific combination of ordering algorithm (MLMD) and 
partitioning algorithm (PA3). Figure 6 illustrates the effect 
of various partitioning and ordering algorithm combinations. 
It is ironic that sparsity, which started with banded matrices, 
now comes to the conclusion that what we prefer is an 
empty blocked-band near the diagonal. 

Figures 7 and 8 illustrate the effect of algorithm and of 
system size on the number of partitions. Some algorithm 
combinations result in few partitions even when no fills are 
allowed. Some algorithms are relatively insensitive to 
system size, others are not. 

Conc lus ions  
It is possible to have zero additional fills in partitioned 

sparse inverse algorithms at a surprisingly low computa- 
tional expense. When no additional fills are produced, the 
number of partitions can be quite low. Using simple 
partitioning after ordering algorithms, some of the algo- 
rithms can result in zero fill-in with as little as six to fifteen 
partitions. If 20% fill-in is permitted, the number of parti- 
tions can be as low as 3. Algorithms that combine ordering 
and partitioning are more complex but generally give the 
best results in terms of number of partitions. They also 
perform relatively well as far as amount of fill-in. 

When applying the proposed algorithms to repeat 
solutions in serial environments, the speeds attainable are 
comparable to those of conventional methods, except for a 
few additional fills in L and U. However, the proposed 
methods (particularly those that allow some additional fill-in 
in W) are able to reduce the number of partitions in W 
substantially. In a parallel environment, fewer partitions 
represents fewer serial steps. Therefore, the proposed 
methods should prove advantageous in concurrent 
computational environments, whether the right hand side 
vectors are sparse or full. This makes the method applicable 
to stability and power flow calculations, 
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sparse matrix topology maps. 

(a) Ordering according to Tinney Scheme 2 

(b) Ordering according to G6mez-Franquelo 2. 

(c) Ordering according to Betancourt's MLMD. 

sparsity pattern of a 707 node system. 
Figure4: Effect of the ordering algorithm on the 
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(a) A 352 node system. 

(b) A 1084 node system. 

(c) A 1993 node system 
Figure 5: The effect of matrix size on sparsity pattern 

and the partition structure of a matrix, using 
MLMD and PA2. 

(a) MLMD followed by PA2. 

(b) MLh4D followed by PA3, 10% fills allowed 
per partition. 

(c) SchW-P, 10% fills allowed per partition. 
Figure 6: A comparison of the effect of partition 

algorithms on the sparsity structure and the 
partition pattern for the 707 node system. 
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Figure 7: Partitions vs. fills per partition, 1993 node 
system. 
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Figure 8: Partitions vs. size with PA2 (no fills in W). 
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Discussion 

B.  F. W OLLENB E R G ,  Control Data Corporation, 
Plymouth MN: The use of parallel processors t o  solve 
power system network analysis problems is obviously 
going to require development of new techniques t o  take 
advantage of computer architectures. Methods of solving 
sparse linear equations with parallel processors are at  
the leading edge of such developments. 

In this paper the authors have addressed the ability t o  
efficiently partition and order the factor inverse matrices 
to take advantage of parallel processors. However, given 
that much work in power system analysis still must be 
done on  current serial architectures, do the techniques 
reported in this paper give us an advantage in using 
serial machines? 

Specifically, how does the author’s technique compare, 
as far as operations count, on a simple Ax=b solution 
that is  ordered by Tinney scheme 2? How does it 
compare, again as far as operations count, t o  repeat 
solutions programmed by state of the art sparse vector 
methods and ordered by Tinney Scheme 2? 

Manusc r ip t  r e c e i v e d  August 1, 1989. 

The authors thank Dr. Wollenberg for his interest in this paper. This 
paper has described a new methodology for dealing with sparse matrices. 
The methodology includes: (1) ordering techniques, (2) partitioning 
techniques, (3) the construction of the W-matrices and (4) the use of W- 
matrices instead of ordinary repeat solutions. Comparisons can consider 
many variants of these four aspects of the proposed methodology. The main 
contributions of this paper have been item (2) and the recognition of the 
advantages of the overall approach in parallel environments. 

Dr. Wollenberg wants to know how the proposed methodology performs 
in serial environments as far as repeat solutions are concerned. The answer 
depends on the intended use of the method and on the exact method 
combination adopted. For the proposed approach, let us assume the use of 
MLMD for ordering and either PAl ,  PA2 or PA3 (10%) for partitioning. 
Certainly, any of the other orderings proposed in the paper could have been 
studied. For the “conventional” method, we use both scheme 2 (the normal 
case) and MLMD. We compare only multiplication counts. 

Consider first full right hand side vectors. In a strictly serial situation, the 
amount of computation as measured by the number of multiplications for a 
full repeat solution is slightly greater for the proposed method in either of its 
three partition options, mainly because of the large number of fills induced 
by the MLMD ordering algorithm (more on MLMD ordering later). Results 
for two test systems are illustrated in Table C-I. 

TABLE C-I 
Multiplications for full repeat solution 

~~ 

~~ ~ ~~ ~~ 

System 118 352 
Conventional Scheme 2 648 1570 
Conventional MLMD 704 1776 

MLMD PA1 704 1776 
MLMD PA2 704 1776 

MLMD PA3 10% 886 23 12 
(max W-fillsipartition) (47) (119) 

~~ ~ ~ ~~ 
~ ~~ 

We consider singleton sparse vectors next. We assume that only elements 
of the solution vector that correspond to nonzeroes in the original right hand 
side vector are of interest. The average number of multiplications required 
to perform a sparse forward and sparse back substitution for two test 
systems is illustrated in Table C-11. 

TABLE C-I1 
Average Multiplications, sparse repeat solution, singleton RHS 

~ ~- ~- ~~ ~~ - -~ - 

System 118 352 
Conventional Scheme 2 71.4 99.1 
Conventional MLMD 58.2 77.6 

MLMD PA1 58.2 77.6 
MLMD PA2 51.6 70.9 

MLMD PA3 10% (fills) 46.5 54.8 
-~ ~ ~~ - ~~~- ~ ~ 

The exact numbers in these tables depend on tie-breaking and exact 
details of implementation. However, some observations hold true in these 
and many other simulations. For example, the PA3 ordering algorithm (and 
to a lesser extept PA2) gives lower average operation counts than PA 1. and 
usually lower than conventional scheme 2. These lower operation counts 
cannot be explained as a result of the shorter paths. The explanation is that 
the proposed approach using W-matrices does not need to access the entire 
path for the repeat solution process, only a subset of the path. In effect, the 
additional operations that are required during the construction of the W- 
matrix (as described in the paper body) result in a reduction of the number 
of operations required for the repeat solution step. 

In the course of the studies performed for this closure, we have come up 
with several observations regarding MLMD ordering: 

We have constructed artificial networks where MLMD as originally 
described and implemented performs poorly, while scheme 2 performs 
much better. This occurs because, if MLMD considers only length as 
the primary criterion, it is possible for it to choose a node with a large 
ordinary valence that will produce a large amount of fill-in. A slight 
modification to MLMD to take into account this possibility performs 
considerably better while retaining all other desirable properties. 
Shorter path lengths do  no automatically translate into fewer multipli- 
cations during sparse repeat solutions. 
The performance of most ordering algorithms (including scheme 2) is 
affected by the initial ordering of the network nodes. However. 
MLMD appears to be more sensitive to initial node numbering that 
scheme 2. A related observation is that the MLMD results as presented 
in [I81 are subject to greater variability than anticipated. This does not 
seem to be the case for MDML. Cases exist where an unmodified 
MLMD ordering can result in longer average factorization path than 
scheme 2. MLMD should not be used without some modification. 

In view of Dr. Wollenberg’s comment that much work must still be done 
on serial architectures, we suggest that strictly serial architectures are 
nowadays the exception, not the norm. Most high performance computers 
use as a minimum a certain degree of “pipelining” for all operations. The 
proposed methodology takes care of speed gains attainable by pipelining in 
an automatic fashion, without the need for explicit user intervention or 
specialized coding. Thus, the proposed methodologies should perform 
better than the figures above suggest, even in seemingly serial environ- 
ments. 

The main contributions of this paper have been the partitioning technique 
and the study of the potential advantages of the methodology in parallel 
environments. The answers to Dr. Wollenberg‘s specific questions are: For 
full repeat solutions in strictly serial machines, the proposed method can be 
worse. For sparse repeat solutions in strictly serial machines the proposed 
method (particularly PA3 using the modified version of MLMD) can be 
better. 

Manuscript received September 1 .  1989. 


