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Abstract

Multimodal large language models (MLLMs) are expected to jointly interpret vision, audio, and language, yet
existing video benchmarks rarely assess ne-grained reasoning about human speech. Many tasks remain visually
solvable or only coarsely evaluate speech, offering limited insight into whether models can align who speaks, what
is said, and when it occurs. We introduce AV-SpeakerBench, a curated benchmark of 3,212 multiple-choice ques-
tions focused on speaker-centric audiovisual reasoning in real-world videos. It features: (1) a speaker-centered
formulation that treats speakers—not scenes—as the core reasoning unit; (2) fusion-grounded question design
embedding audiovisual dependencies into question semantics; and (3) expert-curated annotations ensuring tem-
poral precision and cross-modal validity. Comprehensive evaluations show that the Gemini family consistently
outperforms open-source systems, with Gemini 2.5 Pro achieving the best results. Among open models, Qwen3-
Omni-30B approaches Gemini 2.0 Flash but remains far behind Gemini 2.5 Pro, primarily due to weaker audio-
visual fusion rather than visual perception. We believe AV-SpeakerBench establishes a rigorous foundation for
advancing ne-grained audiovisual reasoning in future multimodal systems.

1. Introduction

Multimodal large language models (MLLMs) have rapidly evolved in recent years, extending language models into
image [7, 35, 54, 69], video [34, 54, 66], and audio understanding [18, 28, 64]. As this evolution continues, recent
efforts have moved beyond pairwise modality fusion toward building omni-models that aim to jointly process
vision, audio, and language in a uni ed architecture [22, 51, 59, 60]. Such capability is essential for real-world
applications like video dialog agents, meeting transcription systems, and human—Al interaction platforms, where
the model must see, hear, and reason over multiple signals simultaneously. However, evaluating whether current
models can truly integrate multiple modalities—rather than treat one as the dominant source—remains an open
challenge.

In particular, audiovisual speaker perception has been a long-standing research problem [26, 27, 46, 47, 49, 55],
yet modern MLLMs are rarely evaluated on this ability. This gap arises for two reasons. First, existing speaker
datasets are built around closed-set labels or frame-level supervision, making them incompatible with open-ended,
language-based evaluation. Second, current video QA benchmarks seldom focus on speaker-level reasoning: many
guestions can be solved using a single modality [13, 52], while others emphasize coarse audio—visual matching or
non-speech acoustic events [30, 61, 70]. As a result, current benchmarks do not systematically evaluate whether
multimodal models can jointly determine who is speaking, what is being said, and in what visual context.

To address this gap, we introduce AV-SpeakerBench, a new benchmark for evaluating ne-grained audiovi-
sual reasoning centered on human speakers in real-world video. AV-SpeakerBench is explicitly designed to test
whether multimodal models can jointly interpret visual, auditory, and linguistic information at the speaker level—a
capability not captured by existing datasets. Below, we outline the benchmark'’s key design principles.

Speaker-centric task formulation. AV-SpeakerBench frames every question around the speaker as the funda-
mental reasoning unit, shifting evaluation from scene-level understanding to human-centered audiovisual ground-
ing. Each video includes multiple visible individuals, enabling identity-based questions that require models to
determine who speaks, when, and under which visual context. By spanning diverse conversational settings and
speaker con gurations—factors known to increase dif culty in audiovisual perception [26, 46, 47, 49, 55]—the
benchmark tests whether models can reliably resolve speaker behavior amid visually complex and varied conver-
sational dynamics.

Fusion-driven question design. AV-SpeakerBench uses a four-choice MCQ format in which auditory and vi-
sual cues are jointly encoded in both questions and answer options. This design ensures that solving each item
requires cross-modal fusion—for example, associating spoken phrases with visible speakers, interpreting speech
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Figure 1. Motivation of AV-SpeakerBench. Existing video benchmarks often contain visually solvable questions—such

as counting visible people—where state-of-the-art multimodal models can answer correctly even when the audio stream is
muted (left; examples from Video-MME [13]). In contrast, questions in AV-SpeakerBench (right) are explicitly designed to
require audiovisual fusion: the correct answer depends on who speaks, when they speak, and how speech events unfold over
time.

in relation to visual events, or resolving multiple voices in a shared scene. Together, these constructions re ect
how audiovisual understanding naturally relies on coordinating what is heard with what is seen.

High-quality human annotation. All clips are manually selected and temporally segmented to isolate moments
where speech-driven interaction occurs. Annotators then identify segments that genuinely require audiovisual
reasoning—such as aligning an utterance with the correct visible speaker—and compose MCQs grounded in these
spans. Each clip and question undergoes multi-stage expert review to ensure temporal precision and cross-modal
validity.

Dataset summary and evaluation scope. Our IRB-approved AV-SpeakerBench contains 3,212 curated ques-
tion—answer pairs across 12 task types, all centered on speakers as the core reasoning unit. These tasks span
temporal localization, speaker identi cation, speech-content reasoning, utterance counting, paralinguistic attribute
comparison and so on, collectively evaluating a model's ability to integrate recognition, grounding, and temporal
reasoning across audio and vision rather than depend on static or unimodal cues.

Experimental ndings and implications. Comprehensive evaluation across open-source and proprietary mod-

els reveals a clear performance gap between current MLLMs and human accuracy. Among open-source models,
only recent omni-directional approaches—such as Qwen3-Omni [60]—show substantial progress, with the 30B
variant reaching parity with Gemini 2.0 Flash [15]. However, Gemini 2.5 Pro [15] remains the strongest overall,
outperforming all others across nearly all tasks. Our analysis (Section 4.3) shows that this advantage comes pri-
marily from stronger audiovisual fusion: Gemini 2.5 Pro consistently gains 10-20% from audio inputs, whereas
Qwen3-Omni's improvements are modest or sometimes negative. A systematic error-pattern study further re-
veals that weaknesses in audio perception and temporal grounding are the dominant sources of failure. Together,
these ndings show that speaker-centered multimodal reasoning remains a core barrier to human-level audiovisual
understanding.



Benchmarks Modalities #Videos #QA  Anno. Audiovisual Reasoning Speaker-centric Reasoning

AV Attribution AV Temporal Localization ~ Speech—Speaker Attribution = Speech temporal localization  Speech Grounding

MSRVTT-QA [58] \% 2,990 72,821 A 7 7 7 7 7
ActivityNet-QA [62] \% 800 8,000 M 7 7 7 7 7
MVBench [32] \% 3,641 4,000 A 7 7 7 7 7
Video-Bench [48] \Y 5,917 17,036 A&M 7 7 7 7 7
EgoSchema [41] \ 5,063 5,063 A&M 7 7 7 7 7
Video-MME [12] \Y 900 2,700 M 7 7 7 7 7
MMBench-Video [9] \Y 609 1,998 M 7 7 7 7 7
AVQA [61] A+V 57,000 57,335 M 3 7 7 7 7
OmniBench [33] A+l 7 1,142 M 3 7 7 7 7
AV-Odyssey [19] A+l 220 4,555 M 3 7 7 7 7
WorldSense [25] A+V 1,662 3,172 M 3 3 7 3 7
Daily-Omni [68] A+V 648 1,197 A&M 3 3 7 7

AV-SpeakerBench (Ours) A+V 2,051 3,212 M 3 3 3 3

Table 1. Comparison of multimodal video QA benchmarks. “A” means audio, “V” means video, “I” means image, “S” means
subtitle. “Anno.” is the annotation type (A: automatic, M: manual).

2. Related Work

Multimodal Understanding Benchmarks. Multimodal evaluation has expanded from image bench-
marks—such as VQA [2, 20], chart/document understanding [42, 43, 50, 56], and general capability suites [11,
29, 37]—to video benchmarks that introduce temporal structure and richer scene context. Different video datasets
emphasize different abilities: long-form narrative reasoning [41], temporal ordering [3, 38], procedural under-
standing [53, 57], egocentric perception [8, 21], world modeling [24], and broad capability aggregation [12, 32].
While existing video benchmarks broaden multimodal evaluation, they rarely require ne-grained integration be-
tween visual signals and human speech, nor do they target speaker-centric reasoning. AV-SpeakerBench lIs this
gap by providing a dedicated benchmark for speaker-level audiovisual understanding.

Audiovisual Understanding Benchmarks. Audiovisual speech understanding has been studied through both
non-speech and speech-focused datasets. Non-speech benchmarks such as AudioSet [17] and VGGSound [4]
target event-level acoustic classi cation, while speech datasets cover speci ¢ facets of communication: Vox-
Celeb [6, 45] for speaker identity, LRS/LRS3 [1] for transcription, and AVA-ActiveSpeaker / ASW [27, 49]
for frame-level speaking and audibility labels. However, these resources rely on closed-set labels or low-level
annotations and thus do not evaluate the open-ended multimodal reasoning abilities expected of modern MLLMs.

Recent work has begun exploring audiovisual reasoning for multimodal models, but mainly through task formu-
lations that differ fundamentally from speaker-centric reasoning. VGGSounder [70] reannotates VGGSound [4]
for multi-label audio event classi cation; AV-Odyssey [19] focuses on audio—visual matching tasks—such as pair-
ing images with audio clips or selecting which video aligns with a given sound—rather than reasoning about
spoken content. WorldSense [24] similarly frames audiovisual understanding as matching between visual scenes
and acoustic cues (e.g., music style or sound summary), and its tasks span a wide range of audio types without
centering human speech; OmniBench pairs static images with narrated audio for temporal reconstruction; and
Daily-Omni targets high-level scene understanding rather than modeling speaker identity or spoken utterances.
We compare AV-SpeakerBench with other benchmarks in Table 1.

Across these benchmarks, audio is used to characterize scenes, events, or background context, but not to bind
speech to visible speakers. AV-SpeakerBench instead adopts a speaker-centric formulation that requires aligning
spoken content with the people who produce it.

Multimodal Large Language Models. Multimodal LLMs have progressed from image—text models such as
BLIP-2 [31], InstructBLIP [7], and LLaVA [35, 36] to video-oriented systems like Video-LLaMA [5, 65],
VITA [10], and PandaGPT [51], which introduce temporal encoding for multi-frame reasoning. Recent omni-
modal models—including Gemini [16], Qwen-Omni [60], Phi-4 Multimodal [44], StreamOmni [67], Uni ed-10

2 [40], OLA/ OneLLM [23, 39], and AnyGPT [63]—aim to unify audio, video, and language through instruction
tuning and shared cross-modal alignment. However, existing evaluations largely emphasize visual QA or coarse
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Figure 2. Top: Examples of audiovisual reasoning questions in AV-SpeakerBench. Each question illustrates a distinct
way in which audiovisual dependency is enforced—through spoken-phrase grounding, visual event conditioning, cross-
modal temporal localization, or multi-speaker coordination—ensuring that the correct answer cannot be inferred from a
single modality. Bottom: Dataset Distribution. We present the distribution of videos by duration, task category, and
visual complexity (measured by the number of unique visible people). Together, these statistics highlight the diversity of
conversational scenes and reasoning types represented in AV-SpeakerBench.

audio—visual matching, providing limited insight into whether these models can perform ne-grained, speaker-
centric audiovisual reasoning. AV-SpeakerBench directly targets this gap by assessing whether models can jointly
resolve who is speaking, what is said, and when it occurs within natural multi-speaker video.

3. AV-SpeakerBench

Recent multimodal video benchmarks such as Video-MME [13] have advanced the evaluation of large multimodal
models on a wide range of video understanding tasks. However, many existing questions remain largely vision-
solvable, such as “What is the total number of people in the video?” or “What clothes is the singer wearing?”,
where the correct answer can be inferred from visual frames alone without attending to the audio stream. Moreover,
only a few benchmarks include human speech in their audiovisual evaluation [30, 61, 70], and those that do remain
at a coarse categorical level. For example, VGGSounder [70] extends VGGSound with multi-label audio—visual
classi cation, where human speech is represented by broad categories such as male speech, female speech, or
singing. Such tasks capture the presence of speech but not its linguistic or speaker-speci ¢ content, leaving open
whether models can reason about who speaks and what is said in natural audiovisual scenes.

Our goal in constructing AV-SpeakerBench is to Il this gap by focusing on speaker-centric audiovisual rea-
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soning. Each question in our benchmark is designed to require joint interpretation of visual and auditory cues
in natural human speech scenes. In the following sections, we describe the benchmark's design principles, data
curation and annotation pipeline, and dataset statistics.

3.1. Fusion-Driven Question Design

The central goal of Av-SpeakerBench is to evaluate audiovisual fusion along the temporal dimension—that is,
whether a model can coherently align what is seen and heard as events unfold. All questions adopt a uni ed
multiple-choice (MCQ) format to standardize evaluation and to encode auditory and visual cues compactly within
the question and its answer options. Each item is written so that the correct response requires the model to integrate
auditory and visual evidence to reason over temporally ordered actions and utterances.

In our formulation, audiovisual dependency is embedded directly in the textual construction of the question and
its options. The fusion of modalities appears in several complementary ways, including—but not limited to— (1)
linking a spoken phrase to a visible identity (e.g., When does the man wearing a black T-shirt say "What's going
on?"); (2) cross-conditioning one modality on temporal cues from the other—for example, using visual events to
localize speech (e.g, What does the woman sitting on the porch swing say just before she drinks from her glass?,
or conversely, using auditory events to anchor visual reasoning; At the moment the man with the black headband
says, "We are not cool,” how many people are visible?); and (3) combining auditory and visual cues in multi-
speaker settings (e.g., After the man in the grey shirt wiggles his ngers, until the end of the video, how many
times is “red line” mentioned by all speakers?). Through this formulation, each question enforces temporally
grounded multimodal reasoning, ensuring that successful models must align voices, appearances, and contextual
events rather than rely on static visual or textual shortcuts. Representative examples of different formulation types
are illustrated in Figure 2-top, and a complete set of per-task examples is provided in the Appendix D.

3.2. Dataset Construction

Video sources. We collect all video data from YouTube, prioritizing content that naturally features human speech
and multi-party interaction. The majority of clips are sampled from movie clips, as these provide rich audiovisual
dynamics such as turn-taking, facial gestures, and speaker transitions within short temporal windows. To diversify
speaking style, visual layout, and recording conditions, we additionally include material from game shows, street
interviews, sport interviews, group interviews, podcasts, and vlogs. All videos are taken from of cial channels
where individuals are clearly and knowingly recorded on camera.

Clip selection and task-oriented sampling. Unlike datasets where annotators label pre-de ned clips, our pro-
cess begins with segment selection. Annotators watch full videos and identify 5-30s clips that satisfy task re-
guirements and contain meaningful audiovisual variation. Choosing the right moment is crucial: segments with
too few speakers (e.g, monologue) or unchanged conversational dynamics make temporal or speaker-grounded
guestions nearly deterministic (e.g., if only two speakers are visible, Who speaks after the woman says "How are
you?' offers little diagnostic value). Similarly, an anchor condition that does not shift who speaks fails to introduce
real temporal grounding. This Itering ensures that all selected clips support genuine temporal localization and
cross-modal reasoning rather than super cial pattern matching.

Annotation and re nement. For each selected clip, annotators compose the question and four answer options
following detailed task guidelines specifying the required modality pairings. Distractors are drawn from entities,
actions, or speech events within the same clip; when insuf cient, they are formed by recombining visible or audi-
tory attributes to maintain contextual realism. All annotators are experienced researchers rather than crowdsourced
workers, ensuring close adherence to multimodal reasoning criteria. Each annotation undergoes a multi-stage re-
nement pipeline: (1) an initial review by a separate researcher for clarity and multimodal validity; (2) linguistic
and structural polishing using a language model; and (3) a nal veri cation round by at least two additional re-
searchers other than the original annotator. During this process, ambiguous, inconsistent, or trivially solvable
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examples are lItered out. This rigorous curation pipeline ensures that all remaining questions exhibit tempo-
ral sensitivity, speaker grounding, and robust audiovisual reasoning, providing a balanced and reliable basis for
evaluation. Annotation details can be found in Appendix A.

3.3. Dataset Statistics

After re nement, AV-SpeakerBench comprises 3,212 MCQ pairs across 12 task types. All tasks are speaker-centric
but probe different aspects of audiovisual understanding, including temporal localization, speaker identi cation,
speech-content retrieval, utterance counting, paralinguistic attribute comparison, and so on. Together, they intro-
duce diverse compositional and temporal challenges that require coordinated multimodal reasoning rather than
reliance on static or unimodal cues. Appendix D provides illustrative examples for each task type.

We visualize dataset-wide statistics in Figure 2-bottom, including the distributions of question types, video
durations, and speaker counts. The dataset spans a wide range of question formulations and task complexities,
re ecting the natural diversity of audiovisual reasoning scenarios. We ensure at least 200 validated examples per
task to maintain balanced coverage across reasoning types. Speaker-related tasks contain more examples, since
temporal reasoning about who speaks and when can draw on cues from either modality—for instance, determining
whether someone speaks after an audio or visual event. In contrast, tasks centered purely on visual or auditory
recognition must rely on the opposite modality to remain genuinely multimodal, which limits the diversity of
guestion formulations rather than their total count. Although speaker-related tasks therefore include more exam-
ples, they also encompass a wider variety of reasoning patterns, and we report per-task accuracy throughout all
evaluations to avoid bias toward these categories.

We further analyze the dataset by measuring its visual complexity, quanti ed by the number of unique vis-
ible speakers per clip—a standard indicator of dif culty in human-centric audiovisual benchmarks [27, 46, 49].
AV-SpeakerBench covers a wide range of interaction densities, from short dyadic exchanges to multi-party con-
versations, providing a balanced yet challenging evaluation environment for multimodal large language models.

3.4. Interpretation and Scope of Evaluation

Although all question types in AV-SpeakerBench are designed to require audiovisual reasoning in principle, we
recognize that strong models may occasionally infer answers from visual cues alone—such as mouth movement
or gestures—without explicitly relying on the audio stream. We regard this as a natural and desirable behavior
rather than a aw: humans similarly infer speech activity from silent visual context. Our benchmark therefore
evaluates whether a model can integrate both modalities when available, rather than penalizing instances where
one modality alone happens to suf ce. In practice, audio information consistently simpli es reasoning and boosts
accuracy, but models achieving correct answers through robust visual understanding remain within the intended
evaluation scope.

4. Experiments
4.1. Experiment Setup

Model Selection. We evaluate multimodal LLMs that natively support audio—video inputs. Among proprietary
systems available to us, Gemini [16] is the only model offering true A+V processing; we report both the thinking
and non-thinking versions of Gemini 2.5 Flash, and only the thinking version of Gemini 2.5 Pro (the only mode
provided). For open-source models, we include all publicly available A+V-capable LLMs across omni-modal
and video- rst architectures: Qwen2.5-Omni [59], Qwen3-Omni [60], Video-LLaMA [65], Video-LLaMA2 [5],

Uni ed-10 2 [40], OLA [39], OneLLM [23], VITA [10], VITA-1.5 [14], PandaGPT [51], Phi-4 Multimodal-
Instruct [44], and AnyGPT [63]. For Qwen3-Omni-30B, we report only the non-thinking variant, as the thinking
mode takes about 5 minutes per query and would place a full benchmark run beyond our budget. All models
are evaluated with their native A+V interfaces using identical inputs and prompts; further details are provided in
Appendix B.



‘ Speaker-centric ‘ Visual-centric ‘ Audio-centric ‘

Task Type ‘Detection Recognition CountinbAttributeRecognition Activity Recognition Countianecognition Duration Pitch Rate Intensity Counti}w@verall

Human Performance —‘ 96.02 93.13 94.28 ‘ 93.14 93.20 94.15 ‘ 96.52 90.68 93.20 91.39 94.17 93.4¢ 93.74

Proprietary Models

Gemini 2.5 Pro Thinking [15] - 81.73 74.15 74.13 72.55 73.30 62.93 77.11 78.81 67.48 69.86 71.84 63.89 73.04
Gemini 2.5 Flash Thinking [15] - 74.71 70.62 60.95 65.59 70.39 65.85 78.61 69.92 66.5 67.46 65.05 58.33 67.84
Gemini 2.5 Flash [15] - 69.79 68.24 50.75 61.76 68.45 51.22 71.64 58.47 60.68 60.29 59.71 40.97 60.27
Gemini 2.5 Flash-Lite [15] - 45.90 52.44 39.10 48.53 51.94 43.41 55.72 51.69 51.46 46.89 54.37 36.11 47.23
Gemini 2.0 Flash [15] - 60.19 63.51 47.51 54.9 63.59 45.85 71.14 56.78 62.62 55.98 55.83 41.67 53.21
Gemini 2.0 Flash-Lite [15] - 56.91 57.35 38.81 49.02 55.83 45.85 67.66 5212 5243 51.12 56.31 33.33 51.43

Open-sourced Audiovisual Models

Video-LLaMA [65] 7B 29.51 26.07 29.35 27.23 32.52 25.37 31.84 28.81 3155 2823 27.67 21.53 28.21
Video-LLaMA [65] 13B 30.91 29.86 25.37 27.23 37.38 29.76 27.86 2331 27.67 3349 30.58 27.08 29.11
Video-LLaMA2 [5] 7B 34.19 36.02 31.25 35.29 37.38 41.46 29.85 40.25 49.03 44.02 45.15 31.2% 37.67
PandaGPT [51] 7B| 28.34 20.61 27.36 16.18 20.87 32.20 33.83 19.07 2427 17.70  14.56 15.63 22.88
PandaGPT [51] 138 20.61 16.82 28.36 0.98 1.94 25.37 5.97 2246 2282 2584 23.30 15.63 18.37

Open-sourced Omni Models

Uni ed-10 2 large [40] 1B 24.36 27.49 23.88 2451 23.79 22.93 21.89 22.03 2524 3158 3155 34.38 26.15
Uni ed-10 2 xI [40] 3B 28.81 28.44 31.25 30.39 26.21 23.41 24.88 30.93 22.82 26.32 30.58 31.2% 27.52
Uni ed-10 2 xxI [40] 7B 26.70 27.25 24.63 30.39 22.82 29.76 23.28 35,59 2524 3349 37.38 28.8| 24.97
Phi-4 Multimodal [44] 5.6B| 37.70 41.71 28.02 46.95 33.50 38.05 45.77 38.56 49.03 4258 37.38 26.04 38.45
OneLLM [22] 7B 30.44 23.70 20.65 30.88 25.24 27.8 25.37 1.69 24.27 2823 25.73 34.72 24.97
AnyGPT [63] 7B 24.12 4.27 24.88 0.98 19.90 19.51 15.42 0.00 0.00 0.48 243 2292 12.67
VITA[10] 7B 32.08 34.60 29.85 37.25 36.41 28.78 32.84 37.29 3883 3589 37.86 28.13 33.66
VITA-1.5 [14] 7B 32.08 36.73 32.59 38.24 35.44 35.12 32.34 4534 4320 4498 36.89 29.51 36.27
Qwen2.5-Omni 3B | 44.91 41.23 33.83 44.61 45.63 44.88 45.77 50.00 42.23 3254 39.32 26.39 38.23
Qwen2.5-Omni [59] 7B| 4754 41.23 34.83 42.65 38.83 43.41 53.23 47.03 51.94 4211 43.20 29.17 4231
Qwen3-0Omni [60] 30B| 61.83 54.74 46.77 56.86 58.74 40.49 68.16 59.32 58.74 5598 66.02 34.72 54.14

Table 2. Evaluation Results of AV-SpeakerBench. Our evaluation covers proprietary models, open-sourced audiovisual
and omni models.

Frame Sampling. We follow each model's default temporal sampling policy. Concretely, we sample 8 frames for
Video-LLaMA [65], Video-LLaMA2 [5], Phi-4 Multimodal-Instruct [44], Uni ed-10 2 [40], and AnyGPT [63]; 5
frames for PandaGPT [51] and OneLLM [22]; 1 fps capped at 100 frames for VITA [10] and VITA-1.5 [14]; and
1 fps for Gemini [16], Qwen2.5-Omni [59], and Qwen3-Omni [60]. Unless otherwise noted, frames are sampled
uniformly within each clip.

4.2. Results

The full evaluation results are presented in Table 2; all results are reported in MCQ accuracy. Here, we summarize
the main takeaways.

Existing models remain far from human performance. Human evaluation reaches an overall accuracy of
93.74%, con rming that the questions are clear and naturally solvable through audiovisual reasoning. In compar-
ison, the strongest model—Gemini 2.5 Pro—achieves only 73.04%, leaving a gap of over 20 percentage points.
This indicates that current multimodal LLMs still have substantial room for improvement on ne-grained, tempo-
rally grounded speaker-centric reasoning.

Gemini models demonstrate stronger performance than open-source models. Gemini 2.5 Pro (thinking) de-
livers the best results on AV-SpeakerBench, outperforming all other models on 11 of the 12 tasks and achieving
an overall accuracy of 73.04%. Gemini 2.5 Flash (thinking) improves upon the non-thinking Flash variant by
7.57%, yet still falls notably short of 2.5 Pro. Since both variants employ the thinking process, this performance
gap primarily re ects differences in the underlying model strength, with possible additional gains from how the
thinking mechanism interacts with Pro's larger capacity.

Only recent Omni-series models achieve non-trivial performance on AV-SpeakerBench. Earlier open-
source multimodal models—such as Video-LLaMAZ2 [5], PandaGPT [51], OneLLM [22], Uni ed-1O [40], and
AnyGPT [63]—perform poorly on AV-SpeakerBench, often approaching random-guessing accuracy despite sup-
porting both audio and video inputs. Recent Omni-series models, including Phi-4-Multimodal [44], VITA/VITA-
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(a) Modality ablation across task types. Gemini 2.5 Pro demonstrates consistent (b) Error type distribution across bench-
multimodal gains across most tasks, whereas Qwen3-Omni 30B exhibits limited or  mark categories. Most errors occur in au-
even negative audio contributions in certain tasks. dio perception and temporal reasoning tasks.

Figure 3. Multimodal ablation and error analysis.

1.5[10, 14], Qwen2.5-Omni [59], Qwen3-Omni [60], and OLa [39], demonstrate substantial improvements, mark-
ing the rst generation of open-source models capable of handling ne-grained audiovisual reasoning. Among
them, Qwen3-Omni-30B is the strongest, exceeding all other open-source models and even slightly surpassing
Gemini 2.0 Flash. However, it still remains far behind the Gemini 2.5 family, underscoring the dif culty of
speaker-centric audiovisual reasoning even for the most advanced open-source LLMs.

4.3. Analysis

Performance gaps re ect differences in audiovisual fusion capability. From Table 2, we observe that Gemini

2.5 Pro consistently outperforms Qwen3-Omni-30B across all categories on AV-SpeakerBench. We investigate this
difference by comparing each model's performance under vision-only and audiovisual input settings (Figure 3a).
Gemini 2.5 Pro exhibits consistent gains of roughly 10-20 percentage points across all tasks when both modal-
ities are available, indicating stable and effective fusion. In contrast, Qwen3-Omni-30B achieves much smaller
gains—and in some tasks, even negative differences—suggesting that audio input does not reliably improve its
reasoning. These results indicate that Gemini's advantage primarily arises from stronger temporal alignment and
cross-modal integration, whereas future progress in speaker-centric audiovisual reasoning will depend on improv-
ing fusion robustness rather than merely scaling unimodal perception.

Why advanced models may answer some audiovisual questions using only vision. Although AV-
SpeakerBench is designed to require audiovisual reasoning, we observe that advanced models can occasionally
answer certain questions using only visual cues. Human speech naturally produces observable signals—such as
mouth motion, gaze shifts, and conversational gestures—that can provide partial evidence about who is speaking
or when speech occurs. As a result, strong models may exploit these cues even in the absence of audio.

Figure 4a shows an example where Gemini 2.5 Pro correctly identi es the most active speaker under vision-
only input by tracking sustained mouth movement and gesturing patterns. However, these cues are not always
reliable. In Figure 4b, the same vision-only setting leads the model to a wrong answer because the visible gestures
mislead it about the speaker's rate of speech. When audio is provided (Figure 4c), the model correctly resolves the
ambiguity, demonstrating that the task genuinely requires multimodal fusion.

Importantly, these visual cues re ect natural properties of human communication rather than dataset bias. AV-
SpeakerBench does not explicitly penalize unimodal solutions—if a model can reliably infer speech activity
from vision alone, this re ects genuine capability (e.g., implicit lip-reading or motion-level reasoning). How-
ever, as Figures 4b—c illustrate, fusion offers a clear advantage: audio resolves ambiguities that visual cues alone
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Figure 4. Qualitative examples of Gemini 2.5 Pro reasoning traces on AV-SpeakerBench. Green and red highlight colors
indicate the model's correct and incorrect reasoning, respectively. (a) Vision-only example answered correctly: the model
identi es the correct speaker by tracking the duration and consistency of mouth movement and conversational gestures,
which serve as natural visual cues for inferring who is speaking. (b) Vision-only example answered incorrectly: the model
incorrectly associates slower gestures with slower speech, leading to a wrong prediction. (c) The same example as (b) but
with audio input: the model correctly identi es the faster speaker once speech-rate evidence becomes available, con rming
that the question requires true audiovisual fusion. (d) Vision + audio example answered incorrectly: the model predicts
that only one woman speaks while both women say “Okay” after the event. Eventually, all three speakers talk after the event,
showing residual dif culty in temporal alignment and speaker disambiguation.

Number of Unique People \ 2 3 4 5

Gemini 2.5 Pro Thinking [16] | 74.8 74.1 74.1 70.9
Gemini 2.5 Flash Thinking [15] 71.8 68.4 66.8 65.1
Qwen2.5-Omni 7B [59] 46.7 40.7 42.4 40.2
Qwen3-Omni 30B [60] 58.3 529 52.0 544

Table 3. Accuracy by the number of visible people. Models generally decrease in accuracy as visual complexity increases.

cannot, and robust performance across the benchmark consistently requires integrating both modalities. Our goal
is therefore not to suppress unimodal cues, but to design tasks where multimodal fusion provides the most reliable
and general path to correct reasoning.

Failure cases for Gemini 2.5 Pro. To better understand the remaining challenges for Gemini 2.5 Pro on AV-
SpeakerBench, we qualitatively examined ve failure cases per task and categorized them into four major types:
(1) Visual/Audio perception error—misperceiving information within a single modality, such as misidentifying

a gesture or mishearing a spoken phrase; (2) Cross-modal attribution error—recognizing unimodal content
correctly but mismatching it across modalities, e.g., attributing an utterance to the wrong speaker; (3) Temporal
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