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ABSTRACT

ANALYZING THE GRAVITATIONAL WAVE BACKGROUND USING PULSAR
TIMING ARRAYS

by
Shashwat Sardesai

The University of Wisconsin-Milwaukee, 2025
Under the Supervision of Professor Sarah J Vigeland, PhD

Pulsar timing arrays (PTAs) use neutron stars with stable spins to measure the effect
of gravitational waves (GWs) passing between the earth and pulsar line-of-sight in the
nanohertz frequency range. The combined effect of GWs from all sources gives rise to
the gravitational wave background (GWB). The main contribution of the GWB in this
frequency regime is thought to be supermassive black hole binaries (SMBHBs) which exist
in the centers of merged galaxies. In this dissertation we discuss methods and statistics
to analyze and characterize the signal of the GWB. In Chapters 1 and 2 we introduce the
concepts of gravitational wave radiation and pulsar responses to the GWs.

In Chapter 3 we present a generalized form of the frequentist optimal statistic (OS) to
measure the signature of the GWB from the pulsar pair cross-correlations. The Hellings-
Downs curve is the expected cross-correlation signature between timing residuals of pairs
of pulsars as a function of their angular separation. However to detect sources of corre-
lated noise or test for alternative polarizations of GWs, we must construct a statistic that
is modular, and able to search over multiple signatures simultaneously. We show that this
method is useful for ruling out absent correlations that may bias our analyses. In Chapter
4 how it can be used to search for alternative polarizations in .

In Chapter 5, we use the Bayesian analysis t-process method to detect anisotropy in the

background as a function of frequency. Deviations from a power law in the GWB might

il



arise from the population of SMBHBs, the astrophysics of the binaries, or a breakdown
of stochasticity. We show that the t-process is able to recover both an idealized pure
power-law background, as well as a background that has deviations from the theoretical
power-law prescription of the GWB.

In Chapter 6, we improve our frequentist F, statistic for the detection of determinis-
tic signals produced from an individual SMBHB by marginalizing it over multiple noise
realizations. We show that this method is able to better detect the presence or absence of
a continuous signal. Using noise-marginalization allows us to create distributions over
each frequency bin rather than a single distribution marginalized across all frequencies.

In Chapter 7, we conclude by summarizing our findings for each of the projects and

discuss future prospects for PTA detections and analyses.

1ii



© Copyright by Shashwat Sardesai, 2025
All Rights Reserved

iv



TABLE OF CONTENTS

Abstract

List of Figures

List of Tables

List of Symbols and Abbreviations
Acknowledgements

1 Introduction

1.1 Gravitational Waves from General Relativity . . . ... ... ... ... ...
12 GWsfrombinary systems . . ... ... ... .. ... ... .. ........
1.3 Abackgroundof GWs . . .. ... ... . o oo

14 Important quantities . . . ... . ... ... ... ... .0 L.

Pulsar Timing Arrays and their sources

2.1 Introduction . . . . . . . . . . .

22 SMBHBpopulations . ... ... ... ... ... .. 0 Lo

2.3 Theory and deviations fromtheory . . . . . .. ... ... ... 0L,
2.3.1 Power law prescription . . .. ... ... .. .. Lo L.
2.3.2 Discrete, finitesources . . . . . . . ... e
2.3.3 Non GW-driven evolution, hardening, turnover . . . . ... ... ..

24 Basicsofpulsars . . . . ... ...

25 Basics of PTAs . . . . . . . e,

ii

ix

xii

xiii

Xiv



26 Howtheywork . . . .. . . . . . 19
2.6.1 PowerspectralDensity . ... .. ... . ... .. ... 21
2.7 Correlations and signal-to-noiseratio . . . .. .. ... ... ......... 23
271 GWBSIgnature . . . . . . . . e e 23
2.7.2 Signal-to-noiseratios . . . . . . . . ... e 26
2.8 Analysismethods . . . . . . . . . ... 28
2.8.1 The Likelihood and Covariance matrix . . . ... ... ... ..... 28
2.8.2 Frequentiststatistics . . . . . ... .. ... ... 33
Multiple correlated optimal statistic 36
3.1 Introduction . . . . . . . 36
3.2 OptimalStatistic . . . . . . . . . . . 38
3.3 Methods and Software . . . . . . ... . ... ... 41
331 PTAmModel. . .. . . . . . . e 41
3.3.2 Commonstochasticprocess . . . . . . . . . . ... ... 42
3.3.3 Simulateddatasets . . . . . . ... ... 43
3.3.4 Optimal statistic calculation . . . . . . ... ... ... ......... 43
3.4 Results . . . . . . 46
3.4.1 HDsimulation . .. ... ... . ... 47
342 HD+GWMOsimulations . . . . . . ... ... ... ... ....... 52
3.5 Conclusions . . . . . .. 56
Alternative polarizations 59
4.1 Polarizationsoutsideof GR . . . . . .. .. ... . L 59
4.2 NANOGravresults . . . . . . . . . 62

Vi



5 T-process analyss of the PSD

5.1 Introduction . . . . . . . . . . 64
5.2 ModelandMethods . . . . . . .. .. .. .. 66
521 PTAOVEIVIEW . . . . . . . 66
5.2.2 Commonrednoisesignal . . ... ... ... ... .. .. ... ..., 67
5.2.3 Bayesian Methods and Software . . . . .. ... ... ......... 70
5.24 Simulations . . . . . ... 70
5.3 Results . . . . . 72
5.3.1 Pure power law background . . . ... ... ... 0oL 73
5.3.2 Excess power atsinglefrequency . . . . . .. ... .. ... ... ... 77
5.3.3 Astrophysically realistic GWB from SMBHB populations . . . . . . . 82
54 Conclusions . . . . . .. 87
6 Frequentist analysis of continuous gravitational waves 89
6.1 TheFpstatistic. . . . ... ... ... . . ... ... . . ... 89
6.2 False Alarm Probability . . . . . . . .. .. .. .. 92
6.3 Noise marginalization . . . . . .. . ... . ... ... 93
6.4 Simulations . . . . . . .. 94
6.5 Results . . . . . . 94
6.5.1 WN . . . . e 95
6.52 WN+IRN . . .. . 97
6.5.3 WN+IRN+CURN . . . . . . . . . . 100
6.54 WN+IRN+CURN+CW . . . . . . . . .. .. o 103
6.6 Conclusions . . . . . . .. 113
7 Conclusions 115

Vii



7.1 Multiple cross-correlated Optimal Statistic . . . . . ... ... ... ..... 115

7.2 T-PrOCESS . .« o i o o e e e e e e e e e e 116

7.3 NMFP . . 117

7.4 Future prospects. . . . . . . . e e 118
Bibliography 120
Appendix A MCOS 129

A.l MCOS: Simulationresults . . . . . . . . . . . . . e 129

A.2 MCOS: Pulsar Red Noise Parameters . . . . . . .. ... .. ... ....... 129

A.3 MCOS: Incorporating Pair Covariance into the OSand MCOS . . . . .. .. 129
Appendix B t-process: Injected values 133
Appendix C NMFP: Injected parameters 135

viii



1.1

2.1
2.2
2.3
2.4

3.1
3.2
3.3
3.4
3.5
3.6
3.7
3.8
3.9

4.1
4.2
4.3

5.1
5.2
5.3
5.4

LIST OF FIGURES

GW sensitivity CUI'VES . . . . . . . 4
GWB 15yrsimulation . . . . . . . . ... 15
NANOGrav 15yr sensitivitycurve . . . . . . . . . . ... . 20
Hellings Downs curve . . . . . . . . . . . . ittt e 25
NANOGrav 12.5yr Bayesiananalysis . . . . . . .. . ... ... ... ..... 33
Overlap Reduction Functions (MCOS) . . . . . . .. . ... ... ... .... 45
OSresults for HD simulations . . . . . . . . . . .. .. . oo 49
p pplotfor OSresults of HD simulations . . . .. .. ... ... ...... 50
MCOS results for the HD simulations . . . . . . .. .. ... ... ...... 51
p pplotfor MCOS results of HD simulations . . . . . ... .. ... .. .. 52
OS results for HD+GWMO simulations . . . . . . . . . ... ... ... ... 54
p pplotfor OS results of HD+GWMO simulations . . . . . .. ... .. .. 55
MCOS results for HD+GWMO simulations . . . . . .. ... ... ... ... 56
p pplotfor MCOS results of HD+GWMO simulations . . . . . . .. .. .. 57
Non-GR Correlations . . . . . . . . . . . . . 60
VL and SL auto-correlations . . . . . . . ... 61
MCOS results for alternative polarizations. . . . . .. ... ... ... .... 62
Pure power law simulation violinplot . . . .. ... ... ... ........ 73
Pure power law cornerplot . . . . . .. ... ... L 74
Pure powerlawHD values . . . ... .. ... . ... .. .. ... ... ... 75
39 frequency bump simulations violinplots . . . . .. ... .. ... .... 78

iX



5.5
5.6
5.7
5.8
5.9

6.1
6.2
6.3
6.4
6.5
6.6
6.7
6.8
6.9
6.10
6.11
6.12
6.13
6.14
6.15
6.16
6.17
6.18
6.19
6.20

39 frequency bump simulations cornerplots . . . . .. ... .. ... .... 79

39 frequency bump simulationsHDvalue . . . . ... ... ... ...... 80
Astrophysical simulation violinplots . . . . .. ... ... ... ........ 83
Astrophysical simulation cornerplots . . . . ... .. ... ... ....... 84
Astrophysical simulatonHD value . . . . . . . .. ... ... ... .. ... 85
White noise simulations for F,statistic. . . . . .. ... ... ......... 96
Violin plots for WN+IRN Fp simulation . . . . .. ... ... ......... 97
WN+IRN 90% condenceinterval . . . . ... .. ... ... ... ...... 98
WN+IRN percentageratio . . . . . . . . . . . e 99
FAP violin plots for WN+IRN simulations . . . . . . . ... ... .. ..... 99
Violin plots for WN+IRN+CURN simulations . . . . . . .. ... ... .. .. 100
WN+IRN+CURN 90% condenceinterval . . . . . .. ... ... ....... 101
WN+IRN+CURN percentageratio . . . . . . . . ... ... .. ... ..... 102
FAP violin plots for WN+IRN+CURN simulations . . . . .. ... .. .. .. 102
Violin plots for CW simulation (Low S/N) . . . . . . . ... ... ... .... 103
WN+IRN+CURN+CW (low) 90% con dence interval . . . . . ... ... .. 104
WN+IRN+CURN+CW (low) percentageratio. . . . . .. .. ... ...... 105
FAP values for CW injection withlow S/N . . . . . . . ... ... ... ... 106
Violin plots for CW simulation (Medium S/N) . . . . ... ... ... .... 107
WN+IRN+CURN+CW (Medium S/N) 90% con dence interval . . . . . .. 108
WN+IRN+CURN+CW (Medium) percentageratio . . . . . .. .. ... ... 109
FAP values for CW injection with mediumS/N . . . .. .. ... ... ... 109
Violin plots for high S/IN CW simulations . . . . . . ... ... ........ 110
CW high S/N histogram . . . . . . . . . .. .. .. .. . . 111
WN+IRN+CURN+CW (High) 90% con dence interval . . . .. .. ... .. 112



6.21 WN+IRN+CURN+CW (High) percentage ratio
6.22 FAP values for high S/IN CW simulations . . .

Xi



3.1

Al
A.2
A3

B.1
B.2

Cl
C.2

LIST OF TABLES

Match statistic . . . . . . . . . . . . . e 46
GWBTresults . . . . . . . . e 129
GWB+GWMOresults . . . . . . . . o 130
Red noise parameters . . . . . . . . . . . .. 130
Astrophysical hyperparameters . . . . . . . . . . . . .. ... .. .. ... 133
Injected red noise parameters for t-process simulations . . . . ... ... .. 134
Injected red noise parameters forF, statistic . . . . .. ... ... .. .... 135
CW parameters . . . . . . . . e e e 136

Xii



PTA ....
MSP ...
TOA ...
SMBHB ..
GWB ...

NANOGrav

LIGO ...
LISA ...
IPTA ...
PSD ....
oS ....
MCOS ..
CURN ..
NMFP ..
MLFP ...

LIST OF ABBREVIATIONS

Pulsar Timing Array

Millisecond Pulsar
Time-of-arrival

Supermassive Black Hole Binary

Gravitational Wave Background

North American Nanohertz Observatory for Gravitational Waves

Lasier Interferometer Gravitational wave Observatory
Laser Interferometer Space Antenna

International Pulsar Timing Array

Power Spectral Density

Optimal Statistic

Multiple Correlated Optimal Statistic

Common Uncorrelated Red Noise

Noise-marginalize F,

Maximum likelihood F

Xiii



ACKNOWLEDGMENTS

| would like to thank Professor Sarah Vigeland for her guidance, mentorship, patience,
and for giving me multiple opportunities to showcase my skills. | would also like to
thank Gabriel Freedman for the insightful conversations, numerous trips to conferences,
and being a sources of positivity in especially trying times. | thank all of my batch mates,
especially those | have shared an of ce with for the last 4 years, and those | started grad
school with for being with me in this journey. This dissertation would not be complete
without the support of my committee members David Kaplan, Dawn Erb, Alan Wiseman,
and Phillip Chang.

| thank Joe Simon and Steve Taylor for their help and advice with research and projects.
Along with Luke Kelly Zoltan for his support and help with understanding the funda-
mentals of our simulations. | also thank William Lamb, Andrew Casey Clyde, Jeremy
Baier, Bjorn Larson and Kyle Gersbach for their numerous contributions, invigorating
conversations, support throughout my projects, and for all the conferences, trips and
adventures. For the opportunity to be a part of groundbreaking science, and for being
extremely welcoming, | am grateful to all members of the NANOGrav collaboration, in-
cluding but not limited to Jeff Hazboun, Caitlin Witt, Nihan Pol, without whose help and
support I would not be here.

| would also like to thank my parents and my sister for being a constant source of
support and encouragement.

| would also like to give special thanks to Prasanth Sukumar for the immense support

and friendship throughout the stressful times and for being a shoulder to lean on.

Xiv



A man said to the universe:
“Sir, | exist!”
“However,” replied the universe,
“The fact has not created in me
A sense of obligation.”

-Stephen Crane

XV



CHAPTER 1
Introduction
1.1 GRAVITATIONAL WAVES FROM GENERAL RELATIVITY

In 1916, Einstein's discovery of general relativity (GR) opened the oodgates for new
physics frontiers and describing the universe in a more geometric light (Einstein, 1916).
Gravity was no longer tied to the Newtonian concept of attractive force, but rather as a
curvature induced by matter in the medium of spacetime.
It is elegantly described by the Einstein equation
1 8G

where G is the Einstein tensor, R is the Ricci curvature tensor, R is the Ricci scalar,
g Iisthe metric,and T isthe matter-energy tensor. This equation describes how matter
affects the curvature of spacetime. In essence, as stated by John Archibald Wheelermatter
tells spacetime how to curve, and spacetime tells matter how to. move

The Ricci curvature tensor can be derived from the Riemann tensor R by contrac-

tion. This can be expressed in terms of Christoffel symbols,

R =R =@ @ + : (1.2)

and further, the Christoffel symbols are pseudo-tensors that explain the connections of

the metric g ,

1
=50 [@g +@ @g I: (1.3)



General relativity has shown us that bodies orbiting each other radiate away energy
in the form of gravitational waves (GWSs). This loss of energy leads to an inspiral and
eventual merger of the binary.

This is especially prominent with massive bodies such as neutron stars and black
holes. With the rst detection of GWs from a binary black hole merger by the LIGO
collaboration in 2015 (Abbott et al., 2016), Einstein's theory of general relativity was once
again given validity.

Gravitational waves travel through empty spacetime and can be derived by including

a perturbation to the metric-

g = +h (1.4)

where Is just the at spacetime metric diag( 1;1;1;1) and h is the contribution of
the passing wave.

If we apply this metric to the Einstein equation far away from the radiating source,

in the absence of matter (T = 0), then the expression simpli es due to the fact that
derivatives of the at spacetime metricarezero( @ =0),
@@h =0: (1.5)

We can re-express this in terms of the D'Alembertian operator -

r h = 0; (1.6)

which is the de nition of the wave equation. This also shows us that GWs travel at the

speed of light c.



There are numerous experiments to detect GWs, from observing the CMB polarization
(Kamionkowski et al., 1997; Seljak & Zaldarriaga, 1997; Kamionkowski & Kovetz, 2016), to
ground-based laser interferometer experiments such as the LIGO-VIRGO-KAGRA (LVK)
collaboration (Abramovici et al., 1992; Accadia et al., 2012; Affeldt et al., 2014; Aso et al.,
2013), to pulsar timing arrays (PTAs) (Sazhin, 1978; Lommen, 2015), to space-based detec-
tors such as the Laser Interferometer Space Antenna (LISA) (Thorpe et al., 2019) and Taiji
(Luo et al., 2020). Each experiment aims to observe a different frequency regime of GWSs.
LVK observes GWs on the order of 1-1000 Hz. The proposed LISA experiment will look at
the regime of micro- to millihertz ( 10 ¢ 10 2 Hz), and PTAs are particularly sensitive to
the nanohertz range of frequencies (10 ° 10 7 Hz). In Fig. 1.1 we see the characteristic
strain sensitivity for different detectors and the sources that they observe, created using
Moore et al. (2015). The gure shows us that PTAs observe the stochastic gravitational
wave background (GWB), which is thought to be dominated by inspiraling supermassive
black hole binaries.

Unlike single merger events that LVK observes, PTAs observe a large population of
continuously evolving binaries. These individual sources form a stochastic background.
Such a background is constantly inducing redshift in signals. PTAs aim to measure and
analyze the GWB from the incoherent population of circular SMBHBs.

In this thesis, | aim to describe the workings and ndings of PTAs as well as my re-
search with the NANOGrav collaboration.

Gravitational strain h; is the metric perturbation induced by a GWs (Misner et al.,
2018),

202QT(t 1)

TT (e y) = £
h " (tXx) = . e ; (1.7)

where r is the distance to the center of mass and Q}T is the time-retarded, reduced



Figure 1.1: Sensitivity curves for different GW detectors across all ranges of frequencies,
created using Moore et al. (2015). The vertical axis is shown in terms of characteristic
strain which is referenced later in the chapter.

guadrupolar tensor in the transverse trace-free frame which can be related to the mo-
ment of inertia tensor as Q" = I % j 1. The usage of theQj " reveals that the rst
multipole that GWs are emitted inis | = 2, the quadrupole. This is a consequence of the
loss of angular momentum of a system as it radiates energy away and inspirals. We do
not expect to see emissions in the monopole ( = 0) due to the conservation of mass, or
the dipole (I = 1) due to the conservation of linear momentum. The luminosity of a GW
is related to the time averaged third derivative of Qj,

D E
dE 1% 17
QJT %T : (1.8)

dt 5

1.2 GWS FROM BINARY SYSTEMS

In a circular binary system, one can write the quadrupolar moment tensor in the form



2 3

1=3+cos2 t sin2 t 0
1
Qj = >f 2§ sin2 t 1=3 cos2t O % (1.9)
0 0 2=3
where = MiM2 s the reduced mass,r = rq + r, is the distance between both masses,

M1+ M>
and s the frequency of the orbit.
For a binary system of chirp mass M = (M;M,)3®=(M; + M,)*® and frequency of

GWsf = 2f 4, the strain h(f ) can be calculated using Eqns. (1.9), (1.7) to get

4 3(GM)= oy

"= e /

(1.10)

where d, is the luminosity distance to the source.
Due to the radiation of GWSs, the binary is losing energy and angular momentum
which leads to an inspiral that increases frequency. The frequency evolution, can be de-

rived from Kepler's law ( f / r 32) and the GW luminosity %Ea

E 7=3 10=3 g g
Tou = L= 2 Moo, (1.11)
o d drdE _ 96 %2 GM 7
= S e (1.12)

d = drdEdt 5 c3
In Chapter 2 we will discuss the case when binaries are not in the GW-driven inspiral
regime.
Just like electromagnetic waves, GWs have two modes of polarization the plus ( +) and
cross ( ) predicted by GR. These can be represented by the tensor ﬁ‘ where A represents

the type of polarization. They can be represented by two orthogonal vectors @ and ¥,



i-}- = ﬁi Oj O‘i '0]' (113)

for a wave originating from a random direction A given a declination and a right ascen-

sion our orthogonal vectors are 0 and ¢

A = (cos( )cos( );sin( )cos( );sin( )) (1.15)
‘0 = (cos( )sin( );sin( )sin( ); cos()) (1.16)
;¢ = ( sin();cos();0); (1.17)

then we can write our polarization tensors as,

2

2
cog sin? sin cos sin (1+sin? ) COos sin cos
+
;=

ONNRNN W

cos sin (L+sin? ) sin? si®  cog sin cos sin (1.18)
COS sin cos sin cos sin cog
2 3
2sin cos sin sin (co$  si® ) sin cos
j = Esin (cog si® )  2sin cos sin COS COS ? (1.19)

sin cos COS COoS 0

for a GW propagating in the 2 direction, the tensors become,



2 3
1 0
g = go (1.20)
O 0 O
3
0 1
= 1 0 (1.22)
0 0O

however, alternative polarization models have been proposed that go beyond Einstein's

theory and we will discuss some of these in Chapter 4.

1.3 A BACKGROUND OF GWS

The time domain strain from GWs can be written as an inverse fourier transform of the
frequency domain strain n(f ),
X A Z
hjj (t; %) = d  drha(f; n) n)e 2if (t M x). (1.22)

A=+ 4

where % is the position of observation and  is the direction of the source.
However, this is for a continuous distribution of sources, and as we will later explore,
the effect of discrete sources plays a role. To simplify this in terms of the strain amplitude,

we can express a GW from an individual binary in terms of a sine waveform

X
hi (o) = a(f) f)e? @ xnort (1.23)

A=+,

For GWs propagating to earth from multiple nite sources, each with their own phases,



we can setx = 0, and sum over all the contributions,

X X o
hi (t;x =0) = Fa(fi) §()e™ 0w (1.24)
k A

The superposition of all GWs radiating from a population of SMBHBs can be calcu-
lated using a time averaged two-point correlation function (assuming Gaussianity) (Mag-
giore, 2018)

A

hj (OhT (1) =4  dSK(f); (1.25)
0

here, S, (f ) is the one-sided spectral density of GWs, a useful quantity to compare with

the noise of the detector. In terms of Fourier space, one can rewrite the expression as

D E 2/~
M IAESA) = (1 19— ts ) (1.26)

1.4 IMPORTANT QUANTITIES

To consider the effect of inspiraling sources over multiple cycles, we use the characteristic
strain h¢(f ).The characteristic strain is the dimensionless fourier transform of the strain,
which can also be represented as the differential number of sources emitting strain h with
respect to logarithmic frequency logf (Sampson et al., 2015),

dN

he=afn(t)? G h*(): (1.27)

In the next chapter, we will describe how the characteristic strain relates to a back-
ground observable by PTAs. In terms of the one-sided spectral density, the characteristic

strain can be represented by (Maggiore, 2018),



2

hh; (t)h? (1)i = 2 dlogf h3(f); (1.28)
0

2 Sn(F)f; (1.29)

=) hg(f)

and in terms of the energy density of the GWs g,

D E
C T hy (1.30)

M 326G

Using the critical density of the universe ., we can represent the energy density of a

GW background in terms of a dimensionless term g,

1 dgy _ 1c?

- -+ - 212(f -

™ = gl = aa' MEh); (1.31)
2 2 21h2 4 2 3

= gt MO = 3t S(0); (1.32)

where Hy is the Hubble constant. Therefore we see thath2/ Spf /  guf 2
In chapter 2 we will discuss in further details the prescription of the characteristic

strain for a background of SMBHBSs that are observed by PTAs.



CHAPTER 2
Pulsar Timing Arrays and their sources
2.1 INTRODUCTION

Supermassive black holes (SMBHs) are black holes in the mass range oftl0® 10'°M .
They are thought to reside at the centers of all galaxies (Richstone et al., 1998; Kormendy
& Ho, 2013). The merging of galaxies (Ostriker & Hausman, 1977; White, 1980; Lacey
& Cole, 1994) gives rise to supermassive black hole binaries (SMBHBs) (Begelman et al.,
1980; Milosavljevic & Merritt, 2001). As discussed, these binaries radiate away energy in
the form of GWs and inspiral. The resulting contribution of GWs from the total popula-
tion of SMBHBs is thought to be the major contribution to the nanohertz GWB.

In the following Chapter we will discuss a prescription for the GWB from such a pop-
ulation, as well as describe how PTAs search for evidence of this background. We will
explain the theory (and deviations) of the SMBHB GWB and the validity of such a signal
detected by PTAs.

2.2 SMBHB POPULATIONS

The signal we are interested in comes from the population of SMBHBSs, and to formulate
how this is related to our equation of characteristic strain, we look back to Egn. (1.27),

(Phinney, 2001; Sampson et al., 2015; Maggiore, 2018; Simon, 2018),

2 2
— d4N 2 .
W “aMdgaza, " ()’

10



z z z o
f dM dg dz—ON __dtdzdvedt . .
, 5 5 dvdgdzd\d, dt dz dt

d®*n dt dz dV, dt, h2(¢
tdaM dg ddeqdzd—aEa (fr); (2.1)

these equations relate the total massM , the mass fraction g, and the redshift z of popula-

tions of SMBHBSs to the characteristic strain of the GWB. Here dI involves the evolution

f

of binaries due to hardening processes and describes the binary environment. c(thZ is the

rest-frame look back time, dc}tf =1+ 2) % and dV° involves the co-moving volume as it
evolves across redshift.

This expression is for a continuum of SMBHBs across all bins M, g, and z. However,
in reality we are dealing with discrete sets of binaries. Therefore, the expression must be
altered for discrete sources as we will discuss in the next section

In the expression, Cﬁ—éq@gs the number density of SMBHBSs per total mass, mass frac-
tion, and redshift. It is useful to consider not just the SMBHSs, but the evolution of their
host galaxies, therefore the density relation should be in terms of galactic mass, mergers
and evolution. We need to account for the galaxy stellar mass function, the galactic pair
function (number of binary galaxies), the galactic merger time. Combining these expres-

sion gives us the galaxy mass merger rate. Using an galaxy mass-bulge mass relation, we

can convert the expression to the merger rate of SMBHBs.

@n 1 e dt,

_ M: Q- at
@M@q@z (M:a:2) mg(M ;2) dq dz o, gy

; (2.2)

here, ( M;q; z) is the galactic stellar mass function (GSMF), g is the merger timescale,
and f p,; is the galactic pair fraction. By taking into account the parameters of galactic

populations, we can analyze the detected GWB and estimate the parameters of ( M; q; 2),

mrg s , SMBH mass-Bulge mass relations (Dressler, 1989; Kormendy, 1993; Magorrian

11



et al., 1998; Gebhardt et al., 2000; Tremaine et al., 2002; Haring & Rix, 2004; Gultekin et al.,
2009; Kormendy & Ho, 2013; McConnell & Ma, 2013; Saglia et al., 2016), and hardening
of the binaries. Combining the two equations gives us characteristic strain as described

in Simon (2018),

Z Z Z
1 of pai d\, dt
h2f)=f dM dgq dz ( M;q;z par —Th(f): 2.3
C( ) q ( q ) mrg(M ,Z) dq Gall BH dZ d ( ) ( )

2.3 THEORY AND DEVIATIONS FROM THEORY

2.3.1 Power law prescription

From the above formulae, we see that the characteristic strain squared can be represented
in terms of its frequency dependence, as discussed in Chapter 1. If we take a look at Eqn.
(2.1), we see that the only frequency dependent terms are the factor in front of the integral,
the evolution ‘ﬂ,i, and the strain h?(f).

For purely GW-driven evolution of inspirals, the frequency evolutionis  § 11, the
strain is related by h(f) f?2=3. Therefore, setting aside the non-frequency dependent

terms gives us,

h2  f f WS gasop 4 (2.4)

c

We set the amplitude of the power law to be the characteristic strain value measured

at a frequency of 1yr 1.
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2.3.2 Discrete, nite sources

Another cause of deviation from the power law is the discrete nature of sources. The
power law is derived from a continuous distribution of SMBHBSs, when in reality we are
dealing with individual sources. This can lead to a breakdown of stochasticity at higher
frequencies, where loud strain sources stand out and can be detected as continuous GWSs.
The total number of sources is therefore an integer value which can be assessed using

a Poisson distribution from the parameters discussed above, as shown in Simon (2018),

d*N

Naoweed )= P GMdqdzdint

M gqgzinf ; (2.5)

where the 's imply a bin range across the total mass, mass fraction, redshift, and the
log of the frequency. These can be taken as the sources at some central bin frequency .
within the binrange  f.
Therefore for all binaries within the bin range, the characteristic strain squared can be
represented as
Nisoyees (1) f

ha(f) = h?(fi)

i=1

i

— 2.

f (2.6)
It is often assumed that the binaries are emitting at the bin centered frequency f.

for convenience. We can also represent the expectation value of the characteristic strain

squared using all the formulae discussed above,

’ ON ne(f)
hi(f) = P M g zlin f ; (2.7)
C M;q;z;f @M@q@e® In f

M:q:z;f " @M@q@z dt, dinf dt M gzinf n f' (2.8)
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X 1 o pair

P (Mq;2) .
- M:qz:f mrg(M,Z) dq gal >BH: (29)
dv, dt, h?(f)
dzdnf M azint oo

Here, P indicates a sample from a Poisson distribution. We use a Poisson with the
mean value of the number of binaries in bins of M , z, Inf within the co-moving volume.
This equation helps put into perspective all of the parameters governing the GWB, from
the galactic properties and populations, to the hardening times, to the individual strains.
We employ this method and give a refresher of the equations in Chapter 5.

In Fig. 2.1 we show the result of a semi-analytic model of the GWB for 15 years of
observations. The simulation package holodeck !(Agazie et al., 2023d) takes in hyper-
parameters prescribing the GSMF, merger time, etc. and calculates numerous realizations
of the GWB using Poisson statistics. The hyper-parameters are described in Table B.1. We
see that for low frequencies (< 10 8 Hz), the GWB follows the theoretical power-law of /

f 27 asdescribed by Phinney (2001), but at higher frequencies, where fewer sources exist,
there is a breakdown of stochasticity and the GWB deviates from the expected spectral
index. Some binaries may even have a strain loud enough to stand above the stochastic
background and can be observed as continuous GWs, with a deterministic signal.

Although no continuous wave has yet been found, with longer timing baselines, more

pulsars, and next generation detectors, the sensitivity of PTAs is bound to increase.

2.3.3 Non GW-driven evolution, hardening, turnover

For a purely GW-driven inspiral, the evolution term dIthf evolves asf &2 which, when

we separate out of our previous equations results in a simple expression for characteristic

strain,

https://github.com/nanograv/holodeck
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Figure 2.1: Semi-Analytic model of the GWB over a 15yr time span created using
holodeck  for 100 realizations. The shaded region shows the 90% con dence interval
while the solid blue line is the mean value. The dashed gray line is the expected f 2=
relationship for characteristic strain.

f 2=3

he(f) = Agwo ; (2.10)

fyr
here, the amplitude Agu, contains all the information about the population, whereas the
only frequency dependence is of a spectral index of -2/3.

However, an SMBHB merger by purely GW-driven inspiral at parsec separations will
take over a Hubble time to merge (Makino & Funato, 2004; Merritt & Poon, 2004, Li et al.,
2015; Volonteri et al., 2003; Milosavljevic & Merritt, 2003). The binary will merge on time
scales longer than a Hubble time . Although direct evidence has not been shown, we are
con dent that SMBHBs exist as we have observed galactic mergers, and most if not all

galaxies are expected to host an SMBH at its center (Kormendy & Ho, 2013). There have
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also been attempts to search for SMBHBs by looking at dual AGN candidates (Casey-
Clyde et al., 2022; Rodriguez et al., 2006; Shen et al., 2011; Nevin et al., 2016; Dey et al.,
2019; Goulding et al., 2019; Bhattacharya et al., 2023; Foord et al., 2020; Kim et al., 2020;
Shen et al., 2021; Severgnini et al., 2021; Ward et al., 2021; Reines et al., 2020)

The binary environment must contain a method for rapid loss of angular momentum
(hardening) which will drive the inspiral quicker than GWs. These mechanisms can be
stellar scattering (Yu, 2002), gas-driven accretion (Escala et al., 2004; Dotti et al., 2008;
Haiman et al., 2009), tertiary black hole scattering (Saslaw et al., 1974; Volonteri et al.,
2003; Hoffman & Loeb, 2007; Bonetti et al., 2016), or some other solution to the nal par-
sec problem (Berczik et al., 2006b; Holley-Bockelmann & Sigurdsson, 2006; Berczik et al.,
2006a; Holley-Bockelmann & Khan, 2015). Each of these changes the spectral index of
dl"%f. This would mean that at lower frequencies (larger orbital separation), where the bi-
naries are affected by this hardening mechanism, we expect a shift in the spectral index
of characteristic strain (commonly referred to as a "turnover").

A simple model to describe the characteristic strain when sources have a hon GW-

driven frequency evolution is given by (Sampson et al., 2015),

D (f=fy) > .
@+ al=h,)( )=

he(f) = A (2.11)

here ; indicates the spectral index of the hardening process, and & indicates the weight/strength
of the process. This expression can be extended to any number of hardening processes
acting upon a population. For stellar scattering, ; = 1=3, for a thin circumbinary disk,
i =4=38.
For the case of stellar scattering, as stars are ejected from the surrounding environment
of the binary, angular momentum is lost. The region in which stars are in uenced by the

gravity of the binary is referred to as the loss-cone (Sesana & Khan, 2015; Quinlan, 1996;
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Sesana et al., 2006) as more stars are ejected, newer stars are required to Il in the loss cone
to prevent the stalling of the binary. The evolution of the semi-major axis can be written
as

2
da_  Ga . (2.12)

where s the density of stars with velocity dispersion  and H is the hardening constant.
If we use the Kepler relation (a/ f 273), we get the frequency evolution for stellar scatter-
ing goes asdfi=dt / f 3. If we take a "bend-frequency" where stellar scattering evolution
gives way to gravitational-wave radiation dominated evolution, we can rephrase Eqn.

(2.11) as

(f=f yr ) 23

he(f)= A (1 + (fp=f)0=3)1=2

(2.13)

2.4 BASICS OF PULSARS

Pulsars are neutron stars, remnants of massive stars that have radiation beams from their
magnetic poles which sweep across the sky resulting in observations of 'pulses’, rst dis-
covered by Jocelyn Bell Burnell (Hewish et al., 1968). They are extremely dense and can
spin extremely rapidly (Lattimer & Prakash, 2004; Lorimer & Kramer, 2004; Y Potekhin,
2010). Beams of light emit from the magnetic poles of the pulsar, which spin along the
axis of rotation. These beams sweep across the sky and can be detected on Earth using
radio telescopes.

Certain pulsars have very high spins, lower magnetic elds and lower spin-down
rates. These pulsars can have spin periods in the millisecond range and are referred to
as millisecond pulsars (MSPs) (Lorimer & Kramer, 2012). These MSPs are valuable time

keepers and can be modeled such that we have an accurate idea of when pulses should
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arrive. MSPs are thought to have their high spins from accreting material from compan-
ions and hence are sometimes called "recycled" neutron stars (Smarr & Blandford, 1976;

Alpar et al., 1982; Radhakrishnan & Srinivasan, 1982; Ho et al., 2011).

2.5 BASICS OF PTAS

The rst concept of using pulsars to observe GWs was proposed by Sazhin (1978), and
followed up by Detweiler (1979). Unlike ground-based laser interferometers which are
able to measure change in distance due to a passing GW, PTAs look for changes in times-
of-arrival (TOAS) of pulses from neutron stars. By observing multiple pulses, timers are
able to form a deterministic timing model that can describe the expected TOA of the pulse.

The residual is the difference between the observed TOA and the deterministic TOA,

We measure all pulse arrivals at the solar system barycenter (SSB), for which we need
an accurate ephemeris model. Due to its mass Jupiter has a large effect on the position of
the SSB (Vallisneri et al., 2020; Park et al., 2021).

We time multiple pulsars at different sky locations to form a galactic-sized, multi-
armed one way detector. Since we observe in the nanohertz regime, the GWs have long
time spans (on the order of years or decades), and we must observe for a long period of
time. This leads to hundreds of thousands of observations across a data set, which can be
very computationally expensive to analyze. Due to the rotation of the earth we do not get
continuous observations of pulsars, leading to gaps in our time-of-arrivals, which makes
using a simple Fourier transform to the frequency domain impossible.

While pulsars are accurate clocks, they also have noise processes intrinsic to them

that can affect the signal. These sources of noise could be radio-frequency dependent or
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independent. It is therefore vital to have an accurate model of pulsar TOAs.

We model our residuals as,

t=M + Fa+ Uj+n; (2.15)

where t are our residuals, M is related to the deterministic timing model, Fais related
to the red noise processes (be they intrinsic to the pulsar, or from the GWB) modeled as
Fourier components, Uj is the epoch-correlated white noise, and n is related to the white
noise.

PTAs can probe as far back in frequency space as the longest timed pulsar (baseline
time), this is the low frequency limit ( oy = Tsp;n), and the highest frequency a PTA can
probe is twice the inverse of the cadence (fnigh = 2= t).

Since PTAs are sensitive to GWSs in the nanohertz (10 ° Hz) regime, the periods of
SMBHB orbits are on the order of years or decades, hence PTAs need to observe for long
periods of time to view a full cycle.

Another important note is that due to Earth's orbit around the sun, we are insensitive
to GWs at 31.69 nHz (f = 1yr !),i.e.- a detector is unable to detect signals at its oscillating
frequency. There is also an insensitivity at f = 2yr ! due to parallax. The sensitivity curve

from Agazie et al. (2023b) is shown in Fig. 2.2, where we can see the effect of Earth's orbit.

2.6 HOW THEY WORK

The TOAs of the signal from the MSP are affected by GWs that pass between the line
of sight to the pulsar. These GWSs induce a redshift on the signal which can be used to
calculate the residual.

If we construct a map of galactic MSPs, we have an array of these clocks, each mea-

suring the redshift induced between them and us due to the GWB,
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Figure 2.2: The sensitivity of the NANOGrav 15yr dataset as shown in Agazie et al.
(2023b). The vertical lines shown here are for the minimum frequency ( 1=Tspan) and the
second frequency component. The orange dashed line indicates the contribution from
white noise and the timing model, the blue line is the combined sensitivity from the tim-
ing model, white noise, intrinsic red noise, and the GWB. The gray dashed line is the
recovered GWB from the 15yr dataset Agazie et al. (2023a).

.-
NaNa

2= 208 Y

[hj (Ex =0) hy(t & Xadl; (2.16)

here h; (t;x = 0) is the strain observed on Earth and is referred to as the "Earth-term",
and h; (t  a;Xa) is the strain at the pulsar (“pulsar-term”) at position x, and distance ,c
away. These strains can be expressed as a wave 2 (t 1%,

The antenna detector pattern F2 () is the observed signal by the detector depending
on the spatial properties of the sources. It contains the pulsar positions ( A, nli ), source

positions A, and the polarization tensor #,

NG i ()

R = Sy

(2.17)
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since h; (t;x) = ha(t;x) ,’f the redshift z, induced by GWs between the line-of-sight to
the pulsar can then be given by using Eqgn. (2.16),
x & Z
Za(t) = d  dnmf; mMFiM)e 2™ 1 T @rtita) (2.18)

A=+, 4

Here, the expressione? 2(+™ma) gccounts for the pulsar distance. This term is usu-
ally dropped due due to the large distances between pulsars compared to the GWB as
shown in Allen (2023b,a), and we only consider the earth term. The time delay induced
by the redshift is therefore the response R,(t) which is the integral of the redshift (Mag-
giore, 2018),

Zt x 2 Z
Ra(t) = za(t9dt°= d  drha(f; MFS M)

0 A=t

(e 2 ift 1).

2y @19

if we assume that the background is stationary, isotropic, and governed by Gaussian
statistics for Na(f; 1), then we can represent the background by two-point correlation
functions as shown in Eqn. (1.26). Therefore, the correlations between pulsar responses

R, and Ry is then

y
rao h Ra(t)R(1)i Sh(f)=f2dF; (2.20)

where S, (f ) is once again the one-sided spectral density of the GWB.

2.6.1 Power spectral Density

We can also represent the GWB in terms of the correlation of timing residuals as follows,
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ha(f)

' e 2.21

dlogf 12 2f 2 (2.21)
. ha(f) ..

drab abﬁd y (222)

here, apisthe correlation function between pairs of pulsars, and we will discuss it further
in the next section. For a PTA, itis often useful to measure the time delay induced at each
of the frequency bins, so we must discretize- o f = Tsp;}m and dryp ra. We
average the response between pairs of pulsars.

The characteristic strain can be related to the power spectral density of the background

by the following,

Po(f) = ) 2.29
which allows us to represent the timing residual cross-correlations as
s
h ral = gy (1) 2 (2.29)

As mentioned in Chapter 1, one can also describe the GWB in terms of the energy

density of the GW,

w ! haf? (2.25)

It is important to remember the important spectral indices for frequency across these
relations, log(he(f)) /  2=3,10g(Py(f)) / 133, log(tgeiay(f)) / 136, log( gw) / 2=3,
and log(Sy(f)) /  7=3.
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2.7 CORRELATIONS AND SIGNAL-TO-NOISE RATIO

2.7.1 GWB Signature

Any detection of excess noise at these low frequency regimes could be random noise, or
the red noise of the pulsars themselves. Therefore, itis not enough to detect an amplitude,
one needs to consider the kind of signature we expect to see from a GWB.

The particular signature of a stochastic background comes from the antenna response

function of the detector,

RAM) = FA®) 1 & @pa) (2.26)

here R4 () is the antenna response function for pulsar a, containing both the earth
term and the pulsar term (not to be confused by the timing response Rj(t)).

We can nd correlations between pairs of pulsars as a function of the angular sep-
aration between them. Since the number of pair correlations is w where N is the
number of pulsars. Finding the sky averaged correlation between a pair of pulsars aand

bis,

z
X 2 _

RAM);RE ()i = i_”F;\(n)th M1 @ ey
A : (2.27)

e 2if p(A+pp) 4 2if (a(l+hPa) b1+ Po))

Within the parentheses, we have four terms- one Earth term (unity), two Earth-pulsar
terms, and one pulsar-pulsarterm ( exp(a p)). Since the pulsars distances are much
larger than the wavelengths of the GWSs, the earth-pulsar and pulsar-pulsar terms can be

dropped as they will be much smaller than one. Except in the case when both pulsars are
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identical (a = b), then the pulsar-pulsar term becomes unity as well, therefore in terms of
the angular separation between pulsars, we can rewrite the equation as shown in Romano

& Allen (2024),

RIA)RE M)i = (al+ al (2.28)

Where ( ) is the Hellings Downs function. The Hellings-Downs is the smoking gun
of a GWB. It is the sky- and polarization- averaged correlation signature of the GWB as

derived by Hellings & Downs (1983)

Y4

an X
(a) = 54— Fa (MRS (1) (2.29)
A=+ ;
1 (1 cos) 1 1 cos _

Historically, the Hellings Downs has been normalized by a factor of 3=2 and including
the case of identical pulsars, the equation then becomes
(L cos) 1 1 cos

_ a1 (@ cos) 1 1 cos
(a)= 22+ 5 Z 5 3In . (2.31)

We see here that the maximum correlation for two distinct pulsars at the same sky
position is 1=2 (as shown in Fig. 2.3), which is due to the normalization and the fact that
when two identical pulsars are considered, the correlation is double ().

Gravitational waves are quadrupolar to the rst term as discussed in Section 1.1 and
therefore, our signature should be a quadrupolar as well. However, unlike perpendicular,
ground based detectors, multi-armed PTA detectors are also sensitive to higher order

multipoles (octapole and upwards), resulting in a slightly skewed correlation pattern that
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Figure 2.3: The Hellings Downs correlation as a function of angular separation between
different pulsars. Since PTAs are sensitive to multipoles | 2, the curve is not symmetric
like that of ground based detectors, and the minimum value is not at 90 degrees. The
factor of 1=2 difference between 0 and 180 degree separation is due to the fact that we
have multiple sources from randomized sky locations, the two angles do not produce the
same correlation.

does not have the minimum value at a separation of 90 degrees. Pulsars at the same sky
location or on opposite sky locations also do not have the same correlation due to the
denominator in the antenna patern, as shown in Fig. 2.3, and as described in Hellings &
Downs (1983).

The Hellings Downs can also be represented in the form of an expansion of Legendre

polynomials,

X
(an)=  aPi(cos a); (2.32)
|1 2

(1+1)!
(20"

where ¢ are the coef cients which are given by

To measure the validity of this signal, we make use of overlap reduction functions
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(ORF) as a template of the model we want to explore. We simply take our results and chi-
square minimize them with the respective ORF. Theoretically, the ORF should be HD, but
many sources of noise are correlated, such as clock errors, which manifest with monopole
correlations (Tiburzi et al., 2016), or ephemeris errors (Vallisneri et al., 2020) which man-
ifest as dipole correlations. The ORF can also be calculated for more exotic polarizations
that are outside of Einstein's theory of GR. We will discuss some of these in Chapters 3

and 4

2.7.2 Signal-to-noise ratios

To try and understand which factors affect our signal-to-noise ratio (S/N), we can make
some simpli cations to the noise within our PTA. In an ideal case, where every pulsar has
no intrinsic red noise, and is observed for the same amount of time T, we can measure
the signal to noise ratio can be by comparing the total noise contributions of the pulsars
Pa(f) and Py(f ) and the noise contributions from solely the GWB Py(f) as described in
Siemens et al. (2013),

2 31=2
P thr P(f)
S=N = 42T ot )
T P(f)Pu(f)

a<b

(2.33)

fi
The pulsar noise terms can be split into contributions from white noise, and the GWB
signal,

Pa(f) =2 2 t+ Py(f) (2.34)

where 5 is the RMS of the white noise, t is the cadence of observations (same for all

pulsars). Therefore, we can rewrite the S/N as follows,
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2 Zh 31:2
S=N = 421 X o Py(f)
ab [Py(f)+2 2 t][Py(f)+2 2 1t]

ab a

(2.35)

|
If Pg(f) 2 2 tthen we are in the low-signal regime, where the GWB signal cannot

be detected due to the white noise. This allows us to simplify the S/N as follows,

2 Zh 3]_:2
SN 42TX 2 d‘ﬂ 2.36
ab 2 2 2 ( . )
ab ¢ 4 ab t
|

At the higher frequency end ( f) the GWB signal is below the white noise, and so will
not affect the SNR by much. Therefore, atf; = T, in the low-signal regime, our SNR

becomes simpli ed to,

" # _
2 1= T13=3

X
- 2 b
SN/ A2 a = (2.37)

2 2
ab &b

For the high-signal regime, where Py(f) >> 2 2 t, we can simplify the SNR as fol-
lows,

S=N/N plezit; (2.38)

where N, is the number of pulsars. From these equations we see that in the low-signal
regime, the S/N can be improved by a longer baseline, whereas in the intermediate and
high-signal regime, the S/N can be improved by having a larger ensemble of pulsars,
more than by having a longer baseline.

Both these factors are the most important to any PTA. By having a longer time span,
we can look farther back in frequency space, and by having more pulsars, we can get

better constraints on the signal.
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2.8 ANALYSIS METHODS

2.8.1 The Likelihood and Covariance matrix

Bayesian analysis is a useful method of getting posteriors p( jD) for parameters of a

model with data D using evidence p(D), priors on the parameters p( ) and a likelihood

p(Dj ),

pP(Dj )p( ).
p(D)

unlike frequentist statistics, that are only concerned with the likelihood, and do not re-

p( jD) = (2.39)

quire evidence or knowledge of priors, Bayesian statistics are a robust method of calculat-
ing the expected model parameters given enough information and can be updated with
conditional probabilities. Due to the central limit theorem, with large datasets, it is often
useful to model the likelihood as a Gaussian distribution.

As shown in Eqgn. (2.15), the timing residuals are modeled by including all possible
noise sources, intrinsic and extrinsic (signal). We can model our covariance matrix in
terms of a gaussian prior and consider T to be a block matrix contain the parameters M,
F, U and set a covariance prior of B for the parameters , a,j 2. Our covariance matrix

then becomes

- N+TTBT: (2.40)

here N is the uncorrelated white noise Gaussian covariance. In matrix notation, we have

2NOTE: This is a simpli ed model of our timing residuals, which can and do contain other factors such
as dispersion medium (DM) modeled as a Fourier basis, which we have not included
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N = mmni; (2.41)
T = MF U ; (2.42)
2 3
hTi 0 0
B = g 0 ma 0 ? (2.43)
0 0 HhTji
(2.44)

The variance for our timing model parameters is usually set to be innite (  term
within B), but since we are interested more in the inverse of the covariance matrix C,
this does not become an issue, and we are able to marginalize over the timing model

parameters. We can use the Woodbury matrix lemma to nd the inverse which is
=N NN BYH ITTN L (2.45)
Our likelihood is then given as

exp %TT 11

P T (o) ; (2.46)

p(Tj )=

where is the vector of parameters drawn from our priors, and C is the block covariance
matrix which contains intrinsic and common noise processes
For m pulsars with Ntoas €ach, our covariance matrix is MNtoas  MNtoas in dimen-

sions. The covariance matrix can be described by,
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Pl 812 A Slm
B 821 P2 i ng . (2 47)
Smi Sm2 i Pn

where P, is the auto-covariance matrix for pulsar aand Sy, is the cross-covariance matrix
for pulsars aand b. The auto-covariance matrices contain contributions from intrinsic red
noise, white noise, and the common process signal (GWB), whereas the cross-covariance
matrices contain contributions from solely the GWB (the only common signal between

pairs of pulsars) and are associated to the correlation function.

P, Na+ T, BaTa; (2.48)

Sab

( a)Fa gwFo; (2.49)

here 4, is the PSD of only the GWB red noise, F, is the Fourier matrix which contain
sinusoidal information for the frequency bins, and () is the overlap reduction function
(ORF) which contains the cross-correlation information of the angular separation between
pairs of pulsars aand b.

We use our software packagesenterprise  (Ellis et al. (2020)) andPTMCMCSampler(El-
lis & van Haasteren (2019b)) to run a Monte Carlo Markov Chain analysis (MCMC). We
sample parameters of the intrinsic red noise, and the common process red noise. Other
methods of computing the MCMC have also been developed, such as the Hamiltonian
Monte Carlo (HMC) method described in Freedman et al. (2023). The MCMC is extremely
useful as it calculates the posteriors given the priors and likelihoods, allowing us to max-

imize it for the best t parameters, which are referred to as the maximum likelihood noise
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parameters.

Our Bayesian analysis can be done in two different methods. One approach is by
using a dense block covariance matrix containing all P, and S;, terms, which takes on
order O(N 3) time to analyze for a PTA with N pulsars. Another approach is using a block
diagonal covariance matrix, containing only the P, terms, since these contain the GWB,
as well as other noise terms. This method is referred to as the CURN model (common
uncorrelated red noise) and cannot account for correlations to any given ORF. This results

in the detection of a common process, but not a detection of a GWB,

0 1
P, 0 ::: O
CURN _ 0O P, ::: O : (2.50)
O 0 ::: Pny

The CURN model is signi cantly faster for computing uncorrelated noise in the com-
mon process, the validity of which can then be measured using frequentist statistics.
However, this is most applicable in the weak signal limit (intrinsic red noise is more dom-
inant that common red noise).

Within our Bayesian statistics, we can model the auto-correlations with different types
of power spectral density prescriptions such as pure power-law, free spectral, t-process
(discussed in Chapter 5), and broken power-law (as used in Arzoumanian et al. (2020b))
to name a few. For our pulsar intrinsic red noise, it is common to use the pure power-law,

whereas for the CURN, we can use any of the following models

2
PYev(f) = % f— ; (2.51)
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P(f) .

P;s“) - T : (2.52)
span
pp = AT : (2.53)
T 12%3 fy, o '
! H o)
pooe = A T (2.54)
a 12 zfﬁ fyr fbend ’ .

here, the pure power-law is the same as described in Eqn. (2.23) and is governed only
by an amplitude A and a spectral index , the free spectral is the same as given by Eqn.
(2.24) measured in units of time-delay and is independent at each and every frequency
component. The t-process is similar to the power-law with a multiplicative adjustment
factor ; at each frequencyf. The broken power-law accounts for a change in spectral
index at some bend frequency fyeng With spectral indices , and a smoothing factor

Each of these PSD prescriptions is useful in its own way. The pure power-law is a sim-
pli ed model which aligns with the theoretical description of the GWB. The free spectral
allows for independent measurements of noise at each frequency. The t-process allows
for more variability while also measuring the spectral index and amplitude (discussed in
more detail in Chapter 5). The broken power-law is useful in detecting either a break-
down in stochasticity at higher frequencies, or the separation of the sensitive low fre-
guency regime and the white-noise dominated high frequency regime, or the detection of
a turn-over at lower frequencies due to hardening models.

In Fig. 2.4 from Arzoumanian et al. (2020b), we see the use of the power-law, free
spectral, and broken power-law models. The 5 frequency component pure power-law,
free spectral and broken power-law agree on the lower frequency time delay spectrum.
The higher frequencies are dominated by our white noise oor (hence the at PSD of the
broken-power law beyond 10 8 Hz). Bayesian statistics are also used to compare two

different models (e.g CURN vs HD). Using Bayes factors, we can compare two or more
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Figure 2.4: The Bayesian analysis of the NANOGrav 12.5yr data set (Fig. 1 from Arzou-
manian et al. (2020Db)). (Left) The recovered common-process time delay as measured by
the power-law PSD (orange- 5 frequency components, green- 30 frequency components),
the free spectral PSD (gray violin plots), and the broken power-law (blue). The black
dashed line indicates the frequency of 1yr ! = 31:69nHz. (Right) Contours of the recov-
ered log,;, Acp and ¢p posteriors for the power-law and broken power-law models. The
gray dashed line is the expected = 13=3relation.

models to see which is statistically favored.

2.8.2 Frequentist statistics

We also make use of frequentist statistics due to the lower computational effort required to
make calculations. Frequentist statistics make claims based off of a null hypothesis, which
in the case of the optimal statistic (OS) (Anholm et al., 2009) is the absence of correlations
in the common red noise. We can calculate the amplitude squared of the expected GWB
as well as the uncertainty associated with it.

As shown in Chamberlin et al. (2015), we can start with the log-likelihood from Eqn.

(2.46), we can Taylor-expand to get,

||X X #
(trln P + t;rPI 1t|)+ t;rpl 1S|J PJ 1tJ ; (255)

| 1J

Inp(Tj )

NI =
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this is the expansion to rst order of covariance, and the term in the parenthesis is related
to only noise terms p(Tj noise), therefore, taking the log-likelihood ratio gives us
X

. . 1
In =In p(Tj ) INp(Tj noise) = > t/P, 'Sy P; ty; (2.56)
1J

we will go into further detail on prescriptions of the OS and a generalized version of it in
Chapter 3.

We also use frequentist techniques for the detection of continuous GWs from individ-
ual binaries as a Bayesian analysis is extremely computationally intensive. The continu-
ous wave is a deterministic signal unlike the background, that can be searched for using
a chi-square minimization technique where we compare the auto-correlation terms to the
presence of sine and cosine waves generated by a continuous wave (Ellis et al., 2012).

If we assume our residuals t = s+ n consist of noise n and some continuous signal s,

then we can nd the likelihood of the signal,

Pt = pm—exp S0 9T LM 9 (2.57)

where |, is the covariance matrix of the noise n. In the case of no signal, the likelihood is

p( tj0O), and the log-likelihood ratio is then

p(tjs)
p( tjO)

where the term (xjy) = xT 1y implies an inner-product with the inverse covariance

= (1i9) 5(99): (258)

matrix. We see that in this case, our distribution is that of a non-central chi square.
The coherent form of the statistic takes into account the Earth terms of the timing
residuals only and is referred to as the F. statistic. For this we model our signal as a sum

of four components (Babak & Sesana, 2012; Ellis et al., 2012)
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X |
s(t; ) = calii oA o) (2.59)

where g contains extrinsic parameters like the polarization angle, inclination angle and
initial phase of the GW, and A' contains information about the sky position of the pulsars

and the frequency, . The log-likelihood then becomes,

n = a(ia) SATADag ; (2.60)

if we maximize the log-likelihood ratio with respectto ax, we get,

2In =2 Fe= N'M; N/ ; (2.61)

where N' = (rjA;) and M1 = (A'jA)).

The F. and F, statistics are two frequentist statistics that are used to calculate the
expected S/N of a CW present in the dataset. The F statistic follows a non-central chi
squared distribution with 4 degrees of freedom. Whereas theF statistic makes use of
the pulsar-term and is an incoherent statistic and is a non-central chi squared distribution
with 2M degrees of freedom where M is the number of pulsars. We further discuss the

use of the F, in Chapter 6

35



CHAPTER 3
Multiple correlated optimal statistic

The work discussed here is published in Sardesai et al. (2023) .

3.1 INTRODUCTION

When massive bodies such as black holes orbit each other, they radiate away energy in
the form of gravitational waves (GWSs), causing their orbit to shrink until they coalesce.
Supermassive black hole binaries (SMBHBs), which form in galaxy mergers, emit low-
frequency GWs over many orders of magnitude in frequency as they go from subparsec
separations to coalescence. The incoherent superposition of GWs from a cosmological
population of SMBHBs produces a stochastic GW background (GWB) in the nanohertz
frequency range ( 10 ° 10 7 Hz) Sesana (2013); Sesana et al. (2004); Burke-Spolaor
et al. (2019).

Pulsars are rapidly spinning neutron stars that emit radio waves that can be observed
by radio telescopes. Pulsars have very stable spin rates, which makes them ideal for de-
tecting long-period gravitational waves Sazhin (1978); Detweiler (1979); Foster & Backer
(1990). In pulsar timing arrays, pulsars essentially act as astronomical clocks, allowing
us to measure small uctuations in spacetime over years to decades. There are currently
four regional PTA experiments: the North American Nanohertz Observatory for Grav-
itational Waves (NANOGrav) Ransom et al. (2019), the European Pulsar Timing Array
(EPTA) Desvignes et al. (2016), the Parkes Pulsar Timing Array (PPTA) Reardon et al.
(2016), and the Indian Pulsar Timing Array (InPTA) Tarafdar et al. (2022). All of these
groups collaborate and share data under the umbrella of the International Pulsar Timing

Array (IPTA) Perera et al. (2019).
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The presence of GWs induces correlated changes in the pulse times of arrival, with the
correlation between two different pulsars depending on their angular separation on the
sky according to the Hellings-Downs (HD) curve Hellings & Downs (1983). This charac-
teristic correlation allows us to distinguish between the GWB and other astrophysical and
terrestrial effects that could affect the pulse times of arrival of many pulsars, such as the
solar wind, instrumentation errors, a clock error, ephemeris errors, etc. Hobbs et al. (2012);
Tiburzi et al. (2016); Hobbs et al. (2020). A correlated signal with a correlation pattern that
differs from the HD curve could also indicate the presence of non-Einsteinian GW polar-
izations Lee et al. (2008a); Chamberlin & Siemens (2012); Gair et al. (2015a); Cornish et al.
(2018).

It is therefore crucial to be able to distinguish between different cross-correlations.
One method for doing this is using the OS, a frequentist estimator of the amplitude and
signi cance of a correlated stochastic process, where the correlation function of interest
is determined by specifying the overlap reduction function (ORF) Anholm et al. (2009);
Demorest et al. (2013); Chamberlin et al. (2015). One limitation of the OS is that for any
real PTA, it is not possible to perfectly distinguish between different ORFs. In general,
the ORFs for different cross-correlations are not orthogonal, with the overlap between
them depending on the number of pulsars and their sky locations Vigeland et al. (2018);
Arzoumanian et al. (2021). In this paper, we address this issue by introducing a modi ed
version of the OS that allows us to simultaneously search for multiple correlated OS sig-
nals (MCOS). As we show in this paper, this allows us to more accurately characterize the
presence of correlated signals in PTA data.

This paper is organized as follows. In Sec. 3.2, we discuss the OS and derive a mod-
i ed version that can simultaneously t multiple correlation functions. In Sec. 3.3, we

describe the methods, signal models, and software used to generate and analyze simu-

37



lated PTA data. We generated three types of simulated data sets: one containing a GWB
(i.e., a common-spectrum process with HD correlations), another containing a common-
spectrum process with GW-like monopole correlations, and nally a model with both a
GWB, and GW-like monopole signal injected. In Sec. 3.4 we use the standard OS and our
MCOS to analyze the simulated data sets. We nd that simultaneously tting multiple
correlations using the MCOS prevents overestimating the presence of correlations that are
not present, while not signi cantly affecting parameter estimation of correlated signals.
We also demonstrate that the MCOS allows us to recover multiple correlated signals from

the data. We summarize the paper and discuss future work in Sec. 3.5.

3.2 OPTIMAL STATISTIC

The OS is a frequentist estimator of the amplitude and signi cance of the stochastic back-
ground. It only considers the cross-correlations between two different pulsars and not
auto-correlation terms of individual pulsars. The OS is very fast to compute compared
to performing an equivalent Bayesian analysis; however, the OS can be biased due to
covariance between individual pulsar red noise and a common stochastic process. The
noise-marginalized OS is a hybrid Bayesian-frequentist method that marginalizes over
the pulsars' intrinsic red noise Vigeland et al. (2018). It has been shown that this method
more accurately estimates the amplitude of the GWB in the presence of intrinsic pulsar
red noise compared to computing the OS with xed pulsar red noise parameters.

One method to derive the OS is to consider tting the cross-correlations between pul-
sars to an ORF ., with amplitude A2 Demorest et al. (2013); Chamberlin et al. (2015). Let

I, be the residuals for pulsar a. The cross-correlations between pulsarsa and b, ,,, and
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their associated uncertainties, ,,, can be written as

ab Nabrgpalsabpblrb ; (31)

gb = Ngp = (tr] Palsabpblsba]) 1; (3.2)

where P, is the auto-covariance matrix and contain contributions from white noise, in-
trinsic red noise, and the common stochastic process red noise from pulsar a; and Sy, =
A? .S, is the cross-covariance matrix and only considers contributions from the com-
mon stochastic process between pulsarsa and b.
We can t the measurement cross-correlations to an ORF. The chi-squared is given by
2 _ X ab Az ab 2

= —_— (3.3)

ab;a<b ab

where ,, are the uncertainties in the cross-correlations and contain contributions from
both the common process and intrinsic noise, as shown in Chamberlin et al. (2015). The

OS is the value of A? that minimizes the chi-squared:

P (o = %)
A2 = bt 20 3T ab/ (3.4)
ab( ab™ ab)

The uncertainty in A2 can be found through simple propagation of errors:

n # 1
X zb
%= —&0 : (3.5)
ab ab
The corresponding signal-to-noise ratio (S/N) is
A2
SN= —: (3.6)
A2
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The OS as derived above assumes the presence of only one spatially correlated pro-
cess in our data. It is possible that PTA data could contain multiple spatially correlated
processes, e.g., a GWB and a common correlated source of noise. As discussed in Tiburzi
et al. (2016), some noise sources can produce spatially correlated signals — a clock error
appears in PTA data as a common process with monopolar correlations between different
pulsars, while an ephemeris error produces dipolar correlations.

If more than one spatially-correlated process is present, the chi-squared becomes

P 2
2w N e (3.7)

ab ab

where indexes the different spatially-correlated signals. Minimizing the chi-squared

with respect to the amplitude squared value A? gives

X
C A’B  =0; (3.8)
where
X ab ap
C —, (3.9)
ab ab
X
B —2b_ab (3.10)
ab ab
Therefore, A? is given by
X
A= B C ; (3.11)

where B is the inverse of B . This is a more general form of Eq. (3.4): when we gen-

eralize to multiple ORFs, the numerator of Eq. (3.4) becomes C , while the denominator
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becomesB . The uncertainty in A? is
% =B (3.12)

3.3 METHODS AND SOFTWARE

In this section we describe how to construct the pulsar timing model, including the in-
trinsic and common red noise, and discuss how to retrieve the injected signals. We based
our simulated data sets on the NANOGrav 12.5-year data set Alam et al. (2021), with the
pulsar positions, observing spans, cadences, and white and red noise all taken from that
data set. In addition, we inject two different kinds of stochastic backgrounds: one with
HD correlations (i.e., a GWB), and one with GW-like monopolar correlations. The meth-
ods used are similar to those used in the NANOGrav 12.5-year GWB paper Arzoumanian
et al. (2020b): below we brie y describe them, highlighting how our methods differ from

those in Arzoumanian et al. (2020b).

3.3.1 PTA model

We model the timing residuals for a pulsar t as
t=M + Fa+n; (3.13)

where M describes linear perturbations to the timing model, Fa describes red noise,
including both individual pulsar red noise and a common stochastic process affecting all
of the pulsars, and n is the uncorrelated white noise. We model the red noise using a

Fourier series with frequencies f = 1=T;2=T;::; where T is the span of the observations,
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and use a power-law model for the power spectral density

A f 3.
12 2 G yre, (3.14)

P(f)=

where A is the amplitude, de ned at a reference frequency of f,, = 1=(1 year), and is

the spectral index.

3.3.2 Common stochastic process

In addition to pulsar red noise and white noise, we also include the presence of a common
stochastic process. For all types of stochastic backgrounds, we model the power spectrum
as a power law as described in Eq. (3.14) with Ag, =2 10 ®and = 13=3. The value
of corresponds to that for a GWB made from GWs from circular SMBBHs evolving only
due to GW emission Phinney (2001).

We model two different types of stochastic process: one with HD correlations, as is
expected for a GWB; one with spatial correlations described by a GW-like monopole

(GWMO). The ORF for HD correlations is Hellings & Downs (1983); Jenet & Romano

(2015)
w(y = .1 @ cos) 1
an () 2 2 4 2
3In 3-%?51 : (3.15)

where 1P is the HD ORF for pulsars with indices aand b, and is the angular separation
between them. Note that the maximum correlation between two different pulsars (i.e.,
a 6 b) is 1=2: this is because the GWB induces an Earth term and a pulsar term in each

pulsar's residuals, and only the Earth terms are correlated. The GWMO was introduced
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in Arzoumanian et al. (2021) and the ORF takes the form

e () =

NI =

+ ib: 1
5 (3.16)

The cross-correlation for two different pulsars is 1=2 rather than 1 because we are assum-
ing the signal has two components: an “Earth term” that is correlated and a “pulsar term”
that is uncorrelated (hence why it is described as “GW-like”). The GWMO does not cor-
respond to any physical process, but it is similar to the ORF produced by a scalar-tensor

mode.

3.3.3 Simulated data sets

We use libstempo  Vallisneri (2020) to generate our simulated data sets. The simulated
data sets are based on the NANOGrav 12.5-year data set Alam et al. (2021). We create two
types of simulated data sets. One contains a common stochastic process with HD correla-
tions. The second contains two common stochastic processes: one with HD correlations
and another with GWMO correlations. For both, we use the linearized timing models for
the pulsars in the 12.5-year data set, as well as the dates and times of each observation.
We rstidealize our pulsar timing residuals and then add uncorrelated white noise equal

to the measured TOA uncertainties. We add pulsar intrinsic red noise, with the maximum
likelihood values taken from a Bayesian run of the NANOGrav 12.5-year data set with the

values given (see Appendix A.2).

3.3.4 Optimal statistic calculation

In order to compute the OS, we must specify values for the pulsars' intrinsic white noise
and red noise. The white noise parameters are the maximume-likelihood values from

Bayesian noise analyses where each pulsar is run individually. The red noise parameters
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come from a Bayesian analysis of all the pulsars that simultaneously ts for pulsar intrin-
sic red noise and a common uncorrelated stochastic process. The white noise parameters
are not searched over in the Bayesian analysis and are instead xed to the maximum-
likelihood values. We use uniform priors for the red noise parameters, log,,A 2 [ 20, 11]
and 2 [0; 7], and the common process amplitude, log, Agw 2 [ 18 11} while the com-
mon process ¢, is xed to 13/3. We use enterprise  Ellis et al. (2020) and
enterprise_extensions Taylor et al. (2021) to implement the models and compute
the likelihood, and we use Markov Chain Monte Carlo (MCMC) methods to obtain sam-
ples from the posterior as implemented in PTMCMCSamplerEllis & van Haasteren (2019b).

We then compute the OS, using the results of the Bayesian analysis to determine the
pulsar intrinsic red noise and common uncorrelated stochastic process. There are two
ways of doing this. The xed-noiseversion computes the OS at a single noise realiza-
tion using the red noise values that maximize the likelihood of the Bayesian analysis.
The noise-marginalizedersion pulls red noise values from the posteriors obtained by the
Bayesian analysis in order to compute the OS at many different noise realizations. This
results in distributions for A2 and

We can compute the OS for different correlations by using different ORFs. In addition
to the HD and GWMO ORFs given in Egs. (3.15) and (3.16), we also consider a standard

dipole ORF and monopole ORF:

o) = cos ; (3.17)

monopoley = 1 (3.18)

In Figure 3.1, we plot all four ORFs used in this paper. Note that the monopole and
GWMO are both constant as a function of angular separation, but the monopole as a

value of 1 while the GWMO as a value of 1=2. This means that any signal that ts one
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Figure 3.1: Comparison between HD (blue), monopole (red), dipole (green), and GWMO

(purple) ORFs as a function of angular separation between pulsars. The solid black line
indicates a zero amplitude correlation. Note that a GWMO has the same functional form

as the standard monopole, but a different normalizaton.

will also t the other, but the inferred amplitudes will differ because the two ORFs have
different normalizations.
We can measure the overlap between different ORFs by computing the “ unweighted
match statistic” Cornish & Sampson (2016),
P 0
M = g—p abga ab ab _ (3.19)

" " 0 0y
( abga ab ab)( ajp6a ab ab)

where and Care two different ORFs. This overlap depends on the number of pulsars
in the PTA and their sky locations. Table 3.1 lists the match statistics for the four ORFs
considered in this paper for our simulated PTA, which is based on the NANOGrav 12.5-

year data set.
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Table 3.1: Match statistic M for HD, monopole, dipole, and GW-like monopole corre-
lations, as de ned by Eq. (3.19), for our simulated PTA. The monopole and GW-like
monopole have M = 1 since they only differ by a normalization factor.

GW-like
Correlation HD  Monopole Dipole monopole
HD 1 0.255 0.435 0.255
Monopole 1 0.395 1
Dipole 1 0.395
GW-like 1
monopole

3.4 RESULTS

Here we present the results of analyzing our simulated data sets using the standard OS
calculation and the modi ed MCOS. We show two types of simulations: one with an
injected GWB (i.e., a common stochastic process with HD correlations), and one with both
HD and GWMO correlations. We present the recovered OS values and corresponding
signal-to-noise ratios (S/N) for different spatial correlations, and compare them to the
injected values. We note the fraction of realizations with  S=N 3 in Appendix A.1.

We also look at how accurately the OS and MCOS recover the amplitude of the corre-
lated process. If a non-negligible correlated signal is present in the data, then the expres-
sions for A2 and A2 givenin Egs. (3.4), (3.5), (3.11), and (3.12) must be revised to include
interpulsar pair correlation (Allen & Romano, 2023; Johnson et al., 2024). For more detalils,
see App. A.3. We use the recoveredA? and 12 to compute the percentile of the injected
value, assuming a Gaussian distribution !, and compare the fraction of simulations for

Finally, we look at how much the data preferred models with multiple correlated sig-

1As shown in Hazboun et al. (2023), the optimal statistic actually follows a generalized chi-squared dis-
tribution and not a Gaussian distribution. In this work, we approximate the distribution as a Gaussian,
owing to the computational expense of constructing the generalized chi-squared distribution for each sim-
ulation. This is a reasonably good approximation, and has been used in previous work (Vigeland et al.,
2018; Johnson et al., 2024).
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nals using the Akaike Information Criterion (AIC) Akaike (1998), which is a frequentist

analog for the Bayes factor. It is given by

AlC=2k+ ?Z; (3.20)

where k is the number of model parameters (i.e., the number of correlated signal ampli-
tudes, or the number of ORFs), and the chi-squared given by Eq. (3.3) for a single corre-
lated signal and Eq. (3.7) for multiple correlated signals The factor of 2k acts as an Occam's
penalty for adding more parameters to a model. We compute 2 using the maximum-

likelihood red noise parameters. The relative probability of two models is then given

by
(AIC_ AIC pin )
2

pAIC)= e 2z (3.21)

where AIC i, represents the minimum AIC value of all the different models. The model
with the minimum AIC will thus be the most preferred model, with a p(AIC) = 1. Some

of the models are equally preferred, with the difference in their AIC 0.01, so we set a
threshold value of p(AIC) 0.99 to account for these cases. These results are also pre-

sented in Appendix A.1.

3.4.1 HD simulation

We created 200 simulations with an injected HD which we analyzed using the traditional

OS and the MCOS. A complete summary of the results can be found in Table A.1 in Ap-
pendix A.1. When we search for one spatial correlation at a time, we nda S/IN > 3for
HD correlations in 17% of the simulations, but we also nd S/IN > 3 for monopole and
dipole correlations in 6% and 5% of the simulations, respectively, even though there are

no monopole-correlated or dipole-correlated signals present in the data sets. In Figure 3.2,
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we show histograms for the recovered distributions of A2 and the S/N for HD, monopole,
and dipole correlations. On average, we recover higher S/N of HD correlations than for

monopole or dipole correlations; however, we recover S/IN > 0 for monopole and dipole
correlations in more than half of the simulations, as shown by the dotted lines in Fig. 3.2.

Figure 3.3 shows p p plots for the recovered single component OS A? using HD,
monopole, and dipole correlations. For each simulation, we use the marginalized chain
values to calculate A2 and £2, taking pulsar pair cross covariance into consideration, and
then compute the percentile of the injected value for that type of correlation.

We then plot the cumulative fraction of realizations for which the injected value is at
that percentile. If the parameters are accurately recovered, we would expect the cumu-
lative fraction of realizations to be equal to the cumulative percentile. If it is not, that
indicates the parameter is being overestimated (over the central dashed black line) or
underestimated (under the central dashed black line). We nd that the amplitude of HD
correlations is underestimated, while the amplitudes of monopole and dipole correlations
(which were not injected) are overestimated. The underestimation of the amplitude of HD
correlations is likely due to two factors: rst, there is covariance between the pulsars' in-
trinsic red noise and common red noise, and second, the simulations inject the intrinsic
red noise and common red noise over more frequency components than we use to recover
them.

In contrast, the MCOS more accurately recovers the amplitude of monopole and dipole
correlations. We show the recovered distributions of A2 and the S/N for models consist-
ing of multiple correlations in Figure 3.4. The distributions for the amplitude and S/N of
HD correlations are similar to those obtained when tting for only HD correlations (Fig-
ure 3.2, top row), but now the distributions for the amplitude and S/N of monopole and

dipole correlations are centered around zero. The p  p plots, shown in Figure 3.5, show
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Figure 3.2: Noise-marginalized OS analysis of 200 simulations with an injected HD. We
show results using HD (blue), monopole (red), and dipole (green) ORFs. The left hand
columns show the distributions of A2, whereas the right hand columns show the S/N
histograms. The vertical blue line in the top left plot indicates the injected value of A2y =
4 10 3°. The colored dashed lines in the S/N plots are the means of the respective ORFs.
We nd a mean A2 > 0and mean S/N > 0 for monopole and dipole correlations even
though neither were injected in the data.
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Figure 3.3: p p plot for the HD injected simulations with single component OS. The
horizontal axis is the percentile of each simulation to the injected value. The vertical
axis represents the cumulative fraction of simulations that are recovered at that particular
percentile. The models shown here are HD (top left), monopole (top right), and dipole
(bottom left). If the parameters are recovered accurately, the two quantities would be
equal (black dashed line). The curved black lines indicate the 95% con dence intervals of
the p-p plots. We nd that the amplitude of HD correlations is underestimated, while the
amplitude of monopole and dipole correlations (which are not present) are signi cantly
overestimated.
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Figure 3.4: MCOS analysis of 200 simulations for HD simulations for the
HD+monopole+dipole ORFs. The top gure contains histograms of A2 and the
bottom gure contains histograms for the S/N. The solid light blue line is the injected
value of A2; =4 10 3°. The colored dashed lines in the S/N plots are the means of the
respective ORFs. The recovered amplitudes and S/N for monopole and dipole correla-
tions are centered around zero, unlike in Fig. 3.2.

the recovery of the MCOS A2. We nd that MCOS analysis recovers the injected param-
eters for the monopole and dipole ORFs more accurately than the OS. The amplitude of
HD correlations is slightly underestimated, as it was when using the OS.

Table A.1 lists the percentage of ORFs where an S/N greater than 3 was recovered,
as well as the percentage of cases where the particular model had the lowest AIC value
(most preferential model). In 51.5 % of realizations, the standard OS, HD ORF model had
the lowest AIC value, as expected, considering our injection has only one signal present.
The standard monopole and monopole+HD model have nearly the same preference. We

note that these simulations include relatively low-signi cance HD correlations, as can be
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Figure 3.5: p pplot for the MCOS HD injected simulations. The amplitudes shown here
are recovered using a model that simultaneously ts for HD, monopole, and dipole cor-
relations. The horizontal axis is the recovered percentile of each simulation to the injected
value. The vertical axis represents the cumulative fraction of realizations that recover the
particular percentile. The central black dashed line indicates accurate recovery, and the
upper and lower dashed black lines indicate the 95% con dence interval. We nd that
the amplitudes of monopole and dipole correlations are accurately recovered, while the
amplitude of HD correlations is underestimated.

seen by the fact that the HD S/N > 3in only 17% of simulations. But the percentage
of models with an HD S/N > 3 does not change drastically between the individual and
MCOS models. This means that it is dif cult to distinguish between different correla-
tions. Nevertheless, the MCOS analysis allows us to search for the presence of spatial

correlations and compute the relative probability of different models.

3.4.2 HD + GWMO simulations

Finally, we looked at how well the MCOS could recover multiple correlated signals. We
generated 200 simulations that contained two stochastic processes: one with HD correla-

tions and one with GWMO correlations. We used the same amplitude and spectral index
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= 13=3for both processes. We summarize the results of analyzing these simulations in
Table A.2 in Appendix A.1.

When we analyze the simulations for a single correlation, we nd S/IN > 3 for HD
correlations in 27% of simulations and for GWMO in 56% of simulations. As shown in
Figure 3.6, we recover the GWMO signal with higher mean S/N than the HD signal.
We note that the correlation coef cient for HD correlations is less than the correlation
coef cient for GWMO correlations for all angular separations (except for zero), which is
why the OS recovers the GWMO signal with a higher S/N than the HD signal — even
though the HD and GWMO signals have the same amplitude, the GWMO signal has
signi cantly more power in the cross-correlations than the HD signal.

We also recover a dipole signal with S/N > 3in 21% of simulations even though no
such signal has been injected.

Figure 3.7 shows p-p plots for HD, monopole, dipole, and GWMO correlations. Since
the data contain both HD and GWMO-correlated processes, but we are only tting one
process at a time, both signals are being incorrectly associated with a single correlation,
resulting in inaccurate parameter estimation. When we tto HD correlations only, this re-
sults in a signi cant overestimate of the HD-correlated amplitude. When we tto GWMO
correlations only, the amplitude estimate is not as affected, but the uncertainty is under-
estimated. We also see that the amplitude of a dipolar process is overestimated, even
though one is not present.

When we use the MCOS, we nd that we are able to more accurately recover the
amplitudes of all the correlated processes. Figure 3.8 shows the recovered amplitudes
and S/N, while Figure 3.9 shows p-p plots for the recovered amplitudes. When tting for
both HD and GWMO signals, the amplitudes are more accurately recovered than when

tting for only one signal at a time, although the amplitudes are slightly underestimated.
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Figure 3.6: Individual correlated signal analysis for 200  HD +GWMO simulations. Sim-
ilar to Fig. 3.2, histograms of A2 and S/N on the left and right hand columns respec-
tively. From top to bottom, the ORFs are HD (blue), monopole (red), dipole (green), and
GWMO (purple). The solid light blue line indicates the injected OS of A%, =4 10 %°
and AZumo =4 10 3°. The colored dashed lines in the S/N plots are the means of the
respective ORFs.
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Figure 3.7: Thep p plots of the HD+GWMO simulations for the individual analysis of
(clockwise from top-left) HD, standard monopole, GWMO, and dipole. The horizontal
axis is the recovered percentile of each simulation to the injected value, and the vertical
axis is the cumulative fraction of realizations that recover the particular percentile. If the
percentiles are recovered accurately, the two quantities would be equal (central dashed
line). The upper and lower dashed black lines indicate the 95% con dence interval. Since
we are only tting for one type of correlation, but multiple correlated signals are present
in the data, we are not able to accurately recover the amplitudes of the HD or monopole
signals. We also overestimate the amplitude of dipole correlations, which are not present.
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This is possibly because of covariance between the pulsar noise and the common signals.
We also nd that when we include dipole correlations in our model, we accurately recover
that no dipole signal is present, and the addition of the dipole signal does not affect the

recovery of either the HD and GWMO signals.

Figure 3.8: HD and GWMO multiple correlated signal analysis for 200 HD+GWMO
simulations. Similar to Fig. 3.2, histograms of the A2 and S/N on the left and right
hand columns respectively. The solid light blue line indicates the injected OS of A2, =
AZumo =4 10 *. The colored dashed lines in the S/N plots are the means of the re-
spective ORFs.

3.5 CONCLUSIONS

In this paper, we present a generalization of the OS that can simultaneously search for
multiple correlated signals. As we have shown, this allows us to better distinguish be-

tween different spatial correlations. For a real PTA, the ORFs corresponding to different
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Figure 3.9: Thep p plots for the MCOS analysis of the HD+GWMO injections. The left
gure depicts the HD+GWMO+DI model, and the right gure shows the HD+GWMO
model. The horizontal axis is the recovered percentile of each simulation to the injected
value, and the vertical axis is the cumulative fraction of realizations that recover the par-
ticular percentile. The central black dashed line indicates perfectly accurate recovery of
percentiles, while the upper and lower black dashed lines indicate the 95% con dence
intervals. We are able to more accurately recover the amplitude of HD and GWMO cor-
relations using the MCOS, although the amplitudes of both are underestimated. We also
note that including dipole correlations in the model does not bias parameter estimation
of the other signals, and we accurately recover that no dipolar signal is present.

correlations are not orthogonal as shown in Table 3.1. The overlap between them can lead
to non-zero S/N recovery of non-injected signals. It is also useful in cases where multiple
correlated signals, e.g., a GWB and correlated noise, are present in the data. We have also
performed model selection by computing the AIC, which acts as a pseudo-Bayes factor.
We have tested this method using two simulated data sets. The rst contained a
stochastic signal with HD correlations. When tting only a single correlation, we found
that we overestimated the presence of correlations that were not present, but using the

MCOS eliminated this problem.
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We also generated simulated data sets that contained both HD and GWMO-correlated
signals. We demonstrated that the MCOS allows both signals to be recovered while ruling
out any non-injected signals.

In this paper, we have considered four types of correlations: HD, monopole, dipole,
and GWMO. This method can be used with any number and type of correlations. In
the NANOGrav 15-year gravitational wave background search Agazie et al. (2023e), the
MCOS was used to search for evidence of monopolar or dipolar processes, which could be
associated with correlated noise sources such as clock errors or ephemeris errors Roebber
(2019); Vallisneri et al. (2020); Hobbs et al. (2020), and to do a model-independent recon-
struction of the correlations using Legendre polynomials Gair et al. (2014). It was also
used in the search of the NANOGrav 15-year data set for evidence of non-Einsteinian
polarizations Agazie et al. (2024a). The modular nature of the MCOS makes it a valuable
tool for characterizing the nature of correlations in PTA data sets.
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CHAPTER 4
Alternative polarizations

This chapter contains results published in Agazie et al. (2024a).

4.1 POLARIZATIONS OUTSIDE OF GR

Beyond the prediction of general relativity, a metric theory of gravity can have four more
polarizations included (Will, 2014), bringing the total number to six. A metric theory of
gravity includes g and any other gravitational elds that may exist. This results in the
Riemannian having six independent components.

We can have scalar breathing (SB) modes, vector longitudinal (VL), tensor-transverse
(TT), and scalar-transverse (ST) polarizations. The polarization matrix accounting for

these non-Einsteinian polarizations now becomes

0 1

hg + h. h hy 1
hj :% h hg hs hvzg: (4.1)

th hV2 hL

Experiments have been proposed to use gravitational waves as a test for these alter-
native polarizations arising from generic metric theories of gravity (Eardley et al., 1973),
including using pulsar timing arrays as described in Lee et al. (2008b); Yunes & Siemens
(2013). Some examples of metric theories are described in Yunes & Siemens (2013) such as
scalar-tensor theories (Wagoner, 1970), massive graviton theories (de Paula et al., 2004; de
Rham, 2014), modi ed quadratic gravity, closely tied to string theory (Wagle et al., 2019).

Starting with the de nition of the antenna response function in Eqn. (2.26), we can

derive a general formula for the correlation function for different polarizations and fre-
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Figure 4.1: Correlations as functions of pulsar pair angular separation. Left: Hellings-
Downs and the Scalar Transverse correlations. Right: Vector Longitudinal correlations.
The VL correlations are much greater for smaller angular separations.

guencies with pulsars a; bseparated by an angle

2 Z
A, w)= d dsin RA(f; M)RA (f;: 1) (4.2)
0 0

In the case of the transverse-trace-free (TT) correlation (HD), we showed in Chapter
2 that the correlation is frequency- and pulsar distance- independent. We will show that
this case does not always hold in the case of alternative polarizations.

Some of these correlations are de ned by the functions (Hellings & Downs, 1983;

Chamberlin & Siemens, 2012; Gair et al., 2015b; Lee et al., 2008b)

3 1 1
o= ?*’ +5 37 Kap 1N Kap 5 (4.3)
1
B = 5t g@+cos a); (4.4)
2
Vb = 3o 4 cos 3: 4.5



Figure 4.2: Auto-correlations of the vector longitudinal (Left) and scalar longitudinal (sL)
polarizations as a function of frequency. The different colored lines represent different
distances to the pulsar.

where kg, = Lzs(ab) In Fig. 4.1 we show the plots for HD, ST and VL correlations as a
function of angular separation. We see that at smaller angular separations, the vector lon-
gitudinal correlations results in very high values. Therefore to test for VL polarizations,
we need to have many pairs of pulsars with similar sky positions.

For the case of a pulsar correlated with itself, the vector longitudinal and scalar lon-
gitudinal modes do not result in a correlation of unity. All correlations are dependent on
the frequency of gravitational waves, but since fd, 1, the transverse modes can drop
the frequency dependent terms. However, this is not the case with longitudinal modes as

their frequency dependence and distance to pulsar plays a big role

VL = BIn4d.f 14+6¢; (4.6)
2
;
o= STdaf 3In4daf+% 3¢ (4.7)

where ¢ 0:5772is the Euler constant. Here we see that the scalar longitudinal auto-
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Figure 4.3: (Left) the noise marginalized standard single-component optimal statistic
(SCOS) for Hellings Downs (blue) and Scalar Transverse (orange) polarizations. (Right)
The noise marginalized multiple-component optimal statistic (MCOS). The gray his-
togram indicates the uncorrelated common red noise from a Bayesian search to compare
the values to. From Agazie et al. (2024a)

correlations have a very high frequency dependence. There is no analytic solution for
the scalar longitudinal correlation in the case of a pair of different pulsars. We show
the plots of the auto-correlation as a function of frequency and distance to the pulsar in
Fig. 4.2. Since pulsar distances are not accurately known, making measurements of the

auto-correlation is dif cult.

4.2 NANOGRAV RESULTS

The OS was utilized on the NANOGrav 12.5yr dataset Arzoumanian et al. (2021) and
the MCOS from Chapter 3 was utilized on 15yr dataset Agazie et al. (2024a) to try and
constrain or rule out the presence of non-Einsteinian polarizations.

In Fig. 4.3 from Agazie et al. (2024a), we compare the standard OS and MCOS re-
sults marginalized across many noise realizations. The gray histogram is the recovered
common uncorrelated red noise from a Bayesian search. We see that the amplitude for the

scalar transverse (ST) correlation decreases slightly when using the MCOS (along with the
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HD correlation), but we were not able to rule for or against the correlation being present.
The S/N values reported by NANOGrav for the OS was 5.0 and 4.6 for HD and ST corre-
lations respectively, while the MCOS S/N values were 3.5 and 3.0 respectively. We found
that when using Bayesian statistics, the Bayes factor favoring a HD+ST correlation over
an HD correlation was 0:88 0:04 which neither favors nor disfavors the HD+ST over
HD. Thus, not enough information is gained.

One of the reasons behind the non-detection is the overlap between both correlation
functions which can be measured by the match statistic (as described in Chapter 3). Since
our pulsars are not isotropically distributed across the sky, there is a lot of power that is
shared between the two ORFs. The match statistic for the 12.5 yr dataset and the 15yr
dataset are respectively M1,5 = 0:316and M5 = 0:305 Such high values cause the
detection of either correlation over the other to reduce the S/N. With more pulsars spread
evenly across the sky, we can expect more information to rule for or against alternate

polarizations.
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CHAPTER 5
T-process analyss of the PSD

The work discussed in this section is based on Sardesai et al. (2024).

5.1 INTRODUCTION

Massive objects orbiting each other radiate away energy in the form of gravitational
waves (GWSs). Supermassive black hole binaries (SMBHBs), which form following mas-
sive galaxy mergers, emit GWs with frequencies ranging from 10 ° 10 7 Hz when they
areat 10! 10 2 pc separations (Sesana, 2013; Burke-Spolaor et al., 2019). Pulsar
timing arrays (PTAs) detect GWs at nanohertz frequencies by looking for the time de-
lay induced in the pulses of a collection of rapidly spinning millisecond pulsars (MSPSs)
(Sazhin, 1978; Detweiler, 1979; Hellings & Downs, 1983). MSPs are recycled neutron stars
with extremely low spin down rates, and their rotational stability makes them ideal for

GW detection (Foster & Backer, 1990).

The superposition of GWs emitted by a cosmological population of SMBHBSs is ex-
pected to give rise to a stochastic gravitational wave background (GWB) (Rajagopal &
Romani, 1995; Jaffe & Backer, 2003; Wyithe & Loeb, 2003; Rosado et al., 2015). Recently, the
North American Nanohertz Observatory for Gravitational Waves (NANOGrav), the Eu-
ropean Pulsar Timing Array (EPTA), the Indian Pulsar Timing Array (INnPTA), the Parkes
Pulsar Timing Array (PPTA), and the Chinese Pulsar Timing Array (CPTA) announced
the rst evidence for a GWB at nanohertz frequencies (Agazie et al., 2023a; EPTA Collab-
oration et al., 2023; Reardon et al., 2023; Xu et al., 2023). The observed signal is consistent
with a GWB produced by SMBHBs (Agazie et al., 2023d; EPTA Collaboration et al., 2024),

but is also consistent with a GWB produced by other sources such as in ation, phase
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transitions, and cosmic strings (e.g., Afzal et al. (2023)). An analysis by the International
Pulsar Timing Array (IPTA) found that the results from NANOGray, the EPTA, the INPTA,
and the PPTA are broadly consistent with one another (Agazie et al., 2024b), and work is
underway preparing the third IPTA data set that will combine these data with data from
the MeerKat Pulsar Timing Array (Miles et al., 2023), the Canadian Hydrogen Intensity
Mapping Experiment (CHIME) (CHIME/Pulsar Collaboration et al., 2021), and the Low-
Frequency Array (LOFAR) (van Haarlem et al., 2013). With longer timing baselines and
more pulsars, the sensitivity of PTAs will increase, allowing for more precise measure-
ments of the GWB and the study of its astrophysical or cosmological sources (Siemens
etal., 2013).

For a population of circular SMBHBs evolving only due to GW emission, the GWB
power spectral density (PSD) is expected to follow, P(f)/ f 3 (Phinney, 2001). How-
ever, the PSD for an astrophysically realistic GWB is expected to be more complicated.
Environmental effects such as stellar hardening and alpha-disk interactions accelerate
the orbital evolution at large separations, resulting in different power-law spectral in-
dices at the low-frequency and high-frequency ends of the spectrum (Kocsis & Sesana,
2011; Milosavljevic & Merritt, 2003; Sampson et al., 2015), while the presence of a sig-
ni cant fraction of SMBHBs with non-negligible eccentricity will result in a attening of
the GWB spectrum (Susobhanan et al., 2020; Fastidio et al., 2024). Because of the discrete
nature of the sources, we also expect to nd deviations from a power-law PSD at higher
frequencies where fewer sources are contributing to the GWB. There may also be excess
power at individual frequencies caused by a small number of loud, nearby sources (Bécsy
et al., 2022; Agazie et al., 2025). The niteness of the population of SMBHBSs can lead to
spectral variation in the GWB as shown in Lamb & Taylor (2024).

In this paper, we explore the validity of detecting deviations from a power law PSD.
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We create simulations of the NANOGrav 15yr datasets, consisting of 67 pulsars, and em-
ploy a Bayesian analysis to t multiple PSD models. We introduce a “ t-process” model,
which consists of an underlying power law convolved with multiplicative variables, each
described by an inverse gamma distribution prior, at each frequency and compare the
ndings to other standard PSD models used in PTA analyses.

This paper is organized as follows. In Section 5.2 we give an overview of PTAs, we dis-
cuss thet-process model as well as the other models used to describe the GWB PSD, and
we describe our analysis methods. In Section 5.3 we present the results of our analysis,
comparing the results of the t-process to other PSD models across different simulations
containing: a pure power-law GWB, a GWB with excessive noise at a single frequency
component, and a simulated astrophysical background from SMBHBSs. Finally, in Section

5.4 we summarize our results and look to the future.

5.2 MODEL AND METHODS

5.2.1 PTA overview

Pulsar timing residuals are the difference between the observed times of arrival and the
expected, deterministic times of arrival. It can also be represented as a combination of

noise processes

t=M + Fa+n; (5.1)

where M are linear perturbations to the timing model, Fa is the contribution from in-
trinsic red noise as well as the common process (GWB), andn is the contribution of white
noise. The intrinsic red noise can be modeled as a power law with an amplitude and a

spectral index.
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Pn(f) = A2 — yre:

0 (5.2)

Each pulsar is expected to be affected by intrinsic red noise processes (e.g., Spin noise
(Shannon & Cordes, 2010; Lam et al., 2017; Lower et al., 2020), variations in the interstellar
medium (Lam et al., 2017; Jones et al., 2017)), white noise processes (e.g., radiometer noise,
pulse jitter (Cordes & Downs, 1985; Lam et al., 2016, 2019; Parthasarathy et al., 2021)), and
the GWB itself. It has been shown that in some cases that intrinsic red noise can be mis-
taken for a common process (Goncharov et al., 2022, 2021; Zic et al., 2022; van Haasteren,
2024) and is very dependent on the Bayesian priors chosen. However, we can distinguish
between intrinisic red noise and the GWB based on the correlations between pairs of pul-
sars — the GWB induces interpulsar correlations that follow the Hellings-Downs curve
(Hellings & Downs, 1983), while noise processes will be uncorrelated or induce other

types of correlations (Tiburzi et al., 2016).

5.2.2 Common red noise signal

The incoherent superposition of GWs produced by a population of SMBHBs leads to a
GW background that can be described in terms of its characteristic strain h¢(f). For a
population of circular SMBHBs evolving only due to GW emission, this is predicted to
follow a power-law (Phinney, 2001),

f 2=3

he = Agu (5.3)

fyr ’
where f is the GW frequency and A is the amplitude at a reference frequency of f,, =

1yr 1=31:7 nHz Itis common to use a reference frequency of 1yr !, but other reference
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frequencies such as0:1yr ! may be used.

PTAs detect GWs by measuring the redshift induced in the pulses of a collection of
millisecond pulsars. The response in a PTA is a time delay induced in the pulse arrival
times of all the pulsars. The measured residual power spectral density is related to the

characteristic strain spectrum according to

h2(f
Po(f) = 12°(2f)3 (5.4)
= ASW f_ . o:
122 T, '

where Ay, is the amplitude of the characteristic strain from Eq. (5.3), d = 1=Tgpn, the
total time span of the PTA, and 4, is the spectral index in the power spectral density. For
purely circular SMBHBs, 4, = 13=3.

On average, we expect the GW background to produce a residual power spectrum
according to Eqg. (5.4). However, an astrophysically realistic spectrum will deviate from a
power-law PSD due to the nite number of binaries contributing to the spectrum (Sesana
et al., 2008). There also may be a turnover in the spectrum at low frequencies if inter-
actions with the environment extend into the PTA band (Sampson et al., 2015). At high
frequencies, the power spectrum of the residuals attens due to white noise.

We model the red noise processes using a Fourier series with linearly spaced frequen-
ciesf; = i=Tspan, Where Tgpan is the total span of the data and i is an integer. For our analy-
seswe usei =1;2;:::;30 which corresponds to a frequency range of 1:98to 59:3 nHz To
capture the subtleties at each frequency component, one can make use of a free spectral

approach, which treats the power at each frequency as an independent parameter,
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he(fi)

Prs(fi) = 12 7% 3
|

o = thay(fi): (5.5)

By design, there is no relation between the power at different frequencies: the free spectral
is completely model agnostic and purely measures the power at each frequency individ-
ually.

The t-process model is a modi cation to the power law where every frequency com-

ponent has a multiplicative factor governed by an inverse gamma distribution prior,

Pp(fi) = iPu(fi)

i invgam(Z1; 1); (5.6)

The inverse gamma function follows a probability of

invgam( ;1;1) = % . Zexp i. (5.7)
where Py (f;) is the standard power law model from Eq. (5.4), and ; is a multiplica-
tive factor that adjusts to power at a frequency f; compared to the underlying power-law
PSD. This model is a good compromise between the power-law model, which assumes
a relationship between the power at different frequencies, and the agnostic free spectral
model since it allows for deviations in the PSD from a power-law. This model was pre-
viously used to describe the intrinsic red noise of pulsar J0613 0200 in Arzoumanian
et al. (2020a) since that pulsar showed both low-frequency red noise and excess noise at
fgw = 15 nHz. In this work, we use it to model the GWB because it is able to model the

underlying power-law PSD of the GWB, as well as capture and quantify deviations from

the power-law.
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5.2.3 Bayesian Methods and Software

We create simulations of the NANOGrav 15yr dataset using the enterprise (Ellis et al.,
2019) and enterprise_extensions (Ellis et al., 2020) packages. Our likelihood is

modeled as a Gaussian,

exp %TT 1t

P T o) ; (5.8)

p(Tj )=

where T is the vector of residuals of all pulsars, is the vector of parameters drawn from
the priors, and is the covariance block matrix of all pulsars. We use PTMCMCSampler
(Ellis & van Haasteren, 2019a) to draw values from the posteriors for intrinsic red noise
and common red noise parameters using a Markov Chain Monte Carlo (MCMC) ap-
proach. For the purposes of this paper, interstellar variations/dispersion medium, pulse

jitter, and correlated white noise are not considered.

5.2.4 Simulations

Our simulated PTA is based on the NANOGrav 15yr dataset Agazie et al. (2023a) which
contains 67 pulsars and a baseline of 16.03 yrs. In each of our simulations, the injected
uncertainty in TOAs, and intrinsic pulsar red noise are equal to the measured quantities
in the pulsars in the 15yr data set. This is done by running a Bayesian analysis with
intrinsic red noise included for each pulsar as well as a common red noise process across
the entire array. We then only consider the maximum likelihood intrinsic red noise values
(this is to prevent contamination of the pulsar-dependent red noise with the common red
noise signal present in the dataset). We then inject a new common red noise spectra using
enterprise and analyze the results.

To test the t-process, we use three different types of injected common signal. We use
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(1) a pure power-law, (2) a power-law with a known amount of excess noise at 5:93 nHz
(the third frequency bin), and nally (3) an astrophysically realistic background from a
simulated population of SMBHBs created by the holodeck *(Agazie et al., 2023d) simu-
lation package. To create a realistic simulation of the GWB, we must take into account the
evolution and merging of galaxies that host the SMBHs. The holodeck package uses a
semi-analytical model, which includes hyper-parameters for galactic merger time, galaxy
stellar mass function, galaxy close pair fraction, and SMBH mass - host galaxy relation to
get a differential number density of SMBHBs (Simon, 2017). The characteristic strain from
a population of SMBHBs is then calculated by McWilliams et al. (2012); Phinney (2001);
Sesana et al. (2008); Sampson et al. (2015)

Z Z Z

4
h(f)= dz dM d'N

499V dq dz din

h2(f ): (5.9)

Here, N is the total number of SMBHBs present within each bin of total mass M, mass
ratio g, redshift z, and log frequency Inf . Since we are dealing with discrete sources, we
must modify our integral to be a sum. The holodeck package uses a Poisson distribution
to estimate the number of binaries within a range of dz, dM and dgat eachdInf to cal-
culate the overall characteristic strain from individual sources as shown in Simon (2017);

Agazie et al. (2023d)

X 2
hg(f): P ON M g zin f f;;(f?;

(5.10)
M;q;z;f @M@q@@

where P indicates a random number drawn from a Poisson distribution with the mean
value given by the number of binaries in each bin of M, q, z, and Inf . For a large popula-

tion of sources, h? closely follows a power-law, as described in Eq. (5.3). However, when

https://github.com/nanograv/holodeck
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there the signal is dominated by a small number of discrete sources, there is a breakdown
of stochasticity and a subsequent deviation from power-law behavior: this can be due to
the signal being dominated by a single loud binary, or because the binaries are evolving

quickly at high GW frequency.

5.3 RESULTS

For all of our simulations, we use three models to reconstruct the PSD: a power-law, a t-
process, and a free spectrum. We show reconstructions of the PSDs using all three models
and compare to the injected GWB. For the power-law and t-process models, we also show
corner plots for the model parameter posteriors. This allows us to compare the recovered
parameter posteriors to the injected values, as well as explore the covariances between
model parameters.

For the t-process model, the parameters provide a way to measure deviations from
a power-law PSD. If there are no deviations present, the posteriors for  will peak at 1.
In order to assess the signi cance of deviations, we use the Hellinger distance (Hellinger,
1909) to compare the posteriors and priors. The Hellinger distance is a measure of the
similarity between two distributions: a Hellinger distance of 0 means the two distribu-
tions are the same and 1 means the two are completely different. Because there is a large
covariance between the logAy., 4w, and the ; parameters, instead of comparing the
prior and posterior distributions for the  j, we compare distributions for the power at a
given frequency f;. We construct convolved priors using the posteriors for logAg, and
and the prior on ;, then compute the Hellinger distance between these distributions and

the posteriors on the power at f;, according to Eq. (5.6).
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Figure 5.1: Reconstructed GWB PSD for power-law simulations using a t-process model
(blue), free spectral model (red), and power-law model (green). The violins and shaded
region show the 90% con dence interval. The injected PSD is shown as the black dashed
line. The standard power-law recovers the injected PSD the best, although all three mod-
els recover the injected PSD accurately at low frequencies.

5.3.1 Pure power law background

We generate simulated data sets containing a GWB described by a power-law PSD with

an amplitude of Ag, =2 10 *® and a spectral index of 4, = 13=3. This simulation can
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Figure 5.2: Combined posterior plot for all 50 simulations of logAgw, 4w and log ; for
the power-law recovery (blue) and t-process recovery (green). We see that the standard
power law recovers the injected amplitude and spectral index value very accurately. The
t-process is also able to recover the injected values, but underestimates the amplitude and
overestimates the spectral index. We also see thatlog ; is centered at O, implying there
is no deviation from a power-law PSD at that frequency. The other ; values not shown
have similar distributions, with increasing variance as we go to higher frequencies
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Figure 5.3: The log-PSD values (top) and the distribution of Hellinger distances for the
rst frequency (1.98 nHz) of the pure power law injection (bottom) of all 50 simulations.
The black curve indicates the convolution of the logAgw, 4w posteriors and the inverse
gamma prior. We see that the PSD is accurately recovered at the maximum PDF of the
convoluted prior, implying that there is no adjustment of the  ; parameter. This is the null
distribution of Hellinger distances (no deviations from the power law) and at 1.98 nHz
the 90% con dence interval is between 0.146 and 0.163.
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be thought of as a litmus test to see how the t-process model recovers the PSD when there
are no deviations present. For an ideal recovery, the t-process would nd the injected
amplitude and spectral index, and we expect the log ; posteriors to have maximum PDF
values at 0 8f;.

In Fig. 5.1 we present the reconstructed PSD at each frequency component for all three
models. We nd good agreement between the reconstructed PSDs using all three models
at low-frequencies: at higher frequencies, the reconstructed PSD using the free spectral
model has much larger variances compared to the other two because the reconstruction
is dominated by pulsar white noise. By design, the free spectral model does not assume
any relationship between power at different frequencies, whereas the power-law and t-
process models do. In Fig. 5.2, we present the posteriors of recovered parameters for
the power-law and t-process models. We nd that the power-law model best recovers the
injected values of log Ay, and , while the t-process slightly underestimates the amplitude
and slightly overestimates the spectral index. We also see that the posteriors of log ; are
recovered with maximum posterior values at 0, which is consistent with a pure power-
law PSD injection. For the other components, we also see alog ; distribution that is
centered close to 0, and as we go to higher frequencies, the variance of the distribution
increases.

In Fig. 5.3 we present the posterior of the log PSD (top) and the distribution of
Hellinger distances (bottom) of the rst frequency component (1.98 nHz) for all 50 simu-
lations. Across these simulations, the Hellinger distances range from 0.146 to 0.163 (90%
con dence interval), indicating that the posteriors are very similar to the priors.

Since this is the pure power-law simulation, the Hellinger distances we calculate can
be treated as a “null distribution,” i.e., the distribution of the Hellinger distances in the

absence of deviations from a power-law. We use these results as a metric for determining
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the signi cance of deviations from a power-law when analyzing our other simulations.

Our sensitivity to deviations varies as a function of frequency. The range of Hellinger
distances shown in Fig. 5.3 are typical for low frequencies up to 13.8 nHz. As we
move to higher frequencies, the signal is contaminated by pulsar white noise, resulting in
smaller Hellinger distances since the recovered posteriors are more similar to the priors.
The lowest Hellinger distance occurs at 16=Tgpan  1yr 1 where we are least sensitive to

GWs due to the Earth's orbital period.

5.3.2 Excess power at single frequency

In order to test how well we can characterize deviations from a power-law PSD, we gen-
erate simulations where the GWB follows a power-law PSD with a known value of excess
power at a single frequency. Such a feature could be produced by a single nearby circular
individual SMBHB, although the detection of such a source would require performing a
search using the appropriate deterministic signal model.

A search of the NANOGrav 15-year data set found no evidence of GWs from indi-
vidual SMBHBs in (Agazie et al., 2023e), but with longer baselines and more pulsars, we
expect the sensitivity of PTAs to improve to the point where a handful of sources will be
detectable (Rosado et al., 2015; Mingarelli et al., 2017; Bécsy et al., 2022). Excess corre-
lated noise could also be produced by common sources, such as error in the Solar System
ephemeris (Hobbs et al., 2012; Roebber, 2019; Vallisneri et al., 2020), as well as contribu-
tions from Solar wind (Tiburzi et al., 2021).

We generate the simulated data sets with a common process with an amplitude of
2 10 % and a spectral index of 13=3, then multiply the power at 5:93 nHz (the third
frequency component in our Fourier basis) by a factor of 10. In terms of the t-process

model, this correspondsto log ;=1 andlog ; =0 for i 6 3. This excess noise could be
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Figure 5.4: Reconstructed GWB PSD for excess power simulation using at-process model
(blue), free spectral model (red), and power-law model (green). The violins and shaded
region show the 90% con dence interval. The injected is shown in the black dashed line.
For these simulations, the PSD follows a power-law PSD with excess power at 5.93 nHz.
The t-process and the free spectral are able to recover the bump as well as the rest of the
injection, whereas the standard power law overestimates the amplitude of the entire PSD.
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Figure 5.5: Corner plot of all 50 simulations of the 3 frequency bump simulations. The
blue contours and histograms are for the t-process, while the green histograms and con-
tours are for the standard power law recovery. We can clearly see that the standard power
law model is completely skewed towards higher logA values, whereas the t-process cap-
tures the injected values, as well as recovers the deviation at 5:93nHz. We see that since
log 3 = 1:0, the t-process detects the presence of excess power. The othelog ; distri-
butions not shown here all peak around 0, and as we increase frequency, the variance
increases as well.
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Figure 5.6: The recovered log-PSD values (top) and the distribution of Hellinger distances
(bottom) comparing the 3f bump simulations in blue to the pure power law simulations
(null hypothesis) in red of all 50 simulations. The black curve indicates the convolution

of the logAgw, gw POsteriors and the inverse gamma prior. The posterior is overestimated
from the injected value but still presents a clear distinction from the prior, implying that
the 3 parameter is adjusted for the excess noise at 5.93 nHz. The null distribution has a
90% con dence interval between 0.114 and 0.184, while the excess noise simulations have
a 90% con dence interval between 0.182 and 0.201 at 5.93 nHz.
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caused by a feature of the background, or an unmodeled red noise process. An important
note here is the fact that the source of excess noise will likely be at a frequency different
than the bin center. PTAs have a nite frequency resolution in Fourier space ( f = Tspin)-
Any excess power within the frequency bin edges will be recovered at the bin centers our
PTA is sensitive to. When excess power is in between two Fourier bins, both bins see
an excess of power. In this toy-model case, we have chosen to inject the excess power at
the bin center so that the only one  parameter sees the deviation. We consider the case
where multiple Fourier bins are affected in Section 5.3.3.

In Fig. 5.4 we present the reconstructed PSDs for each of the three models for all 50
simulations. We nd that the t-process model accurately recovers the injected PSD. The
free spectral model accurately recovers the PSD at low frequencies, but at high frequencies
the spread in the recovered power is signi cant due to the presence of pulsar white noise.
The power-law model is not able to accurately recover the injected PSD because it cannot
recover the deviation at 5.93 nHz.

In Fig. 5.5 we present the posterior distributions for the parameters of the t-process
and power-law models. For the t-process model, we nd that the amplitude is slightly
underestimated while the spectral index is slightly overestimated, as was the case for the
power-law simulation (Fig. 5.2). We also nd that the posterior for log 3 hasamaximum
PDF value at 1, indicating that the magnitude of the deviation is accurately recovered,
while the posterior at log i1, where there is no deviation, has a maximum PDF value
at 0. In contrast, the power-law model overestimates both the amplitude and spectral
index in an attempt to t the excess power at 5.98 nHz. This shows that the t-process can
recover deviations without signi cantly biasing the recovery of logAg, and 4, unlike
the recovery with the power-law model. For all other frequency components, log ; peaks

close to 0 and the variance of each distribution increases as we go to higher frequencies.
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In Fig. 5.6 we present the posterior log PSD (top) and the distribution of Hellinger
distances (bottom) at the third frequency component (5.93 nHz) for all 50 simulations
(blue histogram). We compare these to the distribution of Hellinger distances from the
power-law simulations (red histogram). For the excess power simulations, the Hellinger
distances range from 0.182 to 0.201 (90% con dence interval), whereas for the power-law
simulations, the Hellinger distances range from 0.114 to 0.184 (90% con dence interval).
In 82% of the excess power simulations, the Hellinger distance falls outside the 90% con -
dence interval for the power-law simulations. From this, we conclude that we can use the
Hellinger distances to determine the signi cance of deviations from a power-law PSD. We
also show the posterior on the recovered power at 5.93 nHz (blue histogram) to the con-
volved prior (black histogram). We see the posterior differs signi cantly from the prior,

and has a maximum posterior value of -12.674, which is consistent with the injected PSD.

5.3.3 Astrophysically realistic GWB from SMBHB populations

In the previous subsections, we have shown how the t-process PSD can be used to recover
the GWB PSD for two types of simulations: one where the GWB PSD follows a power-
law PSD, and one where the PSD follows a power-law PSD with excess power at a single
frequency. While these tests show the effectiveness of thet-process, it is also important to
consider how the t-process would analyze realistic PTA data. In this section, we present
results from analyzing simulations where we generate the GWB using simulated popula-
tions of SMBHBs. We useholodeck to generate the GWB PSD, using hyper parameters
derived from astrophysical priors as were shown in Agazie et al. (2023d). The values
used to generate these simulations are listed in Appendix B. Unlike the previous set of
simulations, the GWB measured here is generated from many individual sources that are

at frequencies between the fourier bin edges, this leads to a more realistic case where
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Figure 5.7: Reconstructed GWB PSD for the holodeck simulations using a t-process
model (blue), free spectral model (red), and power-law model (green). The violins and
shaded region show the 90% con dence interval. The injected PSD is shown as the black
dashed line. The t-process model is best able to recover the injected PSD, while the free
spectral model and power-law model recover the injected PSD well at low frequencies
but not at high frequencies.
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Figure 5.8: Corner plots of all 50 holodeck simulations. The blue contours and histograms
are for the t-process, while the green histograms and contours are for the standard power
law recovery. The green and blue dashed lines indicate the 1 con dence interval. We see
that the both models recovery the same logA and gamma values, but the t-process can
also detect the presence of a deviation at27:7 nHz, which was seen in Fig. 5.7, whereas
the t-process cannot detect such a deviation. We also see that ;4 component searches over
more of the inverse gamma prior. The log ; distributions not shown here peak between
0.13 and 0.3, with increasing variance as we go to higher frequencies.
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Figure 5.9: The recovered log PSD (top) and the distribution of Hellinger distances (bot-
tom) comparing all 50 of the holodeck simulations in blue to the pure power law simula-
tions (null hypothesis) in red for the 14" frequency component (27:7 nHz), where a major
deviation from the power law occur. The astrophysically realistic simulations have a 90%
con dence interval between 0.022 and 0.457, whereasthe null distribution has a 90% con-
dence interval between 0.027 and 0.104. The bottom panel show the log-PSD posteriors
(blue) and the black curve indicates the convolution of the logAg,, gw posteriors and the
inverse gamma prior. At the this frequency component, the posterior tends to search over
the entire prior space, but we see a deviation for some simulations, which are able to de-
tect the presence of excess noise a27:7 nHz. Simulations with HD < 0.1 are the closest to
the prior, whereas simulations with HD > 0.1 display the bimodality of the posterior in
the bottom panel.
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binaries may lie between two different frequency bins contributing to both of them.

In Fig. 5.7 we present the reconstructed PSDs using thet-process, free spectral, and
power-law models. We see that the t-process accurately reconstructs the PSD across all
frequencies, including some of the higher frequencies that show deviations from a power-
law PSD. The free spectral model is able to recover the PSD at low frequencies but not at
high frequencies where pulsar white noise dominates. The standard power-law is able to
recover the PSD at lower frequencies, but fails to capture some of the deviations present
at higher frequencies.

In Fig. 5.8 we present the posterior distributions of the parameters for both the t-
process and power-law models for all 50 simulations. Both the t-process and power-law
models recover consistent posteriors for logAg, and g, although the posteriors from the
t-process model are signi cantly broader. For the t-process model, we also show the pos-
teriors of log ; and log 14. Thelog ; distribution peaks at 0, implying no deviations,
while the log 14 posterior shows a tail in the posterior that extends to high values, indi-
cating that there is some evidence of excess power at a frequency 0f14=Tgpan = 27:7 NHz.
Across all other log i, we observe a peak close between 0.13 and 0.3, and a larger spread
as we move to higher frequencies.

In Fig. 5.9 we present the posterior for log PSD (top) and the distribution of Hellinger
distances (bottom) at 27.7 nHz. While the posterior (blue histogram) and prior (black his-
togram) are very similar, we note that there is a second peak in the posterior that extends
beyond the prior. This comes from the fact that for some simulations the excess power
at this frequency can be recovered, leading to a prior that is peaked at higher values, but
for others it cannot. We also show the distribution of Hellinger distances compared to
the null hypothesis at 27.7 nHz. For the holodeck simulations, the Hellinger distances

range from 0.022 to 0.457 (90% con dence interval), while for the power-law PSD simu-
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lations, the Hellinger distances range from 0.027 to 0.104 (90% con dence interval). For
24% of the holodeck simulations, the Hellinger distance is outside of the 90% con -
dence interval for the power-law simulations, indicating that the deviation at 27.7 nHz
from a power-law is signi cant. The holodeck simulations show additional features in
the PSD at higher frequencies; however, the distributions of Hellinger distances at these
frequencies are very similar to the distribution of Hellinger distances for the power-law

simulations, indicating that these deviations are not signi cant.

5.4 CONCLUSIONS

PTA experiments around the world have published the rst evidence of a nanohertz GWB
which is broadly consistent with that predicted to be produced by a cosmological popu-
lation of SMBHBs. By measuring the GWB PSD, we can learn about the astrophysical or
cosmological sources producing it. In this paper, we used simulated PTA data to study
how a t-process PSD can recover the GWB. We considered three types of simulations:
(1) a pure power-law PSD, (2) a power-law PSD with excess power at a single frequency
component (which could be the result of the background, or an unmodeled red noise pro-
cess), and (3) an astrophysically motivated background from a simulated population of
SMBHBs. We have shown that the t-process is able to accurately recover the PSD for all
three simulation types. In addition, the t-process model provides a way to determine the
signi cance of any deviations from a simple power-law PSD.

We show that in all three different simulation types, the t-process is accurately able
to reconstruct the PSD of the GWB. In simulation set (1), it was able to recover the PSD,
but has some spread in its recovery due to the 30 extra parameters ( ;) which complicate
the model. In simulation set (2), the t-process was able to recover not only the amplitude

and spectral index but the excess of power at the third frequency component as well. In
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simulation set (3), the t-process was able to recover the PSD accurately at lower frequen-
cies, and was even able to detect deviations present at the higher frequency spectrum in a
few realizations. In contrast, the standard power-law model was only able to accurately
recover the PSD for all frequencies in simulation set (1). In simulation set (2), it overesti-
mated the PSD across all frequencies, and was not able to measure some of the subtleties
at the higher frequencies in simulation set (3). Across all three simulation types, the free
spectral model was able to accurately recover the PSD at lower frequencies, but due to
its model agnostic nature, was contaminated by the white noise oor, which signi cantly
reduces the information gained at higher frequencies (as is seen in Figs. 5.1, 5.4, and 5.7).
Furthermore, we were able to measure the signi cance of deviations measured from the
power-law by computing the Hellinger distances and comparing to the distribution of
Hellinger distances for the power-law simulations.

While the observed nanohertz GWB is consistent with predictions for a GWB gener-
ated by SMBHBS, there are many other possible cosmological sources. An important dif-
ference between a GWB produced by SMBHBs and cosmological sources is that a GWB
produced by SMBHBS is being generated by a discrete number of individual sources: this
causes some degree of anisotropy in the GWB (Agazie et al., 2023e) as well as affecting
the GWB PSD. In this paper, we have shown how we can use the t-process model to
reconstruct the GWB PSD and detect deviations from a power-law. With longer timing
baselines and better telescopes, PTA sensitivity will improve, allowing for more robust
spectral characterization of the common process spectrum. If or when deviations from
a power-law PSD arise, the t-process model will play a critical role in assessing their
signi cance and allow the community to ultimately assess whether the GWB source is

astrophysical or cosmological.
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CHAPTER 6
Frequentist analysis of continuous gravitational waves

This Chapter is based on on-going work with authors Gabriel Freedman and Sarah Vige-

land.

6.1 THEF, STATISTIC

Continuous waves (CWs) are GWs emitted by SMBHBs that have a strain that is larger
than the background and evolve in frequency on long enough time-scales that they are
considered to emit at a single frequency. In previous NANOGrav results (Aggarwal et al.,
2019a; Arzoumanian et al., 2023; Agazie et al., 2023c), there was found to be no evidence
of CWs from an individual SMBHB.

The F, statistic is a frequentist statistic to detect the presence of a continuous wave in
a PTA dataset. Both theF, and F statistic are based on calculations made for LIGO (Jara-
nowski et al., 1998), LISA (Cornish & Porter, 2007), and for PTAs Babak & Sesana (2012).
The formalism used currently was de ned in Ellis et al. (2012). The F statistic includes
both the pulsar- and earth-term in the timing residuals, has 2M degrees of freedom, where
M is the number of pulsars, and is an incoherent statistic (sum of squares).

It is set up similar to the F. statistic described in chapter 2 as it is derived from the

log-likelihood,

n =( tis) 5(si9) 6.1)

here, t are the measured residuals and s is the deterministic signal due to a continuous

wave.
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We start with the orbital frequency evolution and expand to the rst order in Taylor

series as shown in Ellis et al. (2012)

256, g- 38
(tp) = o 1 /M 591 5%, ; (6.2)

I 96 5=3 8=3h N i .
1o 1 gM o te LA+" P (6.3)

where ! ; is the initial frequency. When the evolution is slow, the pulsar term and the
earth term are essentially the same, this occurs when the condition

5 3=8

0 9—6|v| T L@+ " p) : (6.4)

is satis ed, where T is the total observing time span.
The signal s from a continuous wave source is represented as the sum of sines and

cosines for the pulsars

xe .
s ()= B Gi e i )BU(G o) (6.5)

i=1
where is the amplitude, is the inclination, is the polarization, g is the gravitational

N

wave initial phase, =1L (1+ P) + o isthe pulsar dependent phase, and ; are
the sky position for the source. The only intrinsic parameter is ! o. There are two terms
(sine and cosine) for the amplitudes by and the basis functions B' .

The amplitudes are given by

(L+cos® )(F*cos2 + F sin2 )(cos o cos )

by

90



+2cos (F"sin2 ) F cos2)(sin o sin ) ; (6.6)
b = (1+cos® )(F*cos2 + F sin2 )(sin o sin )

2cos(F"sin2) F cos2)(cos ¢ cos ) ; (6.7)

and the basis functions are simply,

1
Bl(t) = ?5”‘12! ot, (68)
=
0
B2(t) = I%coszot: (6.9)
0
The log-likelihood then becomes,
hd o 1
In = b (r jB") E(B'jBJ)h h (6.10)

i=1
here, the terms in the brackets are inner products as discussed in Chapter (2), such that
(xjy) = xN yT xN IT(TN TT+ 1) ITTN 1yT (from Eqn. 2.45). We can represent
the inner products as matrices P' = (r jB') and Q! = (B'jB/), and maximize the log-

likelihood to get the relationship b = Q; P!, where Q; = (Q") *. The matricesP' has
dimensions of Ntoa: 2,and Q' isa2 2 matrix.

Thus we get the maximized log-likelihood and the F statistic,

1 .
n = 5 PQP; (6.11)
=1
e ‘
2k, = P'Q; P; (6.12)
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here, the distribution is a chi-squared with degrees of freedom 2M and a non centrality of
2 = (gjs), in the case of a continuous wave, where is the S/N of the continuous wave.
Each frequency bin will follow the standard chi square distribution, except for bins with
a continuous wave, which will follow a non-central chi squared distribution. Since there
are 6 independent extrinsic variables per pulsar, and 2M equations, we need a minimum
of 6 pulsars to solve for all variables (Ellis et al., 2012).
For a set of 15yr PTA con gurations with white noise only, the expected distribution

is a chi-squared with 134 (2 67 pulsars) degrees of freedom, as shown in Fig. 6.1.

6.2 FALSE ALARM PROBABILITY

To determine the presence of a continuous wave, we make use of the false alarm prob-
ability (FAP). (Ellis et al., 2012; Jaranowski et al., 1998; Jaranowski & Krolak, 2000). We
show that the probability distributions for when the signal is absent (  pg) and present (py),

and intrinsic parameters are known are

n=2 1
Po(F) = meXp(F ): (6.13)
(n=4 1=2) p__
p(F;) = B (2
exp (F %2); (6.14)

where n is the degrees of freedom (2M ), is the signal-to-noise ratio, and | is the modi-
ed Bessel function of the rst kind.

The probability that F exceeds a thresholdF, when no signal is present is the FAP

92



A ny2 1Fk
Pe(Fo)=  po(F)dF =exp(F o) k—?;

Fo

(6.15)
k=0

but since we do not know the intrinsic parameters we must adjust the FAP values to
re ect the number of independent cells N, as shown in Ellis et al. (2012); Jaranowski &

Krélak (2000)

PE(Fo)=1 [1 Pe(Fol™; (6.16)

where in our analysis, N is the number of frequency bins over which we calculate the F,

value. This value gives us the probability the F exceedsFg in one or more bins.

6.3 NOISE MARGINALIZATION

In previous work (Arzoumanian et al., 2014; Aggarwal et al., 2019b) the F statistic was
calculated for only the noise maximized values from a Bayesian search. In Ellis et al.
(2012), the simulations were only created with only Gaussian white noise with or with-
out a continuous wave injected. With the detection of the GWB, we nd it necessary to
include both intrinsic red noise and the common process to get more accurate results for
the F, statistic. In Arzoumanian et al. (2023), only a Bayesian statistic was used due to
the lack of CURN support, and a noise-marginalized F, (NMFP) statistic was proposed,
similar to that of the noise marginalized OS (Vigeland et al., 2018).

The goal of this project is to get better results for the statistic using noise marginaliza-
tion to search for the presence of continuous waves, and comparing these distributions to

the noise maximized values.
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6.4 SIMULATIONS

We create simulations using NANOGrav's suite of packages including libstempo
enterprise , and enterprise_extensions . We create simulations for different
types of PTA con gurations using NANOGrav's 15yr dataset with 67 pulsars (i) white
noise (ii) white noise and intrinsic red noise (iii) white noise, intrinsic red noise, and a
common process (iv) three different con gurations of a white noise, intrinsic red noise,
common process, and a continuous wave (low, medium, and high S/N). We are particu-
larly interested in how a GWB could affect the distribution of the  F, statistic. The injected
red noise parameters are given in Table C.1.

Since each independent frequency bin should follow the non-central chi-squared dis-
tribution, it is necessary to have a distribution at each frequency of all the F values, al-
lowing us to t for the expected distribution and nd the non-centrality parameter, thus
giving us the S/N of a continuous source.

For the CW injection we use the most sensitive sky position as given by Agazie et al.
(2023c) with parameters given in Table C.2. Using (sjs) = 2, we get S/Ns of =
3:87,5:39,9:01, which gives us a non centrality of 2' 15,2981

6.5 RESULTS

We used libstempo  to create the three different con gurations of simulations. We then
run a Bayesian analysis using PTMCMCSampler Then we calculate the F, values using
fastfp ! created by Gabriel Freedman for quick and robust calculations. Across all sim-
ulations we analyzed 50 frequency components and beyond this, the F, values became
much larger and spread out. As we increase the number of frequency components, the

covariance matrix becomes much largeras has2 N; components.

https://github.com/gabefreedman/fastfp
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To analyze our results we present violin plots of the mean of 20,000 NMFP values
of rst 50 frequency bins (the number of modeled components for the red noise) for 50
simulations of each con guration. We found that the median and the mean value agree
with each other. We compare the means of the NMFP values to the maximum likelihood
(from the Bayesian run) noise parameter F, values (MLFP).

To compare the mean NMFP value for each simulation and frequency across different
red noise parameters and the MLFP, we plot the fraction of simulations that fall outside
of the 90% con dence interval (5% F , 95%). We also take the fraction of the mean
percentile value of NMFP across our noise realizations to the percentile value of MLFP for
each simulation across the frequency bins. We then show the violin plot of the fraction
of the two percentiles. A value larger than 1 implies that the NMFP recovers a higher
Fp value, and a value below 1 implies that the MLFP recovers a higher F, value. There
is a subtle difference between taking the percentage of the mean NMFP value across 50
frequencies and taking the mean percentage of the NMFP values across all simulations
due to the fact that the percentage distribution is bounded.

We also show the P{ (F) value for the 50 independent frequencies (N, = 50). FAP
values closer to 1 imply no continuous waves, and smaller values give the odds of a
continuous waves not being present. In Aggarwal et al. (2019b), a threshold FAP value of
10 4 was set, which would imply 1 in 10,000 odds of the signal being false. To meet this

detection criterion set by of Pf (Fp) 10 * we need a value of 2F, 223

6.5.1 WN

Similar to Ellis et al. (2012), we created 10 simulations of simple white noise PTA con gu-
rations. In Fig. 6.1 we show a histogram of all 10 simulations, each with 150 frequencies.

The histogram follows the expected central chi-squared distribution with 134 degrees of

95



Figure 6.1: The blue histogram shows the 2F, values for 10 simulations of the 15yr dataset
with only white noise injected, marginalized across 150 frequency bins. The orange curve
is the expected chi squared distribution with zero non-centrality and the black dashed
line is the expected degrees of freedom.

freedom. Since the simulaions contain a xed value of the white noise, noise marginaliza-

tion is not possible. With such a plot, we do not gain any information of the distributions

at individual frequencies.
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Figure 6.2: (Left) The violin plots for the mean NMFP (blue) and MLFP (orange) values
of 50 simulations with white noise and intrinsic red noise as a function of frequency.
(Right) The histograms for the 2F, values as compared to the expected central chi-squared
distribution with 134 degrees of freedom.

6.5.2 WN+IRN

In Fig. 6.2 we show the violin plots of the 2F, values as a function of frequency for both
the mean NMFP (blue) and MLFP (orange) values in the left panel. In the right panel
we show the histograms for each frequency and compare it to the expected chi-squared
distribution with 134 degrees of freedom. We see that for the case of no common process
or continuous waves, we found that across all frequencies which were modeled for the
Fourier components of the red noise, the 2F, statistic follows the expected chi-squared
distribution with non-centrality of zero.

In Fig. 6.3 we plot the fraction of simulations outside the 90% con dence interval of
the expected null distribution. We compare the mean NMFP value for each simulation
to the MLFP values and nd that the two methods are comparable, although the MLFP
slightly underestimates the F, value. At high frequencies, more NMFP values lie above

the 95% con dence interval. In Fig. 6.4, we plot the fraction between the mean percentage
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Figure 6.3: The plots for fraction of simulations with white noise and intrinsic red noise
outside the 90% con dence interval of the expected chi squared distribution. The top
panel shows the fraction of simulations below the 5% con dence interval and the bottom
panel is the fraction above the 95% con dence interval. We compare the mean of the
NMFP values (blue) to the MLFP values (orange).

of NMFP values and the MLFP percentages as a function of frequency for each of the
simulations. We see that overall the values are larger than 1, implying that the NMFP
recovers higher percentages. However, the values are less than 10 and above 0.1, meaning
that both methods are still comparable and neither gives a false positive detection.

In Fig. 6.5 we show the PJ (F,) values for 50 independent frequencies (N in Egn.
(6.16)). We see that the results are on the order of10 * or higher, which implies no detec-

tion, and is in agreement with our simulations.
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Figure 6.4: Violin plot of the fraction of mean NMFP percentages to the MLFP percentages
for simulations with white noise and intrinsic red noise. Values around 1 imply that the
two methods recover similar percentages.

Figure 6.5: FAP value for the mean NMFP values for 50 simulations with white noise and
intrinsic red noise, where N. = 50.
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