
Psychology exceptionalism and the multiple discovery of the replication crisis 
 
 
Multiple accounts of the replication crisis identify psychology, and in particular social 
psychology, as the de facto face of the crisis. Commentators largely seem to agree that 
psychology occupies a unique position in the crisis, even while they disagree on whether it does 
in fact have more serious methodological problems than other fields or whether it merely appears 
to have more problems. Daniele Fanelli (2010), for example, argues that problems of publication 
bias are indeed more serious in psychology than they are in other fields, as evidenced by the 
higher proportion of positive findings (that is, results that support the authors’ hypothesis) in 
psychology journals. Andrew Gelman (2016b), in contrast, argues that the crisis is not actually 
worse in psychology, but that it seems worse because of factors such as the popular appeal of 
stories about psychology.  
 
In this paper, we draw attention to an asymmetry in these portrayals of psychology’s position in 
the replication crisis: while there are many thoughtful commentaries linking the current crisis to 
the specificity of psychology’s history, methods, and subject matter, there are relatively few 
explorations of the similarities between psychology’s position in this crisis and the positions of 
other fields. Many commentators are quick to point out that psychology is not exceptional with 
respect to failures to replicate, but in most cases these comparisons constitute only a few quick 
sentences or citations, with little elaboration on what exactly is shared between fields or how it 
came to be that multiple fields seemingly found themselves in crisis at the same time. Some 
commentators use the existence of shared crisis only as a backdrop for illuminating what is 
unique about psychology; others gesture towards the existence of replication problems elsewhere 
as a way of remediating psychology’s public image, or to point out the potential relevance of 
their own intervention for other fields. The result of this asymmetry is what we call a narrative of 
“psychology exceptionalism” that over-emphasizes psychology’s uniqueness with respect to the 
replication crisis and leaves transdisciplinary patterns unexamined.  
 
We aim to rebalance this narrative by examining the emergence and evolution of replication 
discussions in psychology alongside their emergence and evolution in biomedicine. To frame our 
analysis, we draw on Robert Merton’s (1961) discussion of “singletons” and “multiples” in 
scientific discovery and apply it to the nearly simultaneous “discovery” of a replication crisis in 
both fields. Just as Merton aimed to resolve the seeming incompatibility between accounts of 
scientific discovery that emphasized the role of individual genius with accounts emphasizing the 
importance of social and institutional context, we aim here to make visible the common concerns 
shared across disciplines without losing sight of the aspects of psychology that are indeed 
unique. 
 
In the first half of the paper, we elaborate on the narrative of psychology exceptionalism and 
show how existing historical analyses of the replication crisis further contribute to the impression 
that psychology’s crisis is largely disconnected from what has transpired in other fields. In the 
second half, we describe the results of a mixed-methods analysis of articles discussing 
replication and examine how replication discussions have evolved over time. This analysis 
reveals that, even from the very early years of the crisis, psychologists and biomedical scientists 
were discussing similar themes to similar extents. Bringing these similarities to light opens up 



new research questions about potential underlying factors that have contributed to the formation 
of this transdisciplinary consensus about the major problems facing scientists in the 21st century. 
 
Methods 
 
We chose to compare the replication crisis in psychology with that of biomedicine because of the 
similarities in their historical timelines, in the extent of attention devoted to replication issues in 
these fields in both the popular and scientific literature, and in the extent of the reforms 
implemented. In both fields, replication/reproducibility issues attracted attention in the years 
2011 and 2012, and this attention rapidly translated into major policy initiatives such as the 
creation of the Center for Open Science (Nosek & Spies, 2013), NIH-wide changes to the 
granting process (Collins & Tabak, 2014), and policy reforms at multiple major journals 
(“Announcement,” 2013). While replication issues have been a subject of discussion in many 
other fields as well (e.g., computer science, economics), the differences in timelines, the extent 
of discussion, and the extent of reforms presents more challenges for identifying 
transdisciplinary patterns. 
 
To conduct our analysis, we assembled a data set of English language articles on replication in 
psychology and biomedicine using a maximum variation sampling strategy, a purposive 
sampling strategy that is especially appropriate for understanding how different organizations or 
groups of people view a topic (Patton, 2014). Based on the existing literature on similarities and 
differences in replication discussions (e.g., Stodden, 2013), we aimed to maximize variation in 
terminology and audience, in addition to variation in the two disciplines selected for our analysis. 
We searched four databases (PubMed, Web of Science, LexisNexis, and ProQuest) using a 
variety of search terms ({“replica*”, reproducib*”, “irreproducib*”, “rigor*”, “credib*”, 
“valid*”} in combination with {“crisis”, “problem”, “issue”}), discarding the articles retrieved 
on unrelated topics (e.g. DNA replication) and from other disciplines (e.g., computer science). 
Given the inherent difficulties in drawing boundaries around biomedicine and psychology, we 
erred on the side of generosity in curating our data set, only excluding articles on the basis of 
discipline when they had little plausible connection to either psychology or biomedicine. In 
instances where search strings produced many results and could not be feasibly narrowed, we 
sampled purposefully to maximize heterogeneity across: 1) author type (e.g. scientists, 
journalists, members of the general public); 2) article type (e.g. scientific articles, newspaper 
articles, blog posts); 3) publication dates; and 4) country of publication. When new search 
combinations revealed few novel articles, we stopped searching.  
 
To further maximize heterogeneity in our data set, we conducted a second round of searching to 
maximize types of articles that were rare in our initial sample: articles published before 2014, 
articles published in online venues and aimed at popular audiences (e.g., as blog posts, or in 
online magazines such as Slate), non-US articles, political opinion articles, conference 
proceedings, and white papers from professional societies. We searched for those rare article 
types by following links/citations to earlier publications within the articles we had collected, 
searching for earlier publications by the authors already identified, or searching for media 
coverage of key events that took place prior to 2014. This search process resulted in a total data 
set of 464 articles. We refined the data set by excluding some article types (hearing transcripts, 
press releases, research articles that outlined technical solutions but offered little commentary on 



replication issues), to select for articles that offered longer and more detailed commentaries on 
replication for our qualitative analysis. The final data set contained 353 articles. A descriptive 
analysis of this data set is available Nelson and colleagues (forthcoming), and complete 
bibliographic information for the data set (including the articles excluded from the analysis) is 
available at: https://www.zotero.org/groups/2532824/reproducibility-ca. 
 
Using grounded theory methodology (Charmaz, 2006), we developed a coding scheme to capture 
the themes present in the articles. N.C.N., K.I., and J.C. each independently selected a random 
sample of 15-25 articles from our data set and created a list of the themes present in those 
articles. We compared our lists, noting common themes and generating broader umbrella themes 
that summarized more specific themes. We refined these thematic codes until 1) our codes 
covered most of the themes that could reasonably arise in our articles, and 2) each code was 
specific enough to reveal meaningful trends in code frequency patterns, but general enough to 
apply to common ideas across articles. This process resulted in a scheme focused on four areas: 
what the authors saw as 

1) the signs that there is a replication crisis (e.g., failures to replicate a high-profile 
finding, or an action taken by the NIH);  
2) the sources of the crisis (e.g., poorly standardized reagents, or misaligned incentives in 
academic research),  
3) the solutions to the crisis (e.g., greater transparency in data and methodology, or 
increased training in statistical methods); and  
4) the stakes of the crisis (e.g., public loss of confidence in science, or the potential for 
public policy to be built on faulty foundations).  

Once this coding scheme was developed, N.C.N., K.I., and J.C. then coded the entire data set 
afresh, using a random number generator to assign coders to articles. For the purposes of later 
calculating inter-rater reliability scores, 53 of these articles (randomly selected but distributed 
evenly throughout the data set, to account for potential drift in our application of the codes over 
time) were assigned to and coded by all three researchers. Only codes reaching an inter-rater 
reliability Kappa score of 0.60 or above (McHugh, 2012; Viera & Garrett, 2005) were included 
in the next stage of analysis. The full coding scheme, including the description of each code and 
examples of the type of discussion included under that code, is available as an appendix in 
Nelson and colleagues (forthcoming), as well as on Github: . 
 
In the first half of this paper, we present representative quotes to illustrate the themes resulting 
from this qualitative analysis. In in particular, we focus on how authors described the signs and 
sources of replication troubles, since these themes are most helpful for understanding how 
existing accounts explain the emergence of replication crises in psychology and biomedicine.  
  
In the second half of the paper, we use subset correspondence analysis (Greenacre, 2017) to 
analyze dimensions of difference in the themes and how these differences changed over time. 
Correspondence Analysis (CA) is a dimension reduction technique, akin to principle component 
analysis but appropriate specifically for qualitative variables (like the presence or frequency of 
codes). It has a long history of being developed around and used for the quantitative analysis of 
qualitative data (Desrosières, 2012; Greenacre, 2017). CA is appropriate for a maximum 
variation sampling frame if spatial relationships are interpreted as describing the bounds and 



features of the discursive landscape, rather than as an attempt to make inferences about the 
prevalence of themes in a more general population.  
 
Subset correspondence analysis is an application of multiple factor analysis, a generalization of 
CA that allows analysts to group the data into subsets and analyze these subsets within a shared 
frame of reference (running a separate analysis for each group would result in values for each 
subset being recalculated with respect to each submatrix, making them more difficult to 
compare). For our subset correspondence analysis, we analyzed a matrix of the percentage of text 
devoted to each thematic code in each article, treating the codes as individuals and the articles as 
observations of individuals over time. We excluded articles published before 2011 (n=18) and 
grouped the remaining articles into four groups by year of publication: 2011/12 (n=39), 2013/14 
(n=46), 2015/16 (n=104), and 2017/18 (n=146). One important element of subset CA is that this 
technique gives equal weight to each group, meaning that in this case the groups 2017/18 and 
2011/12  are weighted equally even though the former contains over three times the number of 
articles as the latter. We chose to group the publications into two-year subsets rather than one-
year subsets, because the additional granularity provided by smaller subsets did not reveal any 
additional patterns in how authors addressed themes over time. Based on a scree plot of the 
variance explained per dimension, we chose to interpret the first two dimensions of the analysis. 
The subset analysis was implemented using the Multiple Factor Analysis function of the 
FactoMineR program (Lê et al., 2008). The data and R scripts used for analysis are available at: 
https://github.com/nicole-c-nelson/reproducibility-CA. 
 
In our analysis, we deliberately avoided classifying articles as belonging to biomedicine, 
psychology, or particular subsets of psychology (e.g., social psychology). Rather than making a 
priori assumptions about the boundaries between disciplines, the relevance of discipline for 
replication discussions, or even that there is a clearly defined boundary between disciplines (as 
psychology exceptionalism would suggest), we focused on the empirical differences that 
emerged through our analysis. However, in order to locate discussions that specifically refer to 
psychology in our data set, we counted instances of the word “psychology” (and stemmed/related 
terms such as “psychologist” and “psychological”), and calculated mentions of psychology as a 
percentage of the total number of words in the article (including the references). This measure of 
the frequency with which authors use the term “psychology” (and/or cite articles with 
“psychology” in the title or journal name) provides an indirect measure of the degree to which 
authors discuss replication issues alongside psychology as a field. Since the distribution of 
mentions of psychology was highly skewed, we log transformed the data (with plus-1 padding) 
to allow for a more readable visualization. 
 
 
Replication and psychology exceptionalism 
 
The narrative of psychology exceptionalism in the replication crisis is not so much a coherent 
narrative as it is an eclectic collection of arguments that seek to answer the same question: why 
does psychology seem to play an outsized role in the replication crisis? Psychologists and 
commentators of the field have tended to answer this question in three different ways. 
  



One set of responses focuses on psychology’s institutional structure and status as a scientific 
field. In his essay on why the crisis appears worse in psychology, statistician and so-called 
“firebrand” of the crisis (Huston, 2019) Andrew Gelman (2016b) argues that psychology is more 
“institutionally open” to outsiders’ input than other scientific fields. Experimental data is often 
available for re-analysis, and collecting new data is typically not prohibitively expensive or 
reliant on specialized equipment. Gelman argues further that the topics psychologists deal with 
are accessible, both in subject matter and methodology, to non-scientific audiences. Since the 
ubiquity of pop psychology has already placed psychology in the public eye, failed replications 
of pop psychology “facts” are natural topics for further media coverage. This institutional 
openness contributes to longstanding anxieties about the status of psychology as a legitimate 
science. Some have argued that the replication crisis appears worse in psychology because 
outsiders are inclined to assume that psychology is not a “real science” anyway (Ferguson, 
2015), while others have argued that psychology is only a less “mature” science, and that it 
suffers more replication failures because it lacks the kind of well-developed theory found in 
harder sciences such as physics (Klein, 2014). 
  
Another set of explanations focuses on psychology’s objects of study and over-reliance on 
particular statistical methods. Gelman (2016b) argues that psychologists have both 
methodological sophistication and “naïve trust” that adhering to standard methods will secure 
objective knowledge—a description akin to what David Bakan (1969) memorably described as 
“methodolatry.” Others, like Nick Brown, contend that psychologists depend too heavily on rote 
use of null hypothesis testing and p-values without sufficiently deep statistical understanding. As 
Brown put it in a media interview, “Psychologists run a mile in the face of statistics, most don’t 
know how to interpret p-values correctly, and many psychologists see numbers as a necessary 
evil” (Rhodes, 2016). Gelman (2016b) and Matti Heino and colleagues (2017) argue that 
psychologists must employ highly sophisticated analyses of latent mental constructs, which are 
very challenging to study empirically. In this same vein, some frame psychology’s mistakes and 
overturned findings as unsurprising, given that it is a young science studying one of the most 
complicated phenomena, the human mind (Resnick, 2016). Another, less common variant of the 
argument for why psychology’s subject matter draws scrutiny in the replication crisis is as 
follows: because psychology is the study of human behavior and bias, people naturally turn to it 
for appropriate measures to combat the sloppy behavior and bias impacting scientific 
methodology (Funder, 2014; Morawski, 2020). 
 
Indeed, many commentators claim that psychologists have been doing the most to actively 
address the crisis. This is the final, somewhat self-serving explanation offered for why 
psychology occupies a prominent place in discussions about replication. Psychologists have 
conspicuously and proactively implemented new policies to mitigate irreproducibility and 
increase rigor (Kidwell et al., 2016; Klein et al., 2014; Leif, 2015; Woolston, 2015), making the 
discipline the subject of not only negative but also positive attention as scholars look for models 
of solutions. Paul Bloom (2016) argues in his Atlantic article psychology may be “Patient Zero” 
for the replication crisis, but that “there’s value to this sort of public exposure” because 
“psychology can lead the way” in educating non-scientists about how science works. Christopher 
Ferguson (2015), who is largely critical of psychology’s initial reaction to replication problems, 
argues that “by taking the lead on issues of transparency, replication, and falsification 
[psychologists] can demonstrate [their] field’s commitment to fundamental and nonnegotiable 



elements of any science” (p. 538). Brian Nosek and Stephen Lindsay (2018) have similarly 
argued that “psychological sciences are leading the way in initiating [pre-registration] and 
evaluating its effectiveness for improving research practices.”   
 
There is room to argue around the edges of these explanations—for example, about whether 
psychology is in fact more institutionally open or committed to reform than other fields—but that 
is not our goal here. Rather, we aim to draw attention to how these commentaries legitimate the 
impression that there is something unique about psychology’s position in the replication crisis. 
Many commentators acknowledge that their positions as individuals who have been deeply 
involved in the field of psychology (whether as practitioners, critics, or historians) may have 
influenced their perception that psychology has played an outsized role, leaving open the 
possibility that this impression is an artifact of their positionality. But by providing numerous, 
detailed arguments about how psychology differs from other fields experiencing replication 
crises, commentators contribute to the reification of psychology exceptionalism as a legitimate 
phenomenon to be explained. With so many answers in place explaining psychology’s 
uniqueness, it becomes more difficult to question the question itself. 
 
 
Narrating the origins of psychology’s crisis 
 
Historical narratives of the replication crisis in psychology further contribute to an impression of 
psychology exceptionalism by creating a genealogy of events and personalities that shares little 
in common with other fields. This is true of the histories offered by psychologists, psychology’s 
critics (e.g., Gelman), and by historians and philosophers of psychology. To illustrate our 
argument, we analyze a historical review article written by psychologist and philosopher Brian 
Earp and social psychologist David Tramifow (2015), which highlights key events that are 
present in many others’ histories of the current crisis. We focus here historical retellings of the 
first few years of the crisis rather than more recent events, because these early years are most 
helpful for understanding how psychologists view the emergence of the crisis. 
 
Earp and Tramifow’s (2015) history identifies two events in 2011 as the triggers for the 
replication crisis in psychology. First was the confession of well-known Dutch psychologist 
Diederik Stapel, who admitted to having fabricated the data underlying nearly a decade’s worth 
of published work. The case attracted international news media attention (Carey, 2011; Wicherts, 
2011), but what Earp and Tramifow argue was “unsettling” for many in the community was the 
fact that his fraud had gone undetected by colleagues and peer reviewers. The incident raised 
questions about the field’s capacity for detecting errors and correcting the published literature, 
and these concerns grew more intense with the 2012 publication of a survey on “questionable 
research practices” in psychology (John et al., 2012). Although this survey suggested that 
outright fabrication of data was rare, it indicated that many other borderline practices were 
surprisingly common in psychology. 
 
The second event Earp and Tramifow point to is the publication of psychologist Daryl Bem’s 
(2011) paper “Feeling the future”, which presented evidence suggesting that people could 
anticipate evocative stimuli before they actually happened (such as the appearance of an erotic 
image). Once again, popular media coverage poking fun at this study attracted psychologists’ 



attention (e.g. a Scientific American article which dubbed the phenomenon “extrasensory 
pornception”; Shermer, 2011). Earp and Tramifow argue that what seemed worrisome about this 
incident was that Bem had used experimental designs and statistical techniques to arrive at his 
conclusions that were considered standard in psychology, indicating that something was amiss 
with the methods themselves. An article which appeared just a few months after Bem’s 
publication seemed to confirm this fear. As if written with the Bem paper in mind, Simmons and 
colleagues (2011) presented their own seemingly impossible finding to illustrate the problem of 
“undisclosed flexibility” in data collection: a study demonstrating that listening to the song 
“When I’m Sixty-Four” made people younger (that is, participants’ average self-reported 
birthdate, collected after listening to the song, was significantly lower than the self-reported 
birthdates from those listening to control songs). This study persuasively demonstrated to the 
psychology community that their standards for data collection, analysis, and reporting were 
flexible enough that almost any study could produce a significant finding. 
 
Earp and Tramifow conclude their history by connecting the present crisis in psychology to a 
deeper history of crises in the field. Quoting their colleague Roger Giner-Sorella (2012), they 
write:  
 

“Crises” of one sort or another “have been declared regularly at least since the time of 
Wilhelm Wundt”— with turmoil as recent as the 1970s inspiring particular déjà vu. Then, 
as now, a string of embarrassing events—including the publication in mainstream 
journals of literally unbelievable findings—led to “soul searching” amongst leading 
practitioners. Standard experimental methods, statistical strategies, reporting 
requirements, and norms of peer review were all put under the microscope; numerous 
sources of bias were carefully rooted out. (Earp & Trafimow, 2015, p. 5) 

 
Their article neatly summarizes a story about the emergence of the replication crisis in 
psychology that is repeated in many other accounts. For example, in a blog post describing what 
the emergence of the crisis looked like from his perspective, Gelman (2016a) likewise identified 
the publication of Bem’s paper and Simmons and colleagues’ paper, and the Stapel case, as 
turning points in his thinking. Gelman also likened the present-day controversy to debates in the 
1960s and 1970s about experimental design in psychology. In their retrospective article on the 
replication crisis, Leif Nelson, Joseph Simmons, and Uri Simonsohn (2018) again identify Bem’s 
article, the Stapel case, and their own publication as precipitating events, and add two additional 
events to the list: Stéphane Doyen and colleagues’ (2012) report of their failures to replicate 
priming effects, and the Open Science Collaboration’s (2012) announcement of their intention to 
systematically replicate findings in psychology. Nelson and colleagues (2018) connect their work 
on false positive psychology back to longstanding discussions about the “file drawer” effect 
(Rosenthal, 1979) and the seeming overabundance of statistically significant findings in the 
literature. And in her recent work on the replication crisis, historian Jill Morawski (2020) 
similarly links contemporary replication discussions back to a slightly different set of debates in 
the 1960s about experimenter effects.  
 
Seen through these narratives, the replication crisis looks like a fresh iteration of a long-
established pattern in psychology, triggered by a few quite recent, psychology-specific events. 
This is a history that has few, if any, points of overlap with the stories told by scientists from 



other disciplines about the origins of the replication crisis. This is not to say that commentators 
are writing in a deliberately exclusionary way about the replication crisis. Earp and Tramifow 
preface their narrative by noting that “[the crisis] is rippling through biomedicine and other fields 
as well,” but continue on to say that they will focus on psychology “if for no other reason than 
that the present authors have been closer to the factors on the ground” (Earp & Trafimow, 2015, 
p. 4). These histories provide valuable insight into how those positioned in the field of 
psychology experienced the emergence of the crisis, and into how to locate the present crisis 
within a longer history of methodological dispute that is unique to psychology. What these 
narratives cannot account for, however, is how it is that scientists in other disciplines also found 
themselves in crisis at nearly the same time, and why (as we will demonstrate) there was so 
much continuity in the way that problem was framed across biomedicine and psychology. 
  
 
The “multiple discovery” of the replication crisis 
 
In his essay on “singletons” and “multiples” scientific discovery, Robert Merton (1961) argued 
that we should consider the multiple discovery of scientific phenomena to be the rule rather than 
the exception. In Merton's view, analysts had largely treated instances of multiple discovery, 
such as the independent invention of calculus by both Newton and Leibniz, as historical 
curiosities. Even though it had long been known that there were hundreds of documented cases 
of multiple discovery (Ogburn & Thomas, 1922), scholars had devoted very little attention to 
theorizing about them.  
 
Merton (1961) attributed this lack of interest in multiples to a longstanding tension between 
“great man [sic] of genius” accounts that made multiple discoveries seem implausible, and 
socially determinist accounts that made multiple discoveries seem inevitable. Although Merton 
argued that this was a false dichotomy, his work has largely been interpreted as an argument for 
attending to the context and conditions under which scientific discoveries become possible—
what Dean Keith Simonton (1979) has memorably called the “zeitgeist theory of creativity.” 
Harriet Zuckerman (1989) interprets Merton’s contribution somewhat differently, framing his 
interest in multiple discovery as part of his longstanding interest in how scientists choose which 
problems they will work on. Zuckerman argues that one of the important interventions of 
Merton’s early work was to demonstrate how external factors (such as religion, economic 
factors, or military needs) could both directly and indirectly shape problem choice in science. His 
framework made it easier to understand why many scientists would be working in similar areas 
at similar times, thereby increasing the chances of multiple discovery. 
 
The replication crisis is not a “discovery” in the usual sense of a positive contribution, but as it 
emerged seemingly independently but simultaneously in multiple locations, it fits well in 
theoretical discussions of multiple discovery. Even though the genealogies of this crisis in 
different fields appear quite distinct, describing different precipitating events, institutions, and 
thought leaders, there are nonetheless strong parallels between the stories of crisis in both fields. 
For biomedical scientists, 2011 and 2012 were also important years: it was in these years that 
two groups of scientists from the pharmaceutical companies Bayer and Amgen reported their low 
rates of success in replicating results from the biomedical literature (Begley & Ellis, 2012; Prinz 
et al., 2011). Media coverage of these failures to replicate is also important to biomedical 



scientists’ stories: a Wall Street Journal article discussing the Bayer study at length (Naik, 2011) 
and a later Economist article discussing both pharmaceutical companies (“Trouble at the Lab,” 
2013) feature in many narratives. And finally, high profile cases of fraud were also occurring in 
biomedicine during these same years: the case concerning cancer researcher Anil Potti, who was 
accused of falsifying microarray data, was making headlines in 2011 after Duke University 
placed Potti on administrative leave and Potti resigned in response in late 2010 (“An Array of 
Errors,” 2011; Tracer & Doherty, 2010). 
 
Rather than treating these parallels as mere coincidence, the literature on multiple discovery 
suggests that we should ask why replication and the trustworthiness of published findings 
seemed to be worthwhile problems to discuss to many scientists in varied disciplines at this 
particular moment in time. Certainly, the particularities of psychology and biomedicine matter 
for understanding why a crisis narrative took hold more readily in those fields. However, the 
narrative of psychology exceptionalism, with its nearly exclusive focus on those particularities, 
makes it difficult to describe the “zeitgeist” that might be driving these discussions across fields.  
 
As we have shown so far, close reading is a useful technique for making differences visible. 
Attending to how each author describes the events that led them to believe there was a crisis 
points to elements that are unique to specific fields. It is more difficult, though, to gain an 
expansive view of the social and historical factors shaping the choice of replication as a problem 
worthy of discussion from within the confines of individuals’ accounts, since these accounts are 
shaped by field-specific perspectives. A convincing explanation of the mechanisms at work here 
would need to analyze institutions as well as individuals, as Merton does.  
 
However, looking at similarities and differences in the themes authors address when telling the 
story of the replication crisis can reveal patterns across disciplines that provide some suggestive 
hints about the shared historical, cultural, or institutional factors driving these discussions and 
reforms. By looking at the themes addressed in the replication crisis narratives presented in these 
335 articles, some similarities begin to emerge. We turn next to the results of our mixed-methods 
analysis of replication articles, and conclude with some thoughts on factors that could account 
for the “multiple discovery” of the replication crisis. 
 
 
Visualizing the replication crisis through correspondence analysis 
 
CA biplots use spatial relationships to visualize variation between the rows and between the 
columns of a matrix—in this case, between coded themes and between articles. Themes found 
near the center of the plot are ones that have less variation, meaning that everyone (or more 
rarely, no one) is discussing those themes. The further away a theme is from the origin, the more 
variation there is in how authors treat that theme—some may devote significant attention to it, 
while others devote very little. Articles which appear close together have similar profiles, 
meaning authors devote similar amounts of space to similar themes in those articles. The closer 
an article appears to the center of the plot, the more closely it resembles the mean article profile 
for all articles in the sample. The analyses by row and by column can be displayed together on 
the same plot (hence the name biplot) to visualize the relationship between those two elements. 
In this visualization, articles are located near the themes to which they devote more attention.  



 
The first two dimensions of our overall analysis capture approximately 16.5% of the variance 
(Figure 1). Dimension 1 separates the themes reagents, Amgen or Bayer studies, and 
government/NGO actions from Bayesian statistics, p-values, and sample size and power. The 
articles on the positive side of Dimension 1 axis belong to a conversation that is likely familiar to 
many readers of this journal: one focused on the problems of over-reliance on null hypothesis 
significance testing, how the prevalence of small, underpowered studies compounds these 
problems, and the potential for Bayesian approaches to remedy problems associated with 
frequentist statistics. The articles on the negative side of Dimension 1 axis focus on problems 
with the specificity of off-the-shelf antibodies and mislabeling/contamination of cell lines 
(especially cell lines commonly used in cancer research). These discussions are associated with 
discussions of the aforementioned papers by scientists at Amgen and Bayer describing their 
difficulties in replicating results from the preclinical cancer research literature (Begley & Ellis, 
2012; Prinz et al., 2011). Discussions of actions taken by government funding agencies and non-
governmental organizations are also associated with these themes, because of early steps taken 
by the National Institutes of Health (NIH) to address reagent problems specifically and 
reproducibility/rigor problems more generally (as we discuss in more depth below). 
 
  



Figure 1 
 
Multiple factor analysis biplot of 335 articles about replication issues, grouped by year of 
publication 
 

 
 
Note: Each of the four publication year groups are weighted equally in the analysis. The size of 
the theme points indicates their contribution to the construction of the first two dimensions. Five 
themes with high contributions (that is, themes which contribute more inertia than excepted 
based on a null model that assumes a uniform contribution from each theme) are labeled in 
black. Seven themes with low contributions but above average shares of the mean article profile 
are labeled in grey. Article points are colored according to the frequency with which they 
mention “psychology” (counts of “psychology” and stemmed/related variants as a percentage of 
the total word count of the article, log transformed). 
 
 
  



Dimension 2 distinguishes the aforementioned technical discussions about reagents and statistics 
from themes that focus on human behavior: fraud, retractions, and impact on policy or habits. 
The articles at the negative extreme of this axis are published in popular venues such as the New 
York Times, Slate, and the HuffPost, and focus on misconduct in science. This cluster contains 
well-known authors such as Ivan Oransky, a science journalist and co-founder of the public-
facing blog Retraction Watch. The articles share a common concern that policy makers or 
members of the general public might be basing public policy or life choices on unsound or even 
fraudulent research.  
 
The first dimension is positively correlated with mentions of psychology (r=0.25, 95% CI 
[0.14,0.35]), and as we will show in the next section, this correlation is stronger in years than in 
others. The fact that the first and largest dimension recovered by the CA shows some correlation 
with mentions of psychology suggests that discipline may helpful in understanding replication 
narratives, although the “disciplinary” differences identified here relate primarily to the material 
conditions of knowledge production. David Peterson (2015) has argued that a key difference 
between experimentation in the biological sciences and the psychological sciences is the degree 
to which practitioners invest in “bench building”: While biologists spend a great deal of time at 
the bench attempting to manipulate and refine their objects of study, psychologists invest their 
time in manipulating and refining their data through statistical analysis after it has been 
collected. Peterson’s distinction aligns closely with the type of variation identified by Dimension 
1.  
 
Other aspects of the narrative of psychology exceptionalism are not strongly supported by our 
analysis. Mentions of psychology are negatively correlated (r=-0.17, 95% CI [-0.27,-0.06]) with 
the second dimension, suggesting a weak association between discussions of psychology and 
discussions of themes such as fraud and retractions. The strength of this correlation does not 
support Gelman’s (2016b) assertion that psychology is unique because of the popular attention it 
receives, or Ferguson’s (2015) argument that the public is predisposed to be skeptical of 
psychology’s status as a science. While we cannot draw any conclusions from our data set about 
the frequency with which the popular press covers the crisis in psychology versus biomedicine, 
we can say that articles focused on misconduct, fraud, and the impact of replication failures on 
policy do not discuss these themes in a way that strongly associates them with discussions of 
psychology.  
 
For example, one of the articles falling at the negative extreme of Dimension 2 is a satirical blog 
post titled “Psychologists don’t REALLY think their field is in crisis (but finding fails to 
replicate),” published on the website of the British Psychological Society (Jarrett, 2016). The 
article pokes fun at the replication crisis in psychology with a fictional story where researchers 
call for a retraction of a finding that fails to replicate, and a competing group of researchers calls 
for a retraction of the retraction. This is the type of article that might worry some commentators 
because of the narrative link it generates between retractions, failures to replicate, and the field 
of psychology. Yet our coding of this blog post results in it being positioned almost exactly at the 
midpoint of the first dimension, and in close proximity to articles discussing a misconduct case 
in stem cell research (Tabuchi, 2014), an article by Gelman (2018) on consumer behavior 
researcher Brian Wansink, and an article by Oransky (2015) arguing that science (broadly 
construed) is not as good at self-correction as it is generally assumed to be.  



 
Likewise, our data set includes articles by prominent science writers that introduce the 
replication crisis in psychology with headlines such as “How reliable are psychology studies?” 
(Yong, 2015) and “Everything is crumbling” (Engber, 2016a). These appear to support the 
hypothesis that the replication crisis in psychology has received more than its fair share of bad 
press. But our data set also contains articles by the very same science writers whose articles 
about replication issues in biomedicine have been published with equally scathing headlines, 
such as “How reliable are cancer studies?” (Yong, 2017) and “Cancer research is broken” 
(Engber, 2016b). All four of these articles are found near the origin of the first factor plane, 
meaning that the mix of themes addressed in these articles resemble the themes found in the 
mean article profile for the data set as a whole. 
 
The themes fall near the center of both dimensions are informative, since they indicate areas of 
discussion where there is little variation in how authors write about replication. One of the 
themes found near the center of the first factor plane, field differences, is a code that we used to 
identify places where authors pointed out similarities and differences between scientific fields, 
sometimes arguing that failures to replicate were more frequent or more consequential in 
particular fields, other times arguing that problems were shared across fields. Perhaps 
unsurprisingly, this is rhetorical work that most authors seem to do in equal measure—
psychologists are not alone in wanting to point out that their field is not the only one afflicted by 
replication problems, or to understand what is unique about their experience.  
 
The center of the plot also contains themes that relate to the sources of the crisis and their 
potential solutions, including pre-registration, incentives, publishing culture, methods training, 
and transparency. For many authors, these themes are at once a sign of crisis, a source of 
irreproducibility, and an arena for potential solutions: the fact that tenure and promotion 
committees rely on journal impact factors to judge research quality, or that so few scientists pre-
register their studies or share their data, indicates problems with the present system and points to 
ways forward. Our analysis suggests that these themes form the core of contemporary 
discussions about replication and, as we will explore next, this core has been there even from the 
early years of the crisis. 
 
Finally, it is worth noting that most of the articles in our data set are located near the origin of the 
first factor plane. If authors from psychology and biomedicine addressed different sets of themes 
in their discussions of the replication crisis, we would expect to see two or more clusters on the 
first factor plane and the mean article profile would be a theoretical entity representing the 
average of these clusters. Instead, we find that there are many actual articles which resemble the 
mean article profile, giving an overall impression of similarity between biomedicine and 
psychology rather than difference. This consistency is especially noteworthy given that our data 
set was constructed to maximize heterogeneity. 
 
 
Visualizing change over time through correspondence analysis 
 
The results of this subset correspondence analysis strongly resemble the results of a CA that we 
have previously performed on the data set as a whole (N. C. Nelson et al., forthcoming). Our 



analysis here differs in that it divides the data into publication year subsets and gives equal 
weight to each of the subsets. This weighting allows subsets to be compared to each other, but 
giving equal weighting to each subset can also result in a different CA solution. For example, our 
previous work has shown that giving equal weight to articles published in popular venues and in 
scientific venues generated in differences in the shape of the CA solution that changed the 
interpretation of the dimensions (Nelson et al., forthcoming). The fact that this new analysis 
resembles the previous analysis suggests that the way authors write about replication has 
remained relatively stable over time, since the increased weight given to the smaller set of 
articles published in the early years of the crisis has not substantially changed the overall 
solution. 
 
Examining subsets of articles by year of publication offers further insight into how the 
replication crisis has emerged and evolved over time. When psychologists describe their field as 
“Patient Zero” in the replication crisis, the implication is that the crisis first originated in 
psychology and then spread to other disciplines. The historical timelines in biomedicine and 
psychology that we have laid out here suggests that this is unlikely, since replication discussions 
emerged during the same years in both fields and even earlier in other fields such as computer 
science, where thought leaders declared their field to be in a state of crisis because of a lack of 
reproducibility as early as 2009 (Donoho et al., 2009).  
 
A variant of this hypothesis about how the replication crisis came together is that it first appeared 
in several field-specific forms, which then merged into a transdisciplinary narrative. However, 
we do not see evidence in our subset analysis of two separate clusters of discourse that meet and 
merge over time. Although field-specific events in biomedicine and psychology are visible in the 
CA, we also see that even in the first years of the crisis, authors were writing about the same 
issues: namely, the need to reform academic publishing culture, the need for greater transparency 
and openness, and the problems with the incentive structure of academic science.  
 
In the subset of articles published in 2011 and 2012 (Figure 2), the position of the Amgen or 
Bayer studies theme indicates that these studies, identified as precipitating events in biomedical 
scientists’ histories, received a lot of attention in some articles but not others. We did not code 
specifically for psychology-specific events such as Simmons and colleagues’ (2011) article on 
“researcher degrees of freedom” or John and colleagues’ (2012) article on “questionable research 
practices,” but it is possible that we would find similar variation in discussions of those articles 
in this time frame. The positive correlation between mentions of psychology and the first 
dimension is stronger in this subset than in any other subset (r=0.453, 95% CI[0.16,0.67]). This 
stronger correlation may be driven by the variation in Amgen or Bayer studies theme in these 
years, although this correlation should be interpreted with caution because of the large 
confidence interval. Discussions of fraud and retractions also show variability, with articles 
appearing in popular venues devoting more space to these themes. However, as noted previously, 
this variation does not appear to be identifiably disciplinary. 
 
  



Figure 2 
 
Subset correspondence analysis biplots of 335 articles about replication issues, grouped by year 
of publication 
 

 
 
Note: The size of the theme points indicates their contribution to the construction of the first two 
dimensions, and the seven most contributing themes are labeled. Article points are colored 



according to the frequency with which they mention “psychology” (percentage of counts of 
“psychology” and stemmed/related variants as a percentage of the total word count of the article, 
log transformed). 
 
 
 
The tight clustering of themes and articles around the center of the first factor plane for this 
subset indicates that there was relatively little variation in how authors were writing about 
replication. This suggests that authors were largely discussing the same themes and in similar 
amounts, even in the early days of the crisis. In our data set, the five themes with the greatest 
share of the mean article profile for 2011/12 were incentives, Amgen or Bayer studies, 
transparency, publishing culture, and fraud (contributing 13%, 11%, 11%, 8%, and 6% 
respectively).1 Of these, incentives, transparency, and publishing culture are all low contributors 
found near the middle of the first factor plane.  
 
Analyzing subsequent years of publications shows that variation in replication discussions tracks 
with actions taken by key institutions and public figures, while attention to transparency and the 
incentive structure of science remains steady. By 2013/2014, the Amgen or Bayer studies theme 
has moved towards the center of the first factor plane and its percent share of the mean article 
profile has dropped from 11% to 3%, indicating that these studies were no longer being 
discussed at length, but many authors included short discussions of the studies in their articles. In 
its place, a cluster of conversation emerges around the themes government/NGO actions and 
reagents, sparked by two publications in these years from NIH leaders. The first publication, 
appearing in Nature in early 2014, was a statement authored by NIH Director Francis Collins and 
Principal Deputy Director Lawrence Tabak. In this commentary, they acknowledged that there 
were problems with irreproducibility, especially in preclinical research with animals and cell 
lines, and announced their intention to take NIH-wide actions to address these problems (Collins 
& Tabak, 2014). Notably, the actions they describe include measures to enhance the transparency 
of published manuscripts, and a checklist for grant reviewers that resembles checklists designed 
to enhance the quality of reporting in publications. The second publication appearing in 2014 
was co-authored by Collins along with the Director of the National Institute for General Medical 
Sciences, Jon R. Lorsch, and the President of the American Society for Cell Biology, Jennifer 
Lippincott-Schwartz, and it specifically addressed problems with cell lines (Lorsch et al., 2014). 
They focused on problems of misidentification and contamination, and called for scientists to use 
DNA sequencing technologies to verify the identity of their cell lines. 
 
A cluster of discussion also emerges in 2013 and 2014 around themes connected to statistical 
issues. These were the years in which Uri Simonsohn and colleagues introduced the term “p-
hacking” into the scientific lexicon (Aschwanden, 2019), and statistician Valen Johnson (2013) 
argued for lowering the p-value threshold for what is considered to be a statistically significant 
finding. Out of 26 articles published in these years that had discussions of p-values or Bayesian 

 
1 It is worth emphasizing again that the mean article profile should not be taken as representing the average of 
replication discussions in those years, since our data set was constructed through a maximum variation sampling. 
We use these figures here to differentiate between themes that are found near the center of the first factor plane 
because they are present in most discussions from themes that are near the center because they found in few 
discussions. 



statistics, 10 of these discussed p-hacking, Johnson’s p-value threshold proposal, or the work of 
Simonsohn and colleagues. Despite the positioning of these themes on the first dimension, a 
closer reading of the articles near these themes suggests that these early statistical discussions are 
not as strongly linked to psychology as they first appear. The three articles with the highest 
values on the first dimensions belong respectively to an article in the MIT Technology Review 
focused on statistical significance in biomedicine (“The statistical puzzle over how much 
biomedical research is wrong,” 2013), a blog post by a health statistician on statistical 
significance (Bastian, 2013), and a Nature News piece on Johnson’s article that cites both Eric-
Jan Wagenmakers and John Ioannidis (Check Hayden, 2013). Mentions of psychology show 
only a weak correlation with the first dimension in these years (r=0.18, 95% CI[-0.12,0.45]). 
 
Later articles on statistics do draw stronger connections to the field of psychology. For example, 
a number of publications appearing in 2015 and 2016 linked the replication crisis in psychology 
to problems with null hypothesis significance testing (Earp & Trafimow, 2015; Maxwell et al., 
2015; Savalei & Dunn, 2015). Discussions of the landmark paper “Redefine statistical 
significance” (Benjamin et al., 2018) were also more closely tied to psychology. Like Johnson’s 
(2013) paper before it, Daniel Benjamin and colleagues argued for lowering the default p-value 
threshold for statistical significance from 0.05 to 0.005, supported by arguments from Bayesian 
statistics. Their argument was not specific to psychology, but many of the authors had affiliations 
with psychology and the paper first appeared as a preprint in 2017 on PsyArXiv, so it is perhaps 
not surprising that it was discussed at length by numerous psychologists (Bates, 2017; de Ruiter, 
2018; Witte & Zenker, 2017), and even authors from outside psychology tended to discuss the 
proposal in relation to psychology (Amrhein et al., 2017). In these years, the correlation between 
mentions of psychology and the first dimension is stronger (r=0.39, 95% CI[0.22,0.54]). 
 
The position of the theme reagents becomes even more extreme in 2015/2016, and a cluster of 
articles focused on reagents appears in the extremes of Dimensions 1 and 2. This interest in 
reagents is potentially linked to the aforementioned article on cell line authentication in late 2014 
and an NIH workshop on cell lines held in September 2015 (Deatherage & Willis, 2015), 
although most of the articles coded with reagents do not mention these NIH actions specifically.  
 
Another change in 2015/2016, one which is not readily visible in the plots, is the amount of 
discussion of Brian Nosek/Center for Open Science. Whereas in the 2011/12 and 2013/14 this 
theme comprises 2% and 3% respectively of the mean article profile for each group, in 2015/16 
this figure jumps to 11%. This increased attention coincides with the publication of the 
Reproducibility Project: Psychology (Open Science Collaboration, 2015), and approximately a 
third of the articles in this group that mention Nosek or the Center for Open Science (COS) also 
discuss this project or the Open Science Collaboration. However, unlike the other themes 
discussed so far that have shown substantial variation in response to specific publications and 
historical events, this theme contributes little to the construction of the first factor plane. Its 
contributions are similar to the themes publishing culture, incentives, meta-science, and methods 
training—several of which are themes that are central to the replication crisis discourse, as we 
have argued already.  
 
Considering the position of Nosek and the COS in the landscape of replication discussions raises 
questions about what it means to say that psychology has taken a leading role in replication 



reforms. While Nosek’s background is in psychology, our analysis suggests that he and the COS 
are associated with the themes at the core of the replication discourse, not with themes at the 
positive extremes of Dimension 1 that are more strongly associated with psychology. Arguably, 
Nosek himself played an important role in foregrounding transparency, publishing culture, and 
incentives in replication discussions; in the early years of the crisis, he wrote at length about both 
the need to reform systems of scientific publishing to make them more open, and about problems 
with the incentive structure of academic research (Nosek et al., 2012; Nosek & Bar-Anan, 2012). 
The position that Nosek and the COS occupy in replication discussions, then, is one that is more 
transdisciplinary than disciplinary. In other words, Nosek’s central position as a reformer in 
replication discussions may be due to the fact that his work is not linked to psychology-specific 
discussions.  
 
 
Conclusion 
 
To question psychology’s uniqueness with respect to the replication crisis is not to say that the 
crisis narrative could have taken root anywhere. In the field of chemistry, for example, 
practitioners report frequent experiences of failures to replicate (Baker, 2016), and yet there is 
little talk of crisis. Psychology’s history of methodological critique and dispute, and in particular 
social psychology’s history of critique and dispute (Brannigan, 2004), are undoubtedly important 
for understanding the trajectory of the replication discussions. These past histories may explain 
why psychologists resorted to the “crisis” narrative earlier than biomedical scientists (Pashler & 
Wagenmakers, 2012), and this may be one instance in which a metaphor of cross-field 
transmission from psychology to biomedicine might be appropriate— some of the earliest 
appearances of the sister term “reproducibility crisis” are found in publications authored by 
psychology-trained meta-scientist Fiona Fidler (Gordon & Fidler, 2013) and by Elizabeth Iorns, 
a biomedical scientist who co-authored early publications on reproducibility issues with Brian 
Nosek (Ioannidis et al., 2012; Iorns & Chong, 2014). 
 
Yet the simultaneous emergence of the crisis narrative in multiple fields and the consistency of 
its core themes suggests that we cannot treat this particular historical moment as simply crisis as 
usual in psychology—it demands a more systemic explanation. As a final, anecdotal example of 
the trends we have identified here, consider the New Yorker article “The truth wears off,” 
authored by science writer Jonah Lehrer (2010). This article presents a thoroughly 
transdisciplinary narrative of crisis in science, opening with a discussion of replication issues in 
clinical trials of antipsychotic drugs and then moving to a discussion of psychologist Jonathan 
Schooler’s experiences with failing to replicate his own results on “verbal overshadowing.” 
Lehrer argued that “this phenomenon doesn’t yet have an official name,” but that it was 
“occurring across a wide range of fields, from psychology to ecology,” and that “in the field of 
medicine, the phenomenon seems extremely widespread.” It is especially notable that this 
longform essay was published in December 2010, several months before the precipitating events 
identified in psychologists’ and biomedical scientists’ histories of the replication crisis, 
indicating that the grains of a transdisciplinary crisis narrative were present even before 
discipline-specific narratives coalesced. Just as historians of psychology have analyzed previous 
crises in the field in relationship to the broader social and historical contexts in which they took 
place (see, e.g., Faye, 2012), a fuller understanding of the replication crisis requires moving 



beyond the narrative of psychology exceptionalism and towards an understanding of the 
transdisciplinary factors involved. 
 
There are two factors that we believe are particularly promising for future study. The first is the 
relationship between the replication crisis and the open science movement. The conceptual core 
of the replication crisis resembles that of the open science movement, in that focuses on reforms 
to the culture of academic publishing that would promote greater transparency in methods and 
data. There are also intellectual affinities between key institutions such as Center for Open 
Science and core concerns of the open science movement, as are made clear through the Center’s 
title. More broadly, the open science movement seeks to address problems such as the lack of 
trust in science in the general population, slowdowns in scientific productivity, and increasing 
rates of retraction (Mirowski, 2018), concerns that also appear in replication discussions.  
 
The second factor is the emerging field of metascience (or meta-research). Many of the figures 
who are central to replication discussions, such as John Ioannidis, have championed the idea of a 
meta discipline devoted to using scientific methods to study other disciplines (Ioannidis et al., 
2015). Metascience is a discipline that appears to operate according to what David Ribes and 
colleagues (2019) have called the “logic of domains,” where practitioners in this field see 
themselves as in possession of a “domain-independent” set of expertise and seek partnerships 
with those in other fields/domains to apply their techniques of study to those areas. The position 
of metascientists as both outside of any particular discipline and as interlocutors with many 
different disciplines makes them promising candidates for understanding the transdisciplinary 
structure of the replication crisis. 
 
Our analysis is limited by our use of terms such as “replication crisis” to identify the articles for 
inclusion in our data set, and by our restriction of the data set to biomedicine and psychology. As 
Lehrer’s (2010) article makes clear, conversations about the stability of scientific findings were 
happening before the replication crisis had an “official name.” By using terms that are common 
today, our analysis is limited in its ability to identify strands of conversation that used alternative 
terms, particularly early in the crisis. Historical methodologies will be needed to 
comprehensively identify these additional lineages. Expanding the analysis to include additional 
scientific fields would give a richer understanding of the extent to which replication discussions 
vary between fields, and could identify instances in which one field’s conversations have 
impacted other fields. Key moments in the history of the replication crisis identified by computer 
scientists date back to the 1990s (see, e.g., Buckheit & Donoho, 1995), and our analysis is 
limited in its ability to assess the role that computer science played in establishing 
transdisciplinary replication narratives. Additionally, it is likely that there are scientific fields 
where attention to replication issues can be more readily attributed to pre-existing conversations 
in biomedicine or psychology, and not as the result of a “multiple discovery” (see, e.g., Makel et 
al., 2016). 
 
More work remains to be done in identifying the networks that circulated information and 
language that made it possible for so many scientists to see themselves as part of a shared crisis 
called a replication crisis. Our aim here has been to open up historical discussions of the 
replication crisis beyond exceptionalist, discipline-specific histories to bring the transdisciplinary 
nature of the crisis into clearer view. 
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