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One of the main goals of this research and Explainable Artificial Intelligence (XAI) is to 

improve trust between human and AI.  Local XAI approaches address trust through 

explanations of individual decisions but fail to provide an overall perspective of an 

agent’s policy when applied to sequential decision-making settings.  Global surrogate 

methods provide an overall view of agent behavior but only explain decisions based on 

current features of the environment.  These drawbacks are further complicated due to 

state-spaces often being very large in these settings, making an agent’s policy 

incomprehensible; therefore, placing trust in these artificially intelligent agents is difficult 

because humans will likely not understand the agent’s aptitude at a task.  We propose a 

policy summarization technique based on extracting intentional sequences of behavior 

using an information theoretic approach.  These summaries capture the essence of an  
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agent’s intentions through high-belief and high-desire situations that demonstrate 

meaningful short and long-term trade-offs made within an agent’s policy as they  

achieve their goals.  Results from the pilot study indicate the proposed intentionality 

measure weakly correlates with informativeness to the agent’s decision-making process, 

the perceived usefulness of the summaries is positive compared to random sequences 

which are generally not useful, and the cognitive effort required to understand the 

summaries is neutral compared to random sequences which generally require more effort.  

Preliminary results indicate the proposed approach falls short in enabling human users to 

appropriately trust an agent’s policy, however, it is difficult to draw any final conclusions 

until a larger human evaluation is conducted.  
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Chapter 1 

 

Introduction 

 

Understanding artificially intelligent models and how they make decisions is 

becoming more important every day.  Humans want to know how much they can trust AI 

models to accomplish the tasks they set them out to do.  Recent methods have focused on 

explaining one-shot predictions like these in machine learning models.   For example, a 

bank wanting to deploy a model for loan approval should understand the decision-making 

process behind the model to ensure protected attributes like race and gender do not have 

disproportionate effects on a model’s prediction.  Moreover, humans with self-driving 

cars or oversee other autonomous agents may have more peace of mind by understanding 

how these models are making decisions.  However, one-shot explanations used for 

machine learning models and even models which give a complete picture of how an agent 

makes decisions are not fully compatible in settings where there are sequential decisions 

being made (Amir et al., 2018).  Therefore, unlike models that make one-shot predictions 

or other methods which explain decisions in terms of features of the environment, the 
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contribution of this thesis is a policy summarization method that is applied to sequential 

decision-making settings.  Moreover, the approach is applied specifically to 

Reinforcement Learning (RL).  This is chosen because there is a clear set out task agents 

can be trained on using clearly defined rewards.  Moreover, one of the main goals of this 

approach is to effectively summarize an agent’s behavior to enable human users to grasp 

the agent’s capabilities and limitations to form an appropriate amount of trust.  So, by 

having a clearly defined goal, we can evaluate by comparing the human’s expectation of 

the agent to achieve their goal with the agent’s actual ability to achieve it.  To accomplish 

this, we propose an approach to communicate the reward function of an agent by 

extracting intentional sequences of behavior.  Specifically, this extracted behavior 

encapsulates several aspects related to intent such as the desire or reward an agent 

receives for acting, beliefs that a given action will result in significant reward, and other 

useful information to augment the summary such as context.   

The approach is implemented on a 5 x 5 version of the “DoorKey” mini game of 

the Minimalistic Grid World (MiniGrid) environment.  In this setting, a RL agent is 

tasked with finding and picking up a key, opening a door, and navigating to a goal green 

square.  To implement the proposed method and evaluation, a variety of different scripts 

are developed in addition to the proposed intentional sequence algorithm.  For example, 

scripts are created to generate an agent’s Markov Decision Process (MDP) from 

observations of agent behavior to be used as input to the main algorithm.  Then, besides 

the main algorithms used to extract intentional sequences of behavior and random 

sequences of behavior for the baseline comparison, scripts are developed to visualize the 
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sequences in GIF format as well as generate text descriptions of their behavior.  

Moreover, additional scripting is required to conduct the evaluation.  For example, the 

evaluation scripts enable human participants to predict the actions of a RL agent by 

navigating the environment in a variety of different situations.  After navigating to the 

goal in one of these situations to mimic the agent, the RL agent acts according to their 

policy starting from the same situation and the total predicted and actual steps taken are 

recorded.  Finally, these scripts also prompt the user to record the most informative 

sequences to the agent’s decision-making process in order from most informative to least 

informative.   

By examining intentional summaries of the agent’s behavior, the user forms a 

mental model of the AI agent in their head.  Then, by having the user predict the agent’s 

future behavior, the quality of the human’s mental model of the agent may be compared 

with the quality of the agent’s actual mental model of the problem.  This is done to see 

how much an agent is under-trusted or over-trusted at performing a given task.  This 

refers to how accurately the human is in their assessment of the agent’s capabilities and 

limitations.  By making the reward function more comprehensible to the user through 

intentional sequence summaries, users should feel more confident in their assessment of 

trust in the agent than if they viewed random examples of the agent’s behavior.  In this 

case, appropriate trust could be measured by taking the average difference of the actual 

and predicted number of steps it takes the agent to navigate to the goal.  Another 

objective measure used to evaluate the proposed method include finding how much the 

intentional sequences correlate to informative examples of behavior when it comes to 
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understanding an agent’s decision-making process.  Additionally, subjective measures are 

used within the evaluation which capture the perceived usefulness and cognitive effort 

required to make sense of the summary of behavior. 

Results from the pilot study indicate there is a very weak positive linear 

correlation between the measured intentionality of each sequence and its informativeness 

to the agent’s decision-making process.  Moreover, a weak yet more meaningful positive 

monotonic relationship among these values is found.  This indicates there is some 

similarity between the ranks of the most intentional sequences and ranks of the sequences 

based on informativeness to the agent’s decision-making process.  Moreover, these 

correlations are stronger among intentional sequences than random sequences of the same 

length.  This could indicate “intentionality” is more valid as a measure when applied to 

intentional sequences as opposed to arbitrary sequences of behavior.  Secondly, the 

perceived usefulness of intentional sequences is neutral to positive.  Meanwhile, the 

random sequence explanations are generally perceived as less useful with responses 

ranging from neutrally useful to not useful.  In terms of the cognitive effort to make sense 

of the summaries, the consensus among participants is that there is neutral effort required 

to understand intentional sequences compared to the generally large effort required to 

understand random sequences of behavior.  Finally, preliminary results from the human 

subject experiment indicate that there is not yet evidence to suggest appropriate trust is 

placed in agents upon viewing intentional sequences of behavior.  Specifically, the 

capability of the agents is overestimated more substantially than the overestimation after 

viewing random sequences.  However, with the human study consisting of just six 
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individuals, the data collected may not be representative enough to generalize from these 

results.   

To motivate the proposed technique, it is important to first understand the need 

for explainability in Artificial Intelligence.  Moreover, getting an idea of the current 

techniques in the field, the motivations behind them, and the drawbacks they face gives 

insight to this research.  Therefore, an overview of these methods will be provided.  

Furthermore, unlike explainable approaches to supervised learning models, this research 

involves explainability in sequential decision-making settings.  Therefore, an overview of 

Reinforcement Learning (RL) will also be given.  This will be followed by a discussion 

of the importance of intentionality in explanations as it relates to Theory of Mind (ToM).  

The specifics regarding what makes an intention will be discussed to motivate a 

technique that takes advantage of the components that encapsulate an agent’s intentions.  

This will be followed by the related work specific to the proposed algorithm.  Then, the 

proposed technique, human subject evaluation set-up, and findings will be presented, and 

results will be discussed. 
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Chapter 2 

 

Background 

 

2.1 Motivation for XAI 

In recent years, complex and uninterpretable models such as Deep Neural 

Networks (DNN) have been deployed successfully and have seen wide adoption due to 

their success on image recognition and classification, autonomous systems, audio 

processing and others (Das & Rad, 2020).  However, their success is due to the large 

parametric space these models can cover in addition to efficient learning algorithms 

(Arrieta et al., 2019).  Although accuracy is of particular importance in certain 

applications, it is extremely difficult to comprehend the inner workings of a model that 

can have thousands upon thousands of different parameters, all of which contribute in 

some way to the model’s decision.  These and other popular uninterpretable machine 

learning models such as Random Forests (Breiman, 2001), or Reinforcement Learning 

models with intractably large policies motivate the need for Explainable Artificial 

Intelligence (XAI) which approaches Machine Learning (ML) from a different 
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perspective than one focused merely on accuracy.  At its heart, XAI has two main goals 

as pointed out in (Gunning & Aha, 2019).  The first of which is to produce explainable 

models while simultaneously maintaining high-level prediction accuracy.  Achieving not 

only accurate, but explainable models is of particular importance in high-risk domains 

like healthcare, finance, security, and others where the wellbeing and livelihoods of 

individuals are at the hands of a single decision made by an algorithm.  The high risk for 

people involved in these predictions along with the increasingly evident requirement for 

transparency and fairness among protected groups such as those based on race, ethnicity, 

gender, sexual orientation, political opinions, and religious beliefs ultimately gave rise to 

the European Union’s adoption of the General Data Protection Regulation and the “right 

to explanation” (Goodman & Flaxman, 2017).  This requirement states that a user has the 

right to ask for the explanation behind a decision involving them.  This highlights the 

increasing need for explainable and accurate models.  Although the domain utilized in 

this research is not “high risk”, the approach may still be applied to settings where there 

is truly high risk involved.  Moreover, the proposed method still strives to address the 

goal of high accuracy in the sense that a summary of agent behavior could provide a 

human user with an accurate understanding of the agent’s decision-making capabilities in 

general, while also being understandable because the human only needs to examine 

summaries of behavior rather than the entirety of an agent’s policy.  The second goal is to 

enable people to understand, appropriately trust, and manage the up-and-coming 

generation of AI partners.  This is also one of the main goals of this research.  Besides the 

socio-economic need for algorithmic fairness, understanding algorithmic decision-
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making is important when it comes to enabling users to trust these models as well as their 

decisions.  Trust is crucially important, first and foremost, because if a model or its 

prediction is not trusted by its users, it will not be used (Ribeiro et al., 2016).  This is 

clear, especially when considering high stakes scenarios like the ones previously 

mentioned.  Moreover, by understanding how a model works, a user can assess the model 

for its trustfulness and gain insight into how untrustworthy models can be improved 

(Ribeiro et al., 2016).  To understand how the proposed policy summarization method fits 

into the overall field of XAI, it would be helpful to first describe some of the main 

approaches and terms of the field in general. 

2.2 Overview of XAI approaches and terms 

The field of XAI approaches explainability from many different perspectives.  

Although not all these methods are covered, many popular techniques and their 

motivations are discussed to provide an understanding of the field, relevant terms, and the 

unique contribution of this thesis. 

2.2.1 Interpretable Models 

Although complex and uninterpretable models like DNNs could achieve high 

accuracy, they can have thousands of different parameters, therefore their decisions 

cannot be easily explained.  Incomprehensible models like these are known as black 

boxes (Lipton, 2018).  In other words, they are models which are too complicated and 

cannot simply be understood by examining their inner workings.  However, instead of 

constructing some sort of explanation method for a black box model, one could restrict 
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themselves to building an interpretable model also known as a “white box” or transparent 

model (Lipton, 2017).  Unlike black boxes, these models make self-explanatory 

decisions; they do not require additional processing to make them more interpretable to 

humans.  These include linear models, decision trees, and rule-based methods along with 

other variations with additional complexities that are nonetheless transparent (Linardatos, 

et al., 2020).  It should be noted, however, that with an excessive number of variables, 

even these models could be considered uninterpretable to humans.  It may be the case, 

however, that one may not want to separately train a new model.  It may be preferable to 

understand the decisions of the original model.  In these situations, global interpretability 

methods (discussed below) have a use-case. 

2.2.2 Global Interpretability 

Like intrinsically interpretable models, global interpretability methods are used to 

explain decisions over all regions of input data.  This is done to help users form trust in 

the model (Du et al., 2019).  One type of globally interpretable model are global 

surrogate models.  However, instead of being trained using the original training labels, 

these models are trained to approximate black box model predictions (Adadi & Berrada, 

2018).  Techniques like these that can be applied to any type of ML algorithm are known 

as “model agnostic”.  Similarly, these methods are usually “post-hoc”, meaning the 

explanation takes place after the model has been trained and the inner workings do not 

need to be known.  The only information global surrogate models need to know are the 

input and the output of the original model.  In this case, the input is the data containing 
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the relevant features the original model is trained on.  The output is just the black box 

model’s predictions for that data.  Now, knowledge can be extracted from the intelligible 

model.  However, because the new model is just an approximation of the original, it is 

difficult to obtain the same accuracy because the complexities in the data are harder to 

capture with a simplified model.  The concept that models must become more simplistic 

to be explainable is known as the accuracy-interpretability trade-off (Rudin, 2019).  For 

example, if the data has nonlinear relationships, an interpretable linear model, although 

simplistic, would fail to capture the nonlinearities in the data.  Moreover, even 

interpretable models that can capture nonlinear relationships, such as decision trees, 

would not be able to capture the same complexities in the data like a DNN could.  This 

motivates the use of more accurate methods that can be effectively used to explain 

individual predictions rather than the entire model. 

2.2.3 Local Interpretability 

Unlike global methods to interpretability such as global surrogate models that 

approximate predictions made over all input data, local methods to interpretability 

approximate predictions in certain localities of the model.  This is done to help users trust 

a given prediction of the model (Du et al., 2019).  One of the most popular approaches is 

the Locally Interpretable Model-agnostic Explanations (LIME) which explains an 

individual prediction by perturbing a datapoint to train a local surrogate model such as a 

linear model that can be used to explain the prediction (Ribeiro et al., 2016).  Model 

Agnostic XAI methods like these can explain one-shot decisions of any model.  
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Therefore, similar approaches can also be applied to Reinforcement learning where 

individual decisions made within an agent’s environment could be explained in terms of 

features that make up the state-space.  Likewise, global interpretability methods could be 

used to interpret the relationship between features of the state-space and the actions 

chosen by an RL agent across all model decisions.  Before discussing the drawbacks of 

local and global methods to RL interpretability and what the proposed approach 

addresses, however, it is useful to first describe Reinforcement Learning conceptually.  

This will also provide insight into the components used to construct the proposed XAI 

method. 

2.3 Reinforcement Learning 

In a standard Reinforcement Learning (RL) setting, an agent navigates an 

environment which is represented by a Markov Decision Process (MDP).  A five-tuple 

MDP 𝑀 takes the following form: 

𝑀 =  〈𝑆, 𝐴, 𝑃, 𝑅, γ〉 

where S represents the set of states which consist of feature values used to describe the 

environment, A is the set of actions available to the agent, P is the transition function 

which determines how states lead to others through actions, R is the reward function, and 

γ is the discount factor between zero and one which reflects how much emphasis the 

agent places on achieving long-term rewards.   
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The RL agent interacts with the environment to learn some desired behavior by 

maximizing their discounted reward (Sutton & Barto, 2015).  Figure 2.1 below describes 

the general process an agent goes through while navigating an environment. 

Figure 2.1 RL Training Process 

 

 

 

 

At first, the agent acts randomly as it navigates the environment in search of some 

reward signal.  An agent in state 𝑆𝑡 who takes action 𝐴𝑡 and ends up in state 𝑆𝑡+1 receives 

a reward of 𝑅𝑡+1  =  𝑅(𝑆𝑡, 𝐴𝑡 , 𝑆𝑡+1).  The goal of the RL agent is to learn an optimal 

mapping of states to actions, which is known as the policy 𝜋.  The agent acts according to 

𝜋(𝑠𝑡) = 𝑎𝑡 such that total discounted or expected future reward is maximized.  During 

learning, the agent maintains an action-value function 𝑄𝜋(𝑠𝑡, 𝑎𝑡) that is used to guide 

their behavior.  It reflects the agent’s expectation of future rewards by taking a particular 

action from a given state.  The Q-value for taking an action 𝑎 from state 𝑠 is determined 

by the following equation. 

𝑄𝜋(𝑠, 𝑎) =  𝔼[R𝑡+1 + γV𝜋(s′) | S𝑡 = s, A𝑡 = a] 
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The behavior of the agent is guided by the valuing it places on each action from 

its current state according to this function.  Additionally, upon finding an optimal policy, 

the agent’s optimal action-value function can be described as follows. 

𝑄∗(𝑠𝑡 , 𝑎𝑡) = 𝔼[𝑟𝑡 + γmax𝑄∗(𝑠𝑡+1, 𝑎′)] 

This follows from the Bellman optimality equation (Sutton & Barto, 2015).  The 

value returned by 𝑄∗
  indicates the agent’s expected future reward for taking action 

𝑎𝑡 from state 𝑠𝑡 according to the optimal policy 𝜋∗.  The expectation of future rewards as 

well as the immediate rewards that could be achieved from states within the environment 

are two main components that will be used in the proposed approach.  First, however, the 

drawbacks of some of the main methods to interpretability and the relevance of intent-

based explanations should be addressed. 

2.4 Why Do We Need Intentionality? 

Local methods, as previously mentioned, can be used to explain individual 

predictions made by machine learning models.  These methods can be applied 

specifically to RL to explain individual decisions in an agent’s policy in terms of the 

feature values that make up the state-space.  This could be beneficial for understanding 

agent behavior in specific situations.  However, to provide human users with a global 

understanding of agent behavior, an explanation of more than one data point is required 

(Amir & Amir, 2018).  Additionally, local explanations like these are insufficient for 

enabling humans to trust the agent because they do not incorporate expected future 

actions of the agent (Topin & Veloso, 2019).  Global methods to interpretability such as 
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global surrogate models can address the former shortcoming.  For example, decision trees 

have been used as global surrogate models to provide a global understanding of how 

features in the environment influence an agent’s decisions (Bastani et al., 2019).  These 

explanations attempt to capture a global relationship between features of the state-space 

and the actions taken.  However, even these techniques do not consider the expected 

future actions of the agent; actions are only explained in terms of features of the state-

space.  Global techniques, however, should still be considered because the goal is to 

ultimately trust the AI agent as opposed to their individual decisions.  However, the 

assumption that actions are only taken based on the current features of the environment 

should be relaxed.  To apply the idea of incorporating expected future behavior of the 

agent into the explanation method, the concept of intentionality is explored.  

Intentions are useful when it comes to explaining agent behavior and can serve as 

an ideal concept to incorporate into an explanation method.  This is because intentionality 

and the folk theory of mind both play a big role in explanations of agent behavior (Malle, 

2006).  To get an idea of what should be included in such explanations based on intent, it 

is beneficial to know how humans themselves explain intentional behavior.  The most 

common way is through reason explanations.  Reasons are seen as mental states that an 

agent considers when reasoning over an agent’s intentions.  Moreover, these explanations 

require a couple key assumptions.  First, rationality is an assumption that says that mental 

states cited in these explanations should make it appear rational for the agent to form 

their intention (Malle et al., 2001).  Secondly, agent subjectivity states that humans will 

attempt to reconstruct how an agent deliberated in forming their intentions by considering 
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the agent’s subjective viewpoint as they are explaining their actions (Malle et al., 2001).  

This draws meaningful similarities with Theory of Mind which is the cognitive ability to 

attribute mental states to oneself and others (Goldman, 2012).  When reasoning over an 

agent’s behavior to provide an explanation for the actions of an agent, humans take the 

frame of reference of the agent in question.  In other words, when a human provides a 

reason explanation of behavior, they are considering the mental states of the agent in 

question.  Therefore, demonstrations of behavior where the agent is acting intentionality 

could be a meaningful component of explanation because by having some understanding 

of the agent’s intentions, humans can use their Theory of Mind to take the viewpoint of 

the agent to make their own conclusions on how the agent is making decisions.  This 

motivates a technique to find behavior of an agent acting with intent.  By examining 

intentional sequences of behavior, humans can use their unique ability to reason over an 

agent’s intentions to determine why they act the way they do.  This is useful because 

considering the agent’s mental states enables us to understand how an agent behaved in 

the past, what influences their present behavior, and how they will act in the future 

(Malle, 2006).  By providing the human user with insight into future behavior, sequences 

of intentional behavior can help them to assess trust in an agent.  For example, by 

accurately anticipating what an agent will do in the future, the human can compare the 

expected behavior with the agent’s actual behavior and place an amount of trust relative 

to this discrepancy.  Intentionality plays a large role in human explanations of behavior 

and can potentially help with the formation of trust, but it is helpful to describe what is 

meant by “intentionality”. 
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2.5 What is Intentionality? 

Intentionality is a concept specifying the conditions in which people consider a 

behavior to be intentional (Malle & Knobe, 1997).  However, it is important to know 

what intentional behavior consists of and how humans explain it; doing so will help 

create a foundation that can be referenced when constructing an explanation based on 

intent.  But what makes an action intentional?  The two minimal reasons for an action to 

be considered intentional are that there is a desire for an outcome as well as the belief that 

the intended action leads to that given outcome (Malle et al., 2001).  The first two 

components of an explanation method based on intent should therefore incorporate both 

the desires and beliefs of the agent.  The desire of an agent should be included in 

behavior explanation because when an agent acts, it is doing so because it is trying to 

achieve some goal or desire that ultimately maximizes their reward.  Moreover, the 

beliefs of an agent should be considered because without the agent knowing that a given 

action would lead to reward, even if the agent were to achieve their goal by taking such 

courses of action, this would be due to random chance and would not be reflective of the 

agent’s intentions.      

Consider why including both rewards an agent is trying to achieve and 

incorporating beliefs into examples of behavior explanation could be important.  For 

example, consider how someone may explain why they went to the store.  One way the 

individual could explain the intention behind their decision to go would be “I went to the 

store because I needed supplies”.  In this example, the intention is explained in terms of 

the person’s desire or goal to obtain supplies.  However, for this to be an intention, the 
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human should also have the belief that going to the store would enable them to achieve 

their goal of getting supplies.  It is inferred from this example that the person must have 

believed they could get supplies from the store.  This follows from the previously 

mentioned agent subjectivity and rationality assumptions.  Nonetheless, goals are clearly 

a key aspect to consider if an action is to be considered intentional.  The second aspect to 

consider when determining if an action is intentional is the belief or expectation that the 

given action would result in fulfilling the agent’s intention.  Consider the importance of 

beliefs when explaining intentional behavior.  A person explaining their intent behind 

why they studied certain questions for a test may state something along the lines of “I 

studied for these questions on the test because I believed they would be the most 

commonly asked”.  Although only their belief regarding the test is stated in their 

explanation, it is implicitly assumed that the individual has a goal of scoring well on the 

test. 

From both examples, intentions are explained through desires and beliefs.  These 

key components give insight into the kinds of behavior that could be demonstrated to 

facilitate an understanding of agent decision-making.  It should be noted that although 

desires and beliefs are the minimum components to consider behavior as intentional or 

not, naturally occurring explanations include other methods as well.  These may 

additionally include beliefs about the context, beliefs about the consequences, desires for 

avoiding alternative outcomes, and finally the value placed on taking the intended action 

(Malle et al., 2001).  For the purposes of this research, desires, beliefs, and the context 

preceding situations where the agent demonstrates their intentions are utilized. 
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Chapter 3 

 

Related Work 

 

The proposed approach relates to a variety of policy summarization methods 

including methods based on identifying important states where meaningful decisions are 

made, strategy summarization methods based on extracting sequences of agent behavior, 

and approaches which focus on communicating the agent’s objective function using 

computational user models.  Moreover, it shares similarities with techniques used to 

identify intentional behavior and methods which incorporate intent within their 

explanations of behavior. 

3.1  Policy Summarization 

Perhaps the closest methods to the proposed approach are based on policy 

summarization.  These methods are similar because they are applied specifically to 

sequential decision-making settings such as Reinforcement Learning where there is a 

policy behind the decision-making process.  Rather than using an XAI approach to 

explain individual decisions, policy summarization methods address limitations of 
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popular local methods to explainability that focus on explaining one-shot decisions in 

terms of features.  They do so by taking a global interpretability approach to convey the 

capabilities and limitations of agents by identifying a subset of states (Lage et al., 2019).  

However, the goals of the broader field of XAI still apply to these settings.  For example, 

the state-space of reinforcement learning agents can be incredibly large and therefore the 

decisions being made by these policies could be intractable.  Policy summarization 

techniques try to find balance with the accuracy-interpretability trade-off by giving an 

explanation that does not encompass the entirety of the state space, but by giving the 

human user an approximation of how the agent makes decisions by providing a reduced 

policy or examples of informative behavior.    

3.1.1 Identifying Important Situations 

 Like techniques involving the identification of important states, the proposed 

approach seeks to identify meaningful situations in the agent’s policy.  These methods are 

important to this research because the behavior of the agent can be assessed by the 

human.  Moreover, the user can gain an understanding of the decisions being made in 

these meaningful situations, creating a mental model of the agent in their head.  In doing 

so, users can assess the agent’s capabilities, limitations, and appropriate level of trust 

with aligns with the goals of this research.  The approach proposed in (Huang et al., 

2018a) identifies specific situations where it is particularly important that an agent takes a 

given action.  These meaningful situations are known as “critical states”.  For the policy-

based calculation of this measure, a state is considered critical if the information entropy 

of the action probability distribution is less than some specified threshold.  This 
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essentially measures the unevenness of the distribution over action probabilities; states 

where the agent is more confident in their choice of action are seen as more important.  

The proposed approach similarly uses an information theoretic approach to identify 

meaningful situations used within summaries of behavior. 

Another similar technique involves ranking decisions made within an agent’s 

policy.  For example, (Pouget et al., 2020) propose an algorithm for summarizing an 

agent’s policy by ranking the states by the importance of the decisions made from them.  

This is done by scoring states based on the effect taking the default action from a state 

instead of the agent’s chosen action would have on the performance of the policy.  These 

situations are then reconstructed into a new and reduced policy.  This shares similarities 

with our approach in that states are scored and ranked by some measure of interest.  For 

example, the intentional sequence approach proposed in this thesis utilizes a ranking of 

states based on high belief situations which are a slight modification of the previously 

mentioned “critical states” (Huang et al., 2018a).  The highest states among this ranking 

are used as a starting point for the construction of intentional sequences.  However, 

instead of reconstructing a new policy from the ranked states, sequences are expanded 

around the ranked states of interest to ultimately create a sequence used to help 

summarize the agent’s behavior.   

3.1.2 Strategy Summarization 

Strategy summarization methods are also considered policy summarization 

methods.  The goals of these approaches align with our own for a few reasons.  First, 

these methods incorporate sequences of behavior rather than explanations of individual 
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data-points and can provide an understanding of decisions made from a diverse set of 

states in the environment (Amir et al., 2018).  Secondly, like our approach, some of these 

methods propose measures for state importance when constructing sequences.  Next, 

these methods may include the context preceding an important situation as well as 

encapsulate the agent’s goals or high value situations they are trying to achieve. 

One of these strategy summarization methods, known as HIGHLIGHTS (Amir & 

Amir, 2018), similarly identifies important states.  But these only serve as the starting 

point for their explanation summaries.  The importance of a state is computed by taking 

the difference between the largest and smallest Q-values from it.  This method is like the 

intentional sequence approach proposed in this paper as it incorporates some sense of 

belief or importance in the explanation.  Specifically, these include identifying situations 

where the agent has a belief or expectation that one action is considerably better than the 

worst alternative action.  However, one of the drawbacks of the HIGHLIGHTS approach 

is that their measure of importance is sensitive to the distribution of Q-values from a 

given state.  For example, it could be the case that there are many possible actions from a 

state and the action associated with the lowest Q-value may never be considered (Amir & 

Amir, 2018).  For this reason, belief is captured in intentional sequences using an 

information theoretic measure that captures situations where the agent has a high belief 

that certain actions would result in significant reward using information entropy.  

HIGHLIGHTS are also similar because they too capture the context preceding a state of 

interest up to a specified length as well as incorporate behavior of the agent after a 

meaningful situation has taken place. 
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Another approach to strategy summarization which focuses on extracting 

sequences of agent behavior to explain an agent’s strategy is proposed by (Sequeira & 

Gervasio, 2020).  They implement an Explainable Reinforcement Learning (XRL) 

framework to extract “interestingness elements” from an agent’s previous interactions 

within the environment.  Their goal is to give the user of the system insight into an 

agent’s competency in a task.  The interestingness elements can be composed of several 

different components such as situations the agent visits frequently and infrequently, 

situations where the agent acts with certainty and uncertainty, and favorable and 

unfavorable situations.  Moreover, they capture the essence of a goal in their sequences of 

behavior by ending them ultimately with a high value state.  Sequences of behavior are 

formed from a state transition graph where the starting state could be an interestingness 

element such as a “minima” or low value situation.  Furthermore, the final state in the 

sequence could be a “maxima” or high value situation.  The sequences are calculated by 

finding the most likely path from the adverse state to the favorable state, effectively 

capturing an agent’s strategy.  The proposed approach in this thesis similarly identifies 

situations where an agent navigates from a state of interest, particularly a state of high 

belief rather than a low value situation, to a representative goal state.  One key difference 

is the most intentional path is found rather than the most probable.  Additionally, the 

proposed method for obtaining sequences of behavior is slightly different in that it 

incorporates context preceding the state of interest. 
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3.1.3 Computational User Models 

Another technique to policy summarization focuses on using computational user 

models to study how humans generalize an agent’s policy from examples of behavior 

(Lage et al., 2019).  These approaches are like the proposed approach because they both 

have the goal of making an agent’s future behavior more predictable.  Moreover, their 

method is focused on communicating the agent’s objective function from extracting 

informative behavior.  For example, (Lage et al., 2019) propose an Imitation Learning 

method to policy summarization by implementing the SCOT machine teaching algorithm 

in (Brown and Niekum, 2019).  They extract sequences of behavior which enables the 

learner to learn a reward function behaviorally equivalent to the agent’s optimal policy.  

Algorithmic teaching is another computational model approach to policy summarization.  

It has been used to model how humans infer an agent’s objective function from optimal 

examples of behavior.  For example, (Huang et al, 2018b) use this kind of approach with 

the goal of providing maximally informative examples of behavior to enable the human 

to gain a qualitative understanding of the agent’s reward function.  Moreover, (Huang et 

al., 2018b) state that the key to enabling users to anticipate an agent’s behavior in novel 

situations means having a good understanding of their objective function.  Their goal is to 

enable the end user to accurately anticipate an agent’s future behavior.  This shares a 

similar goal with this thesis in that the human should gain an understanding of an agent’s 

future actions.  However, they assume the human’s mental model only considers reward 

to be a linear combination of the features.  However, features alone may not be enough in 

situations where agents receive rewards over long time horizons.  The approach in this 



24 
 

 

thesis is not an algorithmic teaching approach, however it provides summaries or 

demonstrations of behavior that should communicate the agent’s objective function by 

providing summaries indicative of the agent’s intentions.  The proposed approach is 

different in that it seeks to provide an understanding of the trade-offs made in an agent’s 

policy to achieve their goals by enabling the human user to reason over the desires and 

beliefs of the agent. 

3.2 Intentional Behavior 

Other related research includes methods used to identify behavior as intentional or 

not.  These methods are like the proposed approach for a couple reasons.  First, both are 

used to determine the “intentionality” of sequences.  However, we propose a method for 

extracting intentional sequences of behavior rather than focusing on identifying if a 

sequence is intentional or not.  For instance, (Dokow et al., 2009) attempt to distinguish 

between intentional and unintentional sequences of action.  Their approach is based on 

the principle of rational action; an agent with a goal will take actions to achieve that goal.  

The intuition behind the approach is that sequences of behavior where the agent is 

moving monotonically further away or efficiently from the initial state should be 

indicative of intentionality; they are doing so because they must be actively pursuing 

their goal.  Their method calculates the distance between two states using Euclidean 

distance.  However, the measure used should be specific to the environment being 

modeled (Dokow et al., 2009).  The intentionality of a state is measured by the quotient 

of the sum of local increases in distance from state to state in the sequence and the total 

number of states in the sequence. 
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The approach of this research similarly seeks to identify sequences of state-to-

state transitions that demonstrate an agent’s intentionality.  However, the main difference 

is that this thesis approach is independent of the features making up the state-space in 

determining intentionality.  The proposed method by (Dokow et al., 2009) works well in 

situations where the state-space is two-dimensional and there is a clear goal the agent 

could achieve by navigating through the environment.  This is because if the agent moves 

somewhat further away in terms of Euclidean distance from an initial state, by their 

definition, the agent is demonstrating intent.  However, consider why we may not want to 

solely rely on features.  Although their approach assumes the principle of rational action, 

the goal actively being achieved by the agent does not necessarily have to be 

monotonically far away from the initial state.  Consider a two-dimensional scenario 

where an agent must navigate from one corner of a grid to the other corner, pick up a ball, 

and return to its initial location.  The state-space could simply be the x and y coordinates 

of the agent, location of the ball, and what the agent is carrying (if any).  Even though the 

agent could be actively achieving their goal by coming back to their initial location after 

picking up the ball, the distance from the initial state could be decreasing.  This of course 

would be dependent on the method of computing differences between each feature of the 

state-space.  However, the approach to this thesis seeks to get around this dependency by 

capturing an agent’s intentions from the structure of an MDP rather than the feature 

values making up the state-space.  The intentional sequence method proposed in this 

research similarly applies the principle of rational action.  Again, an agent with a goal 

will take actions to achieve that goal.  Moreover, we state that an agent having high belief 
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a particular action is meaningful in achieving some long-term reward especially if a 

particular action is meaningful to achieve some short-term desire is more indicative of the 

agent having an intention to achieve their goal.   

Other approaches related to intentional behavior include (Yau et al., 2020) who 

propose an explanation method known as “belief maps” which move beyond explaining 

how features of the current environment factor into the agent’s decision, rather help to 

understand what the agent expects to achieve by their actions.  They apply their method 

to a RL setting where the belief map is learned concurrently with Q-value function 

learning.  The map describes the discounted expected future states the agent could visit 

after taking a given action from a state.  Moreover, they prove post-hoc explanation 

methods are not able to be recovered from an existing agent trained with Q-learning due 

to value ambiguity.  This thesis approach takes a slightly different approach as it is post-

hoc.  The aim is for this method to be model agnostic, however, in the sense that 

regardless of the learning method, it could be applied to any model that contains state 

transition probabilities and rewards such as MDPs.  The goal of which is to eventually 

apply this method to other environments like Inverse Reinforcement Learning (Ng & 

Russel, 2000) which utilize them.  However, the evaluation in this research does not 

explore environments other than RL.  Regardless, the application of these methods to IRL 

methods which also utilize MDPs could prove to be useful in the future.  For this reason, 

post-hoc model agnostic methods based on intent are still a meaningful area of research 

to explore. 
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Chapter 4  

 

Approach 

 

Now that related research and the main ideas have been described, this chapter 

provides information regarding the measures relevant to computing the intentional 

sequences, the algorithm itself, the semantic meaning, environment and experimental set-

up, evaluation measures, and details regarding the conduction of the evaluation. 

4.1 Intentional Sequence Algorithm 

At a high-level, the intentional sequence algorithm applies a variation of 

Dijkstra’s algorithm (Dijkstra, 1959) to compute the most intentional paths in an agent’s 

Markov Decision Process from numerous states of high belief to subgoal states.  

Additionally, each path is augmented with a context.  This means another path will be 

identified starting from each source high belief state and extending in the opposite 

direction up to a maximum threshold set by the user.  Before diving into the computation 

of intentional sequences however, a variety of measures will first need to be defined.   
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Belief is the first of these measures to explore when constructing sequences based 

on intent.  This is done using a variation of the information entropy-based measure used 

to compute critical states (Huang et al., 2018a).  This measure gets around one of the 

main issues with the importance measure proposed by HIGHLIGHTS (Amir & Amir, 

2018) where the importance of a state 𝑠 is the difference between the largest and smallest 

expected discounted future rewards or Q-values for taking possible actions from s 

according to 𝑄(𝑠, 𝑎).  Unlike that technique, this importance measure is not overly 

sensitive to the Q-value distribution as it takes a more information theoretic approach.  

Using information entropy allows us to capture the unevenness over some distribution.  

In this case, it is the unevenness of the action probability distribution from a state.  This is 

used to indicate the preference of some actions over others.  Moreover, it can be applied 

to both continuous and discrete action spaces.  We define belief of a state as the 

expectation that a particular action contributes to a state of high value as follows. 

If | 𝐴𝑠| <= 1  

𝑏𝑒𝑙𝑖𝑒𝑓(𝑠) = 0 

Else, 

𝑏𝑒𝑙𝑖𝑒𝑓(𝑠) = 1 + ∑ 𝑝(𝑎|𝑠)𝑙𝑜𝑔|𝐴𝑠|𝑝(𝑎|𝑠)

|𝐴𝑠|

𝑎=1

 

This measure is bounded between zero and one.  However, the measure is an 

inverse of information entropy.  A belief of zero indicates an entropy of one and belief of 

one indicates an entropy of zero.  Furthermore, a belief of zero indicates the agent has no 
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belief that any particular action would lead them to a high value state compared to other 

actions.  Notice that having a belief of zero could also mean there is simply less than two 

actions and therefore no interesting trade-off being made by the agent in that state.  In 

contrary, a belief of one is indicative of the agent having the full belief that taking a 

particular action would lead them to a state of high value compared to other actions.  The 

states consisting of the highest belief will serve as the basis for computing intentional 

sequences as belief is one of the key aspects to intent.  This is meaningful because an 

agent with high belief is making significant trade-offs to achieve their goals. 

Desires, therefore, are the other key component of intentional sequences because 

the motivations an agent has for acting should be captured.  Moreover, desires are 

captured in two different ways.  The first way is by considering the immediate possible 

rewards an agent receives for acting in a state according to their policy.  The second way 

will be described shortly.  Like the belief measure, desire of a state is computed using the 

inverse of information entropy.  However, the reward values for a given state should be 

normalized accordingly before its desire may be computed. 

𝑟(𝑎|𝑠) = ‖𝑟(𝑎|𝑠) − min (𝑟𝑠)‖
1
 

This ensures each reward is treated similarly to probabilities such that each reward from a 

given state is bounded between zero and one and all rewards from a given state add up to 

one.  After normalizing the rewards, the following measure can be used to compute the 

desire of the state. 
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If | 𝐴𝑠| <= 1 

𝑑𝑒𝑠𝑖𝑟𝑒(𝑠) = 0 

Else, 

𝑑𝑒𝑠𝑖𝑟𝑒(𝑠) = 1 + ∑ 𝑟(𝑎|𝑠)𝑙𝑜𝑔|𝐴𝑠|𝑟(𝑎|𝑠)

|𝐴𝑠|

𝑎=1

 

The desire of a state is also bounded between zero and one as with the belief-

based measure which uses probabilities.  However, this measure reflects the extent to 

which the agent desires a particular set of actions to receive significant immediate 

reward.  A value of zero indicates the agent is indifferent in which action to take from the 

current state because the immediate reward among the actions would be identical.  

However, as with the previous belief measure, a value of zero could also indicate there is 

no interesting trade-off being made by the agent because there could be less than two 

possible actions from that state.   

Now that both the beliefs and desires of the agent from a state have been defined, 

the intentionality of a state is defined as follows. 

If | 𝐴𝑠| <= 1 

𝑖𝑛𝑡𝑒𝑛𝑡𝑖𝑜𝑛𝑎𝑙𝑖𝑡𝑦(𝑠) = 1 

 Else, 

𝑖𝑛𝑡𝑒𝑛𝑡𝑖𝑜𝑛𝑎𝑙𝑖𝑡𝑦(𝑠) = (𝑏𝑒𝑙𝑖𝑒𝑓(𝑠) + 1) ∗ (𝑑𝑒𝑠𝑖𝑟𝑒(𝑠) + 1) 
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States which show the agent has high belief in taking sets of actions while also being 

important for achieving an immediate reward will be valued with higher intentionality 

and should be informative of the trade-offs the agent makes in its decision-making 

process.  States in which the agent is unsure of the actions it should take, and immediate 

rewards are not relevant will demonstrate lower intentionality.  Also, notice any state’s 

intentionality is bounded between one and four, inclusively, due to both the belief and 

desire measures being bounded between zero and one. 

Although the desire for taking certain actions from a state compared to others are 

captured by the previous computation for a state’s desire, these immediate desires do not 

reflect the ultimate goals of an agent as they only consider the short-term.  The other way 

in which the desire of an agent is captured in intentional sequences are through the 

identification of subgoals.  By extracting subgoals and representing them within the 

sequences, this can provide insight into the reasons an agent has for acting.  The 

Eigenvector centrality measure has been previously used to identify subgoals in 

Reinforcement Learning (Kazemitabar et al., 2017).  Therefore, Eigenvector centrality 

will also be used here.  The Eigenvector centrality of a state represents the probability of 

a random walker ending at that state after navigating a graph many iterations and can be 

thought of as a measure of a state’s influence in the context of reinforcement learning.  

The Eigenvector centrality for a state 𝑠𝑖 is represented by 𝑥𝑖 as follows: 

𝑥𝑖(𝑡) = ∑ 𝐴𝑖𝑗𝑥𝑗(𝑡 − 1)

𝑗
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where 𝐴𝑖𝑗 is an adjacency matrix consisting of the transition probabilities from state to 

state according to the agent’s policy and 𝑡 is the minimum number of iterations for the 

solution to converge.  Furthermore, at 𝑡 = 0, 𝑥𝑗(0) = 1, ∀ 𝑗.  To use this measure to 

identify subgoals, a threshold 𝜀 between zero and one is introduced to extract a vector of 

subgoals as follows. 

𝑔𝑜𝑎𝑙𝑠 = ∀𝑖 ∈ {1, . . , |𝑥|}, 𝑥𝑖 > 𝜀  

The intentional sequences will typically end with one of the desired states in 

𝑔𝑜𝑎𝑙𝑠.  However, if the search fails to discover one of these subgoals, the state of highest 

Eigenvector centrality is used as the final state of the sequence instead.  This can be seen 

from the algorithm below which is used to find the most intentional path from a given 

source state, which will be a state of high belief, to a desired state. 

Figure 4.1 Intentional Path Algorithm 

 

Find-Intentional-Path(MDP, source, goals, EVC) 

 

       Let ‘MDP’ be a Markov Decision Process nested hash table 

       Let 'source' be a state 𝑠 ∈ 𝑆 of the MDP 
       Let ‘goals’ be the set of subgoal states with eigenvector centrality > 𝜀 
       Let ‘EVC’ be the eigenvector centrality hash table 

       Let ‘intent’ be a hash table 

       Let 𝜋 be a hash table 

       Let 𝛼 be a hash table  
       Let ‘Q’ be a hash table or maximum priority queue 

 

       maxEVC = 0 

       goal = NIL 

 

       for each state s ∈ S: 
        intent[s] = 0 

        𝜋[s] = NIL 

        𝛼[s] = NIL 
       endfor 

       intent[source] = 1 

       Q.add(source, 1) 
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       while Q != ∅: 
        u = Extract-Max(Q) 

 

        if u ∈ goals: 
         goal = u 

         break 

        endif 

 

        if EVC[u] > maxEVC: 

         goal = u 

         maxEVC = EVC[u] 

        endif 

 

        for each idx ∈ MDP[u].keys(): 
         vertex = MDP[u][idx] //vertex with state “s” and action ”a” 

         v = vertex[“s”] 

         vIntent = intentionality(v, MDP) //intentionality of state 

 

                    if length of MDP[v].keys() > 1: 

          vIntent = (vIntent – 1) / 3.0        //min-max norm 

                    endif 

 

         if intent[v] < intent[u] * vIntent: 

          intent[v] = intent[u] * vIntent 

          𝜋[v] = u 

          𝛼[v] = vertex[“a”] 
                           Q.add(v, intent[v]) 

         endif 

        endfor 

       endwhile 

 

       return Extract-Path(goal, source, 𝜋, 𝛼)             // returns sequence  
 

 

As previously mentioned, this is simply a variation of Dijkstra’s algorithm.  The 

key differences are that we would like to find the most “intentional” or longest path 

versus the shortest path.  Additionally, the values used in the computation are associated 

with vertices (states) as opposed to edges in the graph.  A maximum priority queue may 

be used for the problem.  To ensure the problem is not NP-hard, however, multiplication 

is used as opposed to addition when computing the intentionality along the paths and the 

normalized intentionality of each state is used so weights are bounded between zero and 

one.  Additionally, the intentional path distance of the source vertex is initialized to a 

value of one.  Then, when relaxing a state, the condition used to update the most 
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intentional path to a vertex v is “intent[v] < intent[u] * vIntentionality” as opposed to 

“intent[v] > intent[v] + vIntentionality” if Dijkstra’s shortest path algorithm is applied.  

This problem is equivalent to finding the shortest path using Dijkstra’s algorithm in a 

graph where a negative log transformation is applied to each state’s normalized 

intentionality.  By applying a negative log transformation to weights which are bounded 

by zero and one, the resulting weights will be non-negative.  Moreover, because 

Dijkstra’s algorithm only works for non-negative graphs, our algorithm is similarly valid.  

Finally, as seen from the above pseudocode, only states with more than one action will 

have their intentionality normalized.  States with only one possible action from them will 

keep their intentionality of one after normalization.  This ensures intentional paths 

including these states will not have a resulting intentionality of zero. 

The time complexity of finding an intentional path is 𝑂(𝐸𝑆2) where 𝑆 is the total 

number states in the MDP, and 𝐸 is the total number of edges between states in the MDP.  

This can be reduced to 𝑂(𝑆2).  Note, however, by using a maximum priority queue to 

store the intentionality of each state, the running time to find and relax the state with the 

next highest intentionality improves to 𝑂(𝑙𝑜𝑔𝑆) which improves the upper bound on the 

running time of the total algorithm to 𝑂(𝐸𝑙𝑜𝑔𝑆).  In terms of space complexity, the 

MDP, goals, EVC, intent, 𝜋 , 𝛼, and unvisited variables are no more than size 𝑆 + 𝐸 at 

any given time.  Therefore, like Dijkstra’s algorithm, the space complexity of the 

intentional path algorithm is 𝑂(𝑆 + 𝐸). 
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 Finding the most intentional path, however, is only part of the total sequence; the 

sequence representing the context behind the state of high belief must be extracted.  This 

is done slightly differently than with the previous algorithm.  Specifically, an additional 

parameter maximum context length 𝜁 is used.  Furthermore, the raw intentionality of each 

state is used as opposed to being normalized first.  The procedure for finding the 

intentional context behind a state of interest is as follows. 

Figure 4.2 Intentional Context Algorithm 

 

 

Find-Intentional-Context(MDP, cMDP, source, 𝜁) 
 

      Let ‘MDP’ be a Markov Decision Process nested hash table 

      Let ‘cMDP’ be the converse graph of MDP 

      Let 'source' be a state s ∈ S of the MDP 

      Let ′𝜁 ′ be the maximum context length 
      Let ‘intent’ be a hash table 

      Let ‘dist’ be a hash table 

      Let 𝜋 be a hash table 

      Let 𝛼 be a hash table  
      Let ‘Q’ be a hash table or maximum priority queue 

 

      maxIntent = 0 

 

      for each state 𝑠 ∈ 𝑆: 

      intent[s] = −∞ 

      dist[s] = −∞ 

       𝜋[s] = NIL 
      𝛼[s] = NIL 
      endfor 

 

      intent[source] = 1 

      Q.add(source, 1) 

      dist[source] = 0 

      goal = NIL 

       

      while Q != ∅: 
            u = Extract-Max(Q) 

      if dist[u] <= 𝜁 and intent[u] > maxIntent: 
       goal = u 

       maxIntent = u.intent 

      endif 

 

      for idx in cMDP[u].keys(): 

       vertex = cMDP[u][idx] 

       v = vertex[“s”]  // state associated with vertex 
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       vIntent = intentionality(v, MDP) // intentionality(v) 

       if intent[v] < intent[u] * vIntent and dist[u] < 𝜁 and v ∉ Q: 
              intent[v] = intent[u] * vIntent 

              dist[v] = dist[u] + 1 

              𝜋[v] = u 
              𝛼[v] = vertex[“a”] // action associated with vertex 
              Q.add(v, intent[v]) 

                  endif 

            endfor 

      endwhile 

 

      if goal != NIL: 

      return Extract-Path(goal, source, 𝜋, 𝛼) 
      else: 

      return ∅ 
      endif 

 

 

Like the previous algorithm, the running time for finding the intentional context is 

𝑂(𝑆2).  This algorithm finds an “intentional” context but does so without using the 

normalized intentionality of the states.  To ensure we extract a path that is not NP-hard, 

we use a maximum context length threshold to limit the search.  Additionally, we do not 

consider cycles, relaxed states are not to be part of future paths.  The search for the 

intentional context should end relatively quickly depending on the maximum context 

length and how densely connected the graph is near the source state of the search.  

Therefore, there may be a significantly stricter upper bound that could be achieved by 

this algorithm specified in these terms.  Regardless, 𝑂(𝑆2) is correct.  Moreover, the 

space complexity is 𝑂(𝑆 + 𝐸) which is identical to the previous algorithm. 

 After computing the path of highest intentionality and path of intentional context 

for a given intentional sequence, the algorithm returns each path using the output from 

the “Extract Path” procedure which simply returns an array representing the sequence of 
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states and actions from the source to the goal using the predecessor hash tables for states 

(𝜋) and actions (𝛼).  This algorithm is as follows. 

Figure 4.3 Extract Path Algorithm 

 

Extract-Path(goal, source, 𝜋, 𝛼) 

Let ‘sequence’ be an empty array 

 

current = goal 

while True: 

 if current ∉ keys of 𝜋 OR current == source: 
Add (current, sequence, 0) //add to beginning of sequence 

Break 

 endif 

 

  Add (current, sequence, 0)  

  Add (𝛼[current], sequence, 0) 

  current = 𝜋[current] 
endwhile 

 

 return sequence 

 

 

Once both sequences are identified, the final sequence is simply the two extracted 

paths combined.  However, since the intentional context is found using the converse of 

the original MDP, this path will need to be reversed before it gets prepended to the 

intentional path.  This is done with the following procedure which takes the intentional 

context and intentional path as input. 

Figure 4.4 Combine Path Algorithm 

 

Combine-Paths(context, path) 

Let ‘intentional_sequence’ be an empty array list 

 

for i in length of context: 

 Add (context[length of context – i – 1], intentional_sequence) 

endfor 
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for i in length of future – 1: 

 Add (future[i+1], intentional_sequence) 

endfor 

 

return intentional_sequence 

 

 

Then, to compute the intentionality of the sequence, each state intentionality is 

multiplied with one another along the path.  Multiplication is used over something like 

the sum across the sequence because the process we used to extract the sequences directly 

involve multiplication as opposed to addition.  Furthermore, each state’s “intentionality” 

within a sequence scales the final intentionality of the sequence by that amount.  So, 

when there are multiple states demonstrating high intent in a sequence, each of which 

indicating the same “intent” of the agent to achieve their goal, the final intentionality of 

the sequence should be measured considerably larger than if only the sum is taken in 

these situations.  However, it is important to consider that the original intentionality of 

each state is used in the computation as opposed to the normalized values between zero 

and one which are used to compute the most intentional path.  This is done so that longer 

sequences are not scored with less intentionality.  The intentionality of a sequence is 

described mathematically as follows: 

𝑠𝑒𝑞𝑢𝑒𝑛𝑐𝑒_𝑖𝑛𝑡𝑒𝑛𝑡𝑖𝑜𝑛𝑎𝑙𝑖𝑡𝑦(𝑆𝑒𝑞) = ∏ 𝑖𝑛𝑡𝑒𝑛𝑡𝑖𝑜𝑛𝑎𝑙𝑖𝑡𝑦(𝑆𝑒𝑞𝑖)

|𝑆𝑒𝑞|

𝑖=1

 

where ‘Seq’ is an intentional sequence with indices representing the states of the 

sequence.  Now that the components of intentional sequences have been described, the 

intentional sequence algorithm can be used to provide a complete summary of agent 

behavior.  A human user will first need to specify their ‘budget’ or the number of 
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sequences they will examine.  This represents the capacity of the human taking the time 

to understand the sequences of agent behavior being extracted.  The ‘budget’ highest 

belief states of the MDP are used as starting points for each intentional sequence.  The 

procedure then makes calls to the intentional path and intentional context algorithms 

using the highest belief states as the basis for each.  These sequences are then combined 

into one to provide a demonstration of the context behind an agent’s high belief situation 

and how, from that context, the agent navigates to a subgoal along the most intentional 

path.  The pseudocode for the main procedure is defined as follows. 

Figure 4.5 Intentional Sequence Algorithm 

 

Let MDP be <S, A, P, R, gamma> implemented as a nested hash table 

Let cMDP be the converse graph of MDP 

Let ‘budget’ be the user’s explanation budget 

Let ‘sequences’ be a hash table 

Let ‘beliefStates’ contain belief of each state in decreasing sorted order 

Let ‘evcStates’ be a hash table containing eigenvector centrality of each state  

Let ‘goals’ be the set of goal states with eigenvector centrality > 𝜀 
 

count = 0 

 

for state in beliefStates: //parse states from highest to lowest belief 

if count < budget: 

 future = Find-Intentional-Path(state, MDP, goals, evcStates)

  context = Find-Intentional-Context(state, MDP, cMDP, 𝜁) 
endif 

Let ‘sequence’ be an array equal to the length of future + context – 1.

 for i=0 to length of context: 

 sequence[i] = context[length of context – i – 1] 

endfor  c 

 for i=0 to length of future – 1: 

 sequence[length of context + i] = future[i + 1] 

endfor 

sequences[context] = sequence 

 

count++ 

endfor 

 

return sequences 
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The overall time taken to compute each intentional sequence is 𝑂(𝑆2).  This is a 

result of it taking 𝑂(𝑆2) to find the intentional path and 𝑂(𝑆2) to find the intentional 

context for each sequence.  However, 𝑏 intentional sequences are being computed.  

Therefore, the intentional sequence algorithm takes 𝑂(𝑏𝑆2).  But, since 𝑏 is a constant, 

this reduces back to 𝑂(𝑆2).  However, a more efficient solution could be achieved again 

by implementing a priority queue for finding the intentional path.  This does not change 

the final running time of 𝑂(𝑆2) because of the intentional context computation time.  

However, this could be further improved by developing a stricter upper bound on the 

intentional context algorithm as previously stated.  Again, the overall space complexity is 

𝑂(𝑆 + 𝐸). 

4.2. Intentional Sequence Semantics 

Now that the intentional sequence algorithm has been presented, it is relevant to 

describe what these summaries represent.  First, these sequences are formed around states 

of highest belief.  The first sequence in the budget is formed around the highest belief 

state, the second sequence in the budget is formed around the second highest belief state, 

and so on.  By including these situations, the human gains an understanding of the key 

situations where an agent has high belief that an action would result in achieving 

significant reward in the future.  However, consider a situation where an agent acts 

randomly to achieve some goal.  If there is not a high belief that actions would enable 

them to achieve it, then how can this behavior be seen as intentional?   These high belief 

situations also enable the observer to assess both the capabilities and limitations of the 
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agent.  For example, a human viewing an agent acting undesirably in a situation with 

high belief will find the capabilities of the agent to be limited.  However, if the agent 

appears to act as intended, the human would be more enabled to infer its capabilities.  

Moreover, (Huang et al., 2018a) suggest end users are enabled to trust agents 

appropriately by observing the agent’s behavior in high belief or “critical states” because 

by not acting according to the preferred action, there would be a significantly worse 

outcome.  This addresses one of the main goals of this research, to facilitate an 

appropriate amount of trust by understanding what kinds of important decisions are made 

by the agent’s policy.  The states which form the basis of the sequence have been 

motivated, but these single situations are not as meaningful on their own in terms of 

demonstrating intentionality.   

Although high belief situations demonstrate meaningful decisions being made, 

they only provide information regarding an agent’s decision at a particular point in time, 

they give no indication of the goal being achieved by the agent and provide no context 

leading up to the important situation.  For these reasons, sequences of behavior leading to 

states of high Eigenvector centrality as well as sequences which incorporate context 

preceding situations of high belief are extracted.  First, the ending point of many of the 

sequences are states of the highest Eigenvector centrality which represent subgoals the 

agent is achieving in their policy.  A state’s Eigenvector centrality is indicative of the 

probability of a random walker ending up at the state after many traversals in the graph.  

However, in terms of an MDP, states having high Eigenvector centrality encapsulates the 

concept of subgoals within an agent’s policy because they will be the most influential in 
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the sense that the agent will tend to be driven towards these states when navigating the 

environment.  Secondly, after motivating the use of high belief states and subgoal states 

using the Eigenvector centrality measure, it is important to describe the meaning of the 

intentional path which connects the two components as well as the intentional context 

which precedes this behavior.  Recall that a state having high intentionality means the 

agent has a combination of high belief that certain action(s) are particularly favorable 

when it comes to achieving some long-term reward and the agent has the desire to take a 

particular action over others to achieve some immediate reward.  Intentional sequences 

reflect these meaningful situations.  For example, rather than viewing situations where 

the agent is indifferent about what decisions they should make, intentional sequences 

capture situations where the agent has the highest degree of confidence in its decisions in 

the long-term; but it also places an emphasis on trade-offs with immediate rewards in the 

short-term.  These situations where the agent is confident in terms of their short-term and 

long-term decisions leading up to a goal could be indicative of the agent acting with 

intentionality.  Moreover, the intentional context preceding the state of high belief is also 

indicative of the short-term and long-term trade-offs an agent is making in their policy.  

The main difference between the intentional path and intentional context algorithms is 

that the length of the intentional context is limited by the maximum context length 

parameter. 

Now that the semantics of intentional sequences are understood.  What does the 

intentionality of each intentional sequence mean?  In general, sequences of longer length 

will have larger intentionality.  Longer sequences should be indicative of more 



43 
 

 

intentionality given the sequence is dictated by the distance between a high belief state, 

where a particular action is favorable in achieving a long-term reward, and a subgoal 

being achieved within their policy.  Moreover, sequences where the agent is 

demonstrating confidence in their long-term and short-term decisions will indicate more 

intentionality.  This follows from the defined measure of intentionality being a 

combination of belief in a particular action(s) in achieving long-term reward and desire in 

an action(s) in achieving immediate reward. 

4.3 MiniGrid Environment 

To test the utility of the intentional sequence algorithm, a suitable test bed is 

required.  One quality of such a testbed is that there be a clear goal.  Moreover, the 

environment should be simple enough for a human to accurately demonstrate what 

actions they predict the agent will take.  However, the environment should be 

complicated enough for the human to easier assess aspects of the agent’s capabilities and 

limitations.  For example, besides a clearly set out goal, the environment should include 

subgoals.  Finally, as with all reinforcement learning environments, rewards that 

influence the agent’s behavior are required.  The Minimalistic Grid World Environment 

(MiniGrid) is a suitable testbed for this experiment.  MiniGrid is a lightweight and simple 

environment for training Reinforcement Learning agents.  Within this environment, there 

are a variety of different games with different objectives that can be used for agent 

training.  The specific game used for the setup of the experiment is a variation of the 

“DoorKey” environment (Chevalier-Boisvert et al., 2018).  In this environment, a RL 

agent is tasked with navigating to the goal green square.  To get to the goal, the agent 
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must accomplish a couple subgoals.  First, they must find the key.  Secondly, they must 

navigate to the door and unlock it before finally making their way to the goal. 

The environment is made up of a n x m grid of tiles.  However, for the sake of this 

experiment, a size of 5 x 5 is used.  This simplicity makes it easier for the human user to 

make predictions of the agent’s future behavior and makes it so that participants do not 

feel like they are merely guessing.  Each tile will either contain nothing or just one object.  

Moreover, each tile is encoded as a tuple of three objects containing the object ID, the 

color ID, and the state of the object which could be open, closed, or locked.  For this 

experiment, there are a variety of objects which consist of the AI agent itself, a key, a 

locked door, walls, and the goal.  The state-space of the agent is partially observable.  

Specifically, the agent can view the tiles within a 7 x 7 grid in their front view as long 

there are no walls or door blocking their view.  Note that the encoding of what the agent 

physically sees is a 7 x 7 x 3 object containing each of the tile and associated object 

information.  Additionally, the state-space consists of the agent’s position, the door’s 

position, and the agent’s direction.  The action-space of the environment contains the 

ability for the agent to move left, right, forward, pick up the key, drop the key, and toggle 

a door open or closed.  An example of this environment is displayed in Figure 4.6 below.   



45 
 

 

 

Figure 4.6  Example of the “DoorKey” MiniGrid Environment 

The rewards the agent receives for acting in the environment include a reward of 

one for achieving the goal square.  Moreover, the agent receives a reward of 0.5 for 

picking up the key and a reward of -0.5 for dropping the key.  Now that the environment 

set-up has been described, the intentional sequence summary can be applied. 

4.4 Constructing the Explanation 

To construct intentional sequence explanations, an MDP is required.  As 

previously mentioned, an MDP is just a graph.  It contains all the state-space information 

of the AI agent, the transitions that can take place from state to state through actions, 

probabilities of the agent taking a given action, and finally the reward the agent receives 

from moving state to state.  The graph is encoded using a nested hash table.  To construct 

each agent’s MDP, the agents start by navigating their environment for a suitable number 

of episodes.  1000 episodes is chosen to capture how the agent behaves in a simple 5x5 

environment.  Before an agent takes an action, the state ID of the current environment is 

recorded.  Then, every time the agent takes an action, the action ID is recorded along 

with the state ID the agent ends up in.  The frequency of each state-to-state transition and 
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the reward received from each are updated in the adjacency list each time the agent takes 

an action.  This graph of frequencies is then converted to probabilities.  After running the 

intentional sequence algorithm to extract the sequence of states and actions from this 

graph, there are two modes of explanation utilized to convey the agent’s behavior.  First, 

a visualization of the sequence in GIF format is extracted.  Secondly, a description of the 

agent’s behavior is generated to augment the user’s understanding of the transitions the 

agent makes from state to state. 

4.5 Experiment Setup 

To measure the utility of the explanation method, the method was verified in a 

few different ways before conducting the experiment.  To verify the intentional path and 

intentional context algorithms correctness before obtaining experimental results, a test 

graph representing the Markov Decision Process of an agent in a much smaller search-

space was created such that the steps of the algorithms could be performed reasonably by 

hand.  The first correctness check included ensuring the basis state of each of the 

subsequent intentional path and intentional context sequences is the state of next highest 

belief within the MDP.  The next check was done by manually computing the most 

intentional path from each starting state as well as manually computing the most 

intentional context.  This was done to verify the extracted intentional sequences match 

what the algorithm describes.  Doing so ensures the algorithms correctness while also 

ensuring the intentional context is no larger than what is specified by the maximum 

context length, and that the sequences end at a state of Eigenvector centrality above the 

specified threshold unless the search exhausts all possible paths without finding one. 
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A human study involving six college students is conducted to evaluate the 

effectiveness of intentional sequence summaries among three different models.  Because 

the capabilities and limitations of agents are to be assessed, it is important to experiment 

with agents of varying levels of skill.  To do this, three reinforcement learning models are 

trained on the task with varying capabilities.  The specific algorithm used to train these 

agents is known as Proximal Policy Optimization (PPO).  Most of the hyperparameters 

used among the PPO models remained the same and are the suggested defaults to the 

environment.  Specifically, the number of epochs used is four and a minibatch size of 256 

is used among all models.  Additionally, a learning rate of 0.001, clipping range of 0.2, 

GAE lambda of 0.95, entropy coefficient of 0.01, and value loss coefficient of 0.5 are 

used across models.  Finally, all three models are trained using a discount factor of 0.99.  

However, each model varies in the number of frames used for training.  Model A is 

trained using 250,000 frames, Model B is trained using 350,000 frames, while Model C is 

trained using 450,000 frames.   

Random sequences of behavior are used as a baseline to compare with the 

proposed intentional sequence approach.  Three additional models are trained such that 

their parameters and random seed for training are identical to Model A, Model B, and 

Model C.  Although the same as the previous three models, they are presented differently 

to the participants.  Specifically, these are introduced as Model D, Model E, and Model F 

which are identical to Model B, Model C, and Model A respectively.  Moreover, random 

sequences are created such that the length of each sequence in the budget is equal to the 

length of their intentional sequence counterparts.  This is done by randomly choosing a 
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state in the agent’s MDP as the starting point.  Then, the sequence is expanded forwards 

uniformly at random based on any of the next possible states in the agent’s decision-

making process according to the agent’s MDP.  This sequence expands forwards until the 

length is equal to the length of the associated intentional sequence or until a dead end, in 

which case, the sequence resumes expanding backwards from the initial state randomly 

until the desired length has been met.  If a suitable sequence length has still not been 

found from the initially chosen state, a new starting state is chosen at random, the process 

repeats until one has been found. 

Each student takes the time to examine intentional sequence explanations for all 

three agents as well as random sequence explanations for the same agents.  For the 

experiment, an equal budget of ten is set among all participants for each of the agents 

including both intentional and random sequences for a total budget of 60 sequences 

across six agents.  The two hyperparameters necessary to compute the sequences include 

the Eigenvector centrality threshold and maximum context length.  Although there is not 

a fully specified methodology for specifying these hyperparameters, the approach used 

for determining the Eigenvector centrality in this experiment is determined by gradually 

decreasing the parameter from 0.99 towards zero until the ending state of the intentional 

sequences start to become states other than the final goal state.  This is done to capture 

potential subgoals within the agent’s policy by having them represented as the ending 

goal of the sequence.  A threshold of 0.02 is found to be appropriate for this problem.  

This is done to ensure the intentional sequences do not only extract sequences leading up 

to the goal, but also consist of sequences leading to subgoals within the agent’s policy.  
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The other parameter, maximum context length, is specified as two for all agent’s 

summaries.  The 5x5 MiniGrid environment is relatively simplistic, so the number of 

states representing the context before a high belief situation should be somewhat small.  

Both the Eigenvector centrality threshold and maximum context length should be domain 

dependent.  For example, using different domain would mean an entirely different state-

space and therefore the Eigenvector centrality of the states would be completely different.  

This would change how the Eigenvector centrality threshold is tuned because it is reliant 

on those values.  Additionally, changing the environment may change how much context 

should be provided to the user.  For example, a larger context may be required for an 

environment where there are more moves required to achieve a goal or meaningfully act 

in the environment.  To prevent confounding, we ensure participants are not made aware 

how each of the models are trained.  Furthermore, participants are not made aware that 

the models used to generate the random sequence explanations are the same as the 

models used for extracting intentional sequences.  This ensures participants do not use 

previous explanations to aid them in the evaluation of other agents.  However, before 

describing the experiment, measures used within the evaluation will be defined. 

4.6 Objective and Subjective Measures 

When it comes to evaluating approaches based on strategy summaries, (Amir et 

al., 2018) state the assessment should be in terms of computational measures as well as 

subjective measures including the cognitive effort required for making sense of the 

explanation and its usefulness.  For this reason, not only does the evaluation include 

computational measures used to evaluate trust of the agents and the intentionality of 
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sequences, but it also utilizes subjective measures that capture the effort required and 

usefulness of the explanation method. 

An appropriate computational measure to validate the proposed algorithm should 

enable a human user to place a suitable amount of trust in an AI agent; there must be a 

way for the user to establish their expectation of the agent’s behavior.  The more an 

agent’s actual behavior underperforms or overperforms the user’s expectations, the less 

confident the user can be that they established appropriate trust.  To address this 

requirement, the evaluation considers predictability as defined by (Dragan et al., 2013) 

who apply the idea to robot motion.  Specifically, predictability is motion that matches 

what an observer would expect, given prior knowledge of the goal.  In other words, 

intentional sequences can be measured by their ability to enable accurate predictions of 

an agent’s future behavior when it comes to achieving some goal.  However, we should 

not care too much about the user’s ability to predict each specific action the agent takes in 

a sequence.  What we are really looking for are how many steps the user anticipates the 

agent will take to achieve their goal.  If a user can accurately predict how well an agent 

does at accomplishing their task, then the explanation method must have provided the 

user with a good understanding of the agent’s decision-making and enabled the user to 

place a suitable amount of trust in the agent.  Contrarily, if the user’s prediction of the 

agent’s behavior is far off from reality, the explanation method failed to provide this 

understanding of the AI agent.  This idea is captured by the average-difference measure 

as follows: 
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𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 =  
∑ 𝑎𝑐𝑡𝑢𝑎𝑙𝑖

𝑛
𝑖=1 − 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑𝑖

𝑛
 

where 𝑛 is the total number of predictions made by the user for an agent, 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑𝑖 is 

the number of steps the user predicted it would take the agent to accomplish their goal in 

situation 𝑖, and 𝑎𝑐𝑡𝑢𝑎𝑙𝑖 is the actual number of steps it took the agent to get to the goal in 

situation 𝑖.  However, because any example of agent behavior can give some 

understanding of an agent’s capabilities, the intentional sequence explanations should be 

compared to random sequence explanations of the same length in their ability to facilitate 

comprehension of the agent’s reward function. 

The second computational measure used to evaluate the approach is the Spearman 

rank correlation.  This will be used to compare the intentionality of the sequences with 

what the user views as the most informative sequences to understanding the agent’s 

decision-making process.  If “intentionality” is truly capturing the meaningful trade-offs 

being made by the agent and informing the human of agent behavior, then the correlation 

between these rankings should be larger.  If intentionality is not correlated with the users 

ranking of most informative, then there could be further improvements to the algorithm to 

increase the ability to understand the agent’s policy. 

 The subjective measures used to evaluate the approach are obtained by asking a 

couple of questions regarding the effort required to make sense of the summary and the 

usefulness of the explanation method.  The first question, specifically put, is “How much 

cognitive effort was required on your part to understand the agent’s behavior from the 

summaries?”.  Participants answer the question using the Likert scale shown below. 
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Figure 4.7 Likert Scale Measuring Cognitive Effort 

Very Little Effort       Little Effort      Neutral Effort       Large Effort     Very Large Effort 

 

The other subjective measure is gathered by asking the following question.  “How 

useful do you think the summaries (both the GIF and text description) were in your 

ability to understand the agent’s overall behavior (capabilities and limitations) in the 

environment?”.  Participants also answer this question using a five-point Likert scale as 

follows.  

Figure 4.8 Likert Scale Measuring Perceived Usefulness 

    Not Useful          Fairly Useful      Neutrally Useful     Very Useful     Extremely Useful  

 

Together, these responses provide additional insight into the utility and drawbacks 

of the proposed method to augment the information the objective computational measures 

provide to evaluate trust and intentionality. 

4.7 Evaluation 

The participants of the experiment are asked to evaluate the six reinforcement 

learning agents, all containing their own summaries of behavior.  For each of the 

generated sequences in an agent’s summary, the participants are given as much time as 

they require to understand the explanations containing the GIF and behavior descriptions 

of the agents.  After taking the time to understand the agent’s behavior from the 
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explanation, the previously mentioned “DoorKey” environment loads 50 random starting 

scenarios.  The human user is tasked with predicting the agent’s behavior from each of 

these situations, simulating what actions they think the agent would take given their 

understanding of the agent’s reward function from the summaries.  Once the participant 

navigates the agent to the goal state with their prediction by mimicking the actions of the 

agent, the scenario is regenerated to where it was before the prediction was made.  

However, the agent now navigates the environment on their own until they reach the 

goal.  Doing so enables the computation of the previously mentioned average difference 

measure.  It should be noted that the human does not get to observe this agent behavior, 

however.  After the predictions and actual observations of behavior for the 50 scenarios 

have been collected, the user is repeatedly asked “Which sequence was the most 

informative to you in understanding the agent’s decision-making process?”.  The user 

responds with the next most informative and is re-asked until all the sequences out of the 

total budget have been exhausted.  This process is used for computing the correlation 

measures.  From this point, the participants may answer the subjective questions 

regarding cognitive effort required and the usefulness of the summary using the 

previously mentioned Likert scales. 

The testing environment is scalable.  However, this assumes the users conducting 

the experiment are familiar with Python and Git for version control.  Some students 

lacking this knowledge required some additional help with set-up beyond what the set-up 

document explained as shown in the appendix.  Users obtained results from the 

experiments simply by following the instructions from the document on how to clone the 
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repository, install required packages, and run the scripts for conducting the evaluation.  

Windows was the only operating system verified to work for running the experiments.  

One student attempted to set-up the environment on their Linux machine, however, they 

ran into issues installing all required packages to run the evaluation scripts.  
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Chapter 5 

 

Results 

 

 The summary information regarding the ten intentional and random sequences in 

terms of sequence length and intentionality are shown in Table 5.1 and Table 5.2 below, 

respectively. 

Table 5.1 Intentional Sequence Summary 

 Min 

Length 

Max 

Length 

Avg. 

Length 

Min 

Intent. 

Max 

Intent. 

Avg. 

Intent 

Model A 2 12 5.7 2.020 624.351 125.866 

Model B 3 11 6.2 1.873 109.395 36.423 

Model C 2 14 6.3 5.076 1,158.914 156.492 

 

Table 5.2 Random Sequence Summary 

 Min 

Length 

Max 

Length 

Avg. 

Length 

Min 

Intent. 

Max 

Intent. 

Avg. 

Intent 

Model A 2 12 5.7 1.050 204.125 31.559 

Model B 3 11 6.2 1 310.603 35.558 

Model C 2 14 6.3 1 35.500 10.260 
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The lengths of intentional and random sequences are the same as one another 

across models as described in the experiment set up.  However, the measured 

intentionality for each sequence is clearly different.  Interestingly, the maximum intent of 

the intentional sequences extracted for Model B is lower than the maximum intent for 

random sequences.  However, the intentional sequences extracted for Model A, Model B, 

and Model C have larger intentionality on average as well as in terms of the minimum 

intentionality among sequences.  The intentionality among intentional and random 

sequences for Model C has the largest gap from 156.492 to 10.26 respectively for a total 

of 146.232 indicating this sequence contains many more meaningful decisions in terms of 

the agent achieving both short-term and long-term rewards compared to a random 

sequence of the same length.  This is followed by Model A with the next largest gap from 

125.866 to 31.559 for a total of 94.307 which also indicates a significant amount of 

meaningful short-term and long-term decisions compared to random sequences.  Finally, 

Model B indicates behavior that is seemingly as uninformative as random with a gap 

from 36.423 to 35.558 for a total of 0.865.   

To evaluate how appropriately the users trust agents after viewing intentional 

sequences of behavior versus random sequences of behavior, the average difference 

between the predicted number of steps and actual number of steps taken for each agent to 

accomplish their goal are computed. 

Table 5.3 Average Difference of Intentional Sequences 

 
Total Actual 

Steps 

Total Predicted 

Steps 

Num. 

Observations 

Avg. 

Difference 
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Model A 5,725 3,330 300 7.983 

Model B 5,612 3,244 300 7.893 

Model C 5,004 3,534 299 4.916 

Total 16,341 10,108 899 6.933 

 

Table 5.3 displays the total number of actual steps versus the total number of 

human-predicted steps for each agent to get to the goal after viewing intentional 

sequences of behavior, totaled across 50 scenarios and six human evaluations (300 total).  

There was an error in the evaluation for one of the participants which resulted in one less 

observation being captured for Model C which is why it is the only model to have 299 

observations.   

The least trained model (Model A) appears to be the most difficult to predict 

future behavior, having an average difference of 7.983.  This effectively means the 

human’s prediction overestimated the agent’s ability by about 7.983 steps per scenario.  

The second largest overestimation is from the second most capable model (Model B) 

which has an average difference of 7.893.  Finally, the most capable model (Model C) 

has its ability overestimated with an average difference of 4.916.  

Table 5.4 Average Difference of Random Sequences 

 
Total Actual 

Steps 

Total Predicted 

Steps 

Num. 

Observations 

Avg. 

Difference 

Model A 5,444 4,527 300 3.057 

Model B 5,707 4,838 300 2.897 

Model C 4,833 5,198 299 -1.221 
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Total 15,984 14,563 899 1.581 

 

Table 5.4 displays the total number of actual steps versus the total number of 

human-predicted steps for each agent to get to the goal after viewing random sequences 

of agent behavior, totaled across 50 scenarios and six human evaluations (300 total).  

Again, there was an error in the evaluation which resulted in one less observation being 

captured for Model C. 

The average difference in predicted versus actual steps across all observations for 

Model A is 3.057.  Model B has an average difference of 2.897.  Both models 

overestimate the agent’s capability.  Meanwhile, Model C has a negative average 

difference of -1.221 which indicates participants underestimate the ability of the agent 

after viewing random sequences by 1.221 steps on average.  However, the main 

observation from comparing intentional to random sequences is that the average 

difference among intentional sequences is larger in absolute terms than the average 

difference of the random sequences.  This means that the participants do not 

appropriately trust the agents after viewing intentional sequences of behavior compared 

to random.  The participants likely overestimate agent behavior more after viewing 

intentional sequences because the behavior within the explanations ultimately appear 

more desirable than random sequences.  Furthermore, intentional sequences could be 

more indicative of the agent achieving their goal than the random sequences.  For 

example, random sequences often consist of behavior of the agent doing seemingly 

meaningless actions like spinning in circles, moving away from the goal, or otherwise 



59 
 

 

doing unhelpful behavior.  By seeing behavior of the agent achieving their goal however, 

the participants perceived this behavior as if it would always happen that way.  Moreover, 

the agents act not based on the highest probability action, but according to the action 

probability distribution which follows from their Q-values.  So, although intentional 

sequences show meaningful trade-offs in the agent’s policy as they achieve their goals, 

the agent acts stochastically which may give the participants the false idea that the agent 

would always act according to the behavior sequences. 

To understand if the computed intentionality of each sequence reflects the 

informativeness of the agent’s reward function, correlation between the users ranking of 

informativeness and the actual intentionality of the sequences is compared in terms of 

Pearson correlation and Spearman rank correlation across agents as follows.  

Table 5.5 Avg. Pearson Correlation, Intentional versus Random Sequences 

 
Avg. Pearson Corr. 

(Intentional Seq.) 

Avg. Pearson Corr. 

(Random Seq.) 

Model A 0.045 0.055 

Model B 0.227 0.097 

Model C 0.067 0.005 

Average 0.113 0.052 

 

Table 5.5 displays the average Pearson correlation between the decreasingly 

ordered intentionality of each of the random sequences and the intentionality of 

sequences as ranked by the most informative by the user.  It appears there is a very small 

positive correlation among both intentional and random sequences of behavior.  This 
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indicates there is a small positive linear relationship between intentionality and 

informativeness of the sequences.  However, Pearson correlation detects linear 

relationships in the data; the data here is ranked.  Therefore, a more appropriate measure 

to compare is the Spearman rank correlation.  Results using this measure are displayed in 

Table 5.6 as follows.  

Table 5.6 Avg. Spearman Correlation, Intentional versus Random Sequences 

 
Avg. Spearman Corr. 

(Intentional Seq.) 

Avg. Spearman Corr. 

(Random Seq.) 

Model A 0.386 0.044 

Model B 0.408 0.154 

Model C 0.103 0.141 

Average 0.299 0.113 

 

Table 5.6 displays the Spearman rank correlation between the decreasingly 

ordered intentionality of sequences and the intentionality of the sequences as ranked 

again by the most informative.  Compared to average Pearson correlation using the same 

data, the average Spearman rank correlation captures a more meaningful relationship.  

This suggests the data is not linear, rather it is monotonic.  The average Spearman 

correlation between intentionality and informativeness appears to be larger among Model 

A and Model B while the average Spearman Correlation is larger among random 

sequences for Model C.   

In general, however, it appears that intentionality is weakly correlated with what 

the human user would consider to be informative to understanding the decisions made by 
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an agent.  Moreover, the intentional sequences themselves are ranked more similarly with 

what is seen as the most informative behavior to the agent’s decision-making process 

compared to the random sequences.  For example, although random sequences can have 

their “intentionality” computed, the behavior within these sequences may not be 

reflective of informative behavior in general.  This could be because the random 

sequences are not formed around a necessarily meaningful state of interest like 

intentional sequences do or that the behavior being extracted is merely random.  Due to 

these reasons, it makes sense why there would be a disconnect between random and 

intentional sequences in terms of correlation with informativeness to the decision-making 

process.  This also shows that “intentionality” as a measure of an intentional sequence 

may only be valid in cases where the sequence is extracted how the intentional sequence 

algorithm describes.  For example, it would be important to form the sequence around a 

high-belief state instead of a random state like the random sequence algorithm; otherwise, 

the “intentionality” measure may not be as indicative of informativeness.  Lastly, the 

mismatch between the correlations of intentional and random behavior could be due to 

random chance and lack of a suitable number of participants for this measure.  Because 

there are only six participants who each gave their ranking of the sequences, the average 

Pearson and Spearman correlations only consider six rankings of sequences, one per 

agent.  This may not be enough observations to make any solid conclusions from the 

data. 

The subjective measures for evaluation include the perceived usefulness of the 

summarization method and the cognitive effort required to understand the summary and 
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agent’s underlying reward function.  The results measuring the perceived usefulness of 

the Intentional Sequences on a five-point Likert scale are displayed in Table 5 below. 

Table 5.7 Usefulness of Intentional Sequence Summaries 

 Not 

Useful 

Fairly 

Useful 

Neutrally 

Useful 

Very 

Useful 

Extremely 

Useful 

Model A 0 0 1 4 1 

Model B 0 0 4 2 0 

Model C 0 0 2 3 1 

Total 0 0 7 9 2 

 

Table 5.7 displays the totals among all participants for each of the five options in 

the Likert scale for measuring the perceived usefulness of the summaries across Model A, 

Model B, and Model C.  The responses among participants seem to indicate they are 

generally very useful or neutrally useful in enabling an understanding of how an agent 

makes its decisions in the environment.  Specifically, intentional sequences of Model A 

and Model C appear to contain more useful examples of behavior than those in Model B.  

Nonetheless, responses are generally positive in terms of perceived usefulness. 

Table 5.8 Usefulness of the Random Sequence Summaries 

 Not 

Useful 

Fairly 

Useful 

Neutrally 

Useful 

Very 

Useful 

Extremely 

Useful 

Model A 3 1 2 0 0 

Model B 2 2 2 0 0 

Model C 4 0 2 0 0 
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Total 9 3 6 0 0 

 

Table 5.8 displays the totals among all participants for each of the five options in 

the Likert scale for measuring the perceived usefulness of random sequences of behavior 

across Model A, Model B, and Model C.  The responses generally indicate there is not 

perceived usefulness for random sequences while a fair number of others indicate 

summaries are neutrally useful.  By the model, summaries for Model A and Model C are 

generally perceived as not useful whereas Model B is perceived more as “fairly useful”.  

These are interesting observations given that the predictability of the agent is higher for 

random sequences, yet random sequences have much less perceived usefulness.  

Table 5.9 Cognitive Effort of Intentional Sequence Summaries 

 Very Little 

Effort 

Little 

Effort 

Neutral 

Effort 

Large 

Effort 

Very Large 

Effort 

Model A 0 3 1 2 0 

Model B 0 1 3 2 0 

Model C 0 3 1 2 0 

Total 0 7 5 6 0 

 

Table 5.9 above displays the totals of the five options in the Likert scale among 

six participants for measuring the cognitive effort required to make sense of the 

intentional sequence summaries across Model A, Model B and Model C.  Responses for 

Model A and Model C indicate there is generally little effort required to understand the 

summaries; however, there are also responses which indicate large and neutral effort are 
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required as with Model B.  The consensus among participants is that there is neutral 

effort required to understand the intentional sequence summaries.     

Table 5.10 Cognitive Effort of Random Sequence Summaries 

 Very Little 

Effort 

Little 

Effort 

Neutral 

Effort 

Large 

Effort 

Very Large 

Effort 

Model A 0 1 0 2 3 

Model B 0 0 1 4 1 

Model C 0 1 0 3 2 

Total 0 2 1 7 6 

 

Table 5.10 shows the totals of the five options in the Likert scale among six 

participants for measuring the cognitive effort required to make sense of the summaries 

across Model A, Model B and Model C.  Across all random sequence summaries, the 

cognitive effort required to understand the agent’s behavior is large if not very large with 

very few responses indicating little or neutral effort.  Again, the fact that more effort is 

generally required to understand these sequences is interesting given the level of 

prediction accuracy the participants achieved after viewing random sequences of 

behavior versus intentional. 
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Chapter 6 

 

Conclusion and Future Work 

 

Although it is somewhat disappointing the proposed summarization method does 

not come too close in terms of providing an appropriate amount of trust in agents to 

achieve their goal, there are some meaningful insights gained from this research.  

Intentional sequences as a summarization method are perceived positively regarding 

usefulness and take moderate effort to understand the behavior within them.  This is 

hopeful for future explanation methods of this sort; the ideal summary should have high 

perceived usefulness while not being too difficult to conceptualize.  Furthermore, the 

behavioral information within intentional sequences of high intentionality tends to be 

more informative to the decision-making process of the agent, although the correlation is 

weak.  This is also hopeful because there is a possibility the approach could be 

reformulated to capture informative behavior more effectively in the agent’s policy.  One 

way this could be done in future work would be to incorporate the probability of the 

sequences occurring.  The current formulation, although it identifies meaningful short-
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term and long-term decisions of the agent where the agent acts with confidence, these 

situations are not necessarily reflective of the likelihood the agent engages in this 

behavior.  By incorporating probability within the intentional path computations, this 

could potentially provide more meaningful behavior to improving the agent’s 

predictability.   

Besides incorporating probability of intentional sequences occurring, there are 

many possibilities to apply this research to future work.  First, if the proposed approach is 

adjusted to more accurately enable humans to form appropriate trust in agents, a good 

future direction would be to improve trust in the agent over time.  For example, this 

research explores the summarization of agents after training has already been completed.  

It would be interesting to apply more in-depth analysis of how the intentional sequences 

change over the course of the learning process and the effect this has on the human’s 

ability to anticipate future behavior of the agent.  Future research could work to establish 

trust throughout the learning process by applying some variation of the method to a 

human in the loop.  For example, a human could evaluate how much they trust the agent 

after training for a suitable number of iterations.  The human could then evaluate the 

agent with the explanation method and establish an appropriate amount of trust.  If there 

is any confusion, the explanation method could enable the human to understand 

additional situations not previously described and the appropriate training could be 

applied.  The agent could therefore be improved over time by being reevaluated 

recurringly, assessed for trust, and improved accordingly.  Secondly, to improve the 

quality of future work regarding the proposed method, the summaries could emphasize 
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diversity of behavior explanations.  For example, the intentional sequences extracted 

from our method could be relatively similar to one another.  For example, this could 

occur if the high belief situations in the environment tend to be similar to one another.  In 

such situations, an additional constraint that enforces diversity of summaries could be 

useful.  For example, the algorithm could ensure the high belief states used as the basis of 

theses sequences contain diverse feature-values.  This would be beneficial because the 

sequences could then capture diverse situations the agent finds themselves in.  This 

would provide more thorough coverage and understanding of the agent’s reward function, 

ultimately leading to more predictable behavior.  Third, a potential direction of future 

work could include a test bed suitable for measuring legibility of intentional sequences.  

An inverse of predictability, legible motion enables an observer to infer the correct goal 

quickly and confidently (Dragan et al., 2013).  In other words, by using an environment 

that consisted of multiple possible goals of interest, we could measure the effectiveness 

of the intentional sequences in their ability to enable the user to anticipate the correct 

overall goal of the agent.  This would be an interesting measure for evaluation and 

potentially more meaningful in identifying if the approach is capturing the kinds of 

situations hypothesized.  For example, the subgoals identified within the agent’s policy 

could essentially be compared with the ground truth goal of the environment.  Fourth, 

additional future work should include a revised text-based description of agent behavior.  

For the purposes of augmenting the features the agent considers in their decision-making 

process, the current description is used.  However, future work could focus on describing 

the agent’s point of view and why it is acting the way it does as opposed to providing a 
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summary of behavior.  However, such an explanation method would require more than a 

mere MDP-based approach considered in this work.  For example, this could be done by 

modeling human and agent mental models and reconciling them through explanation 

(Chakraborti et al., 2017).  Such mental model explanations would be useful if applied to 

intentional sequences as the agent’s intent could be described and decision made 

comprehensible.  Finally, because our approach could be applied to any agent’s policy 

represented by a Markov Decision Process, it could be applied to Reinforcement learning 

and Inverse Reinforcement Learning alike.  The evaluation of this research does not 

consider Inverse Reinforcement Learning; however, future work could explore the 

similarities and differences of intentional sequences in terms of the results obtained and 

how they would be interpreted.  However, one interesting problem to consider is that with 

RL the specific features that make up the environment and therefore captured by the 

state-space could be extracted from the intentional sequences.  Moreover, these values 

could be directly used to reconstruct a visualization of the given sequence for the human 

to interpret.  However, in Inverse Reinforcement Learning, exact features values may not 

always be used to represent the state-space.  To increase overlap among similar states, 

specific feature-values are often discretized.  Therefore, the resulting MDP does not have 

all the specific state-space information something like a Reinforcement Learning agent 

would have.  Therefore, reconstructing the visualization for such agents could prove 

difficult as the states in the sequence only have approximate feature values that cannot be 

directly used to reconstruct visualizations.  So, future work should focus on algorithms 
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used for visualizing intentional sequences even in situations where the state-space values 

are approximations. 
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APPENDIX 

I. Evaluation Set-Up Document 
 

Intentional Sequence Evaluation Directions 

In this evaluation, you will be predicting the behavior of six different reinforcement learning 

agents navigating an environment to find a key, open a door, and get to a goal green square.  

You will examine 10 intentional sequences of behavior per agent.  Each of the 10 sequences are 

associated with a GIF file and text description of the behavior.  After taking time to understand 

the behaviors of an agent, you will predict how they would act in 50 scenarios.  After these 

predictions are made, you will be asked which of the intentional sequences were the most 

informative to your understanding of the agent’s decision-making process to enable you to 

predict their behavior (ranked in-order).   

 

1.) Install Python version 3.9.6 if you don’t already have it installed (I can’t guarantee if any 

other version will work). 

 

2.) Begin by cloning the following git repository https://github.com/ereilly89/intentional-

sequence-xai 

 
git clone https://github.com/ereilly89/intentional-sequence-xai 

 

3.) Pip install the custom gym-minigrid package. 

 

pip install git+https://github.com/ereilly89/gym-minigrid@f4e582216cfdfe643a4eb5b2268da06c635fa06e 

 

4.) Pip install the other required packages. 
 

• pip install array2gif 

• pip install –user matplotlib 

• pip3 install torch==1.9.1+cu102 torchvision==0.10.1+cu102 torchaudio===0.9.1 -f 

https://download.pytorch.org/whl/torch_stable.html 

• pip install gym==0.18.3     <- very important to specify 0.18.3 as the version 

• pip install torch_ac 

• pip install pandas 

 

https://github.com/ereilly89/intentional-sequence-xai
https://github.com/ereilly89/intentional-sequence-xai
https://github.com/ereilly89/intentional-sequence-xai
https://download.pytorch.org/whl/torch_stable.html
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5.) You will be examining sequences of agent behavior for six different agents.  Navigate to 

the ‘intentional-sequence-xai/Results/intentional’ directory to view the intentional 

sequences for Model_A, Model_B, and Model_C.  Navigate to the ‘intentional-

sequences-xai/Results/random’ directory to view the intentional sequences for 

Model_D, Model_E, and Model_F. 

 

6.) For the first agent evaluation, only worry about examining the behavior of Model_A.  

Take 5-10 minutes to try and understand the capabilities and limitations of the agent 

based on the behavior shown in each of the 10 intentional sequences. 

 

7.) Navigate back to the ‘Intentional-sequence-xai’ main directory. 

 

8.) To predict the behavior of Model_A, run the following command. 

 
python3 -m  scripts.predictability --env MiniGrid-DoorKey-5x5-v0 --model Model_A --episodes 50 –-seed <pick a number> 

 

For the ‘—seed’ parameter, choose an integer. 

 

9.) The environment will load with the first scenario.  Use the following commands to 

mimic what you think the agent would do in each situation to get to the goal. 

 

Turn Left: left arrow key 

Turn right:  right arrow key 

Move forward:  up arrow key 

Pick Up (key): ‘page up’ key 

Drop (key):  ‘page down’ key 

Open (door): space bar 

 

Note: Sometimes after getting to the goal, there will be an error like this that pops up.  

This isn’t a problem, just exit out of the white “gym_minigrid” window and continue 

predicting the scenarios.  
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10.)   After predicting 50 games for an agent, you will be asked which intentional sequences 

were the most informative to your understanding of the agent’s decision-making 

process, starting with the most informative.  You will be repeatedly asked until you have 

ranked each of the 10 sequences for the agent. 

 

11.)   After making predictions for a given agent’s behavior, you will need to answer the 

following questions in the google form that has been sent to you (these will be on a 1 to 

5 Likert scale). 

 

How useful do you think the summaries (both the gif and text description) were in your 

ability to understand the agent’s overall behavior (capabilities and limitations) in the 

environment? 

How much cognitive effort was required on your part to understand the agent’s 

behavior from the summaries? 

 

12.)   Repeat steps 6 through 11 for Model_B, Model_C, Model_D, Model_E, and Model_F in 

any order. 

 

13.)   Ensure the following output files have the expected number of observations. 

Files      Expected Observations 

/Results/intentional_correlation.csv  3 models x 10 each = 30 observations 

/Results/intentional_evaluation.csv  3 models x 50 each = 150 observations 

/Results/random/correlation.csv  3 models x 10 each = 30 observations 

/Results/random_evaluation.csv  3 models x 50 each = 150 observations 

 

14.)   Once you’ve completed the evaluation and have the expected number of data-points 

for each file, please email each of the four csv files above to reillyem11@uww.edu and 

submit the google form with your answers to the two questions for each of the six 

agents. 

 

15.)  Ask if you have any questions! 

 

 

mailto:reillyem11@uww.edu
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II. Subjective Evaluation 

 

 

The above subjective questions regarding perceived usefulness and effort required to 

understand the behavior summaries was asked for Model A, Model B, Model C, Model D, Model 

E, and Model F. 


