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abstract

Regulatory network reconstruction is an ongoing field of research that biologists have been
pressing with considerable effort. Although several computational methods have been
investigated, inferred networks still severely lag behind actual biology. Nevertheless, the
methods that have been developed thus far do not begin to scratch the surface of possible
approaches. To this end, we examine three advanced methods for improving the accuracy
of computationally learned networks.

The first contribution of this thesis is an integrative network inference framework for
structural priors. We promote the presence of a network motif by maintaining vertex and
edge relationships and biasing the likelihood of an edge to favor such motifs. We apply
our method in a yeast dataset and observe a slight increase in accuracy.

In our second approach, we look at a sampling technique to estimate hyperparameters
and network structure in a high-dimensional setting. We implement the method in an
existing framework and find improved results in terms of network reconstruction. However,
we also evaluate the convergence properties for automatically tuned hyperparameters and
find inconclusive results.

Our third approach repurposes an existing multi-task learning framework to learn
context-specific networks in single-cell RNA-Sequencing data. We look at multiple parti-
tioning schemes to cluster cell populations and compare networks in terms of pairwise
similarity.

For each approach, we demonstrate the accuracy of network reconstruction by evaluat-
ing against a series of gold standards derived from literature and experiments. Additionally,
we report the benefits and drawbacks of each method to analyze its efficacy.
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1 introduction

Accurate reconstruction of transcriptional regulatory networks remains an open challenge
in the field of systems biology. While several methods have shown promise, none have been
able to produce comparable results to experimentally-derived networks. This discrepancy
between gold standard networks and their reconstructed counterparts has sparked a myriad
of new approaches to tackle the problem of network inference. Accordingly, this work
explores three distinct mechanisms for improving the accuracy of computationally-derived
networks.

1.1 Background
Regulatory networks are models which depict the interactions between regulating molecules
and their targets (e.g transcription factors and target genes) that drive their expression
patterns. Networks are defined by both structure and parameters, where the structure de-
termines existing relationships between molecules and parameters define their interaction.
Understanding these components could lead to discoveries that highlight the molecules
that play significant roles in certain biological processes (e.g. identifying key pathways
and transcriptional regulators associated with a disease) (Bar-Joseph et al., 2012; Siahpirani
et al., 2018; Capaldi et al., 2008). However, accurately reconstructing these networks, both
experimentally and computationally, remains an open problem.

Although both procedures have seen steady improvement over the years, experimental
and computational approaches still cannot produce a complete picture. Experimental meth-
ods such as ChIP-chip and ChIP-seq are able to recover network structure but cannot deter-
mine whether bindings are functional (i.e. cause differential expression). Furthermore,
these experiments are expensive - it is impractical to perform them under an exhaustive set
of conditions. Instead, considerable effort has been focused on inferring these networks
computationally from gene expression profiles.

Gene expression roughly characterizes functional activity and is typically quantified by
measuring the relative abundance of messenger RNA (mRNA) across multiple conditions.
While hybridization-based microarrays were previously at the forefront, RNA-sequencing
technology has become the de facto method for quantifying gene expression. The resulting
profile is an (m by n) matrix, where m is the number of genes and n denotes the number
of samples. Therefore, underlying goal of network inference is to determine causal and
functional regulatory relationships from this data.
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To realize this goal, we use a combination of statistical machinery and graphical models.
Computational approaches are inexpensive, and various models can capture relationships
with higher complexity, but even state-of-the-art methods have shown lackluster results
when compared to experimentally-derived networks. Although pinpointing a single cause
is difficult, high-dimensional data (n� m) generally leads to an underdetermined system
and can suffer from multicollinearity. For example, it can be difficult to distinguish the
regulatory effects of two transcription factors (TFs) which are collinear (linearly predictable
from each other). Consequently, gene expression data alone seems to be insufficient for
these methods.

1.2 Thesis statement and contributions
Regulatory network reconstruction can be improved by integration of structural prior
information, data-driven hyperparameter configuration, and collective inference of context-
specific networks for heterogeneous populations.

The major contributions of this thesis are:

1. A novel framework for integrating network motifs as topological priors (Chap-
ter 3). This thesis presents a custom approach for exact enumeration of a specific
network motif (Feed-Forward Loop) for iterative inference algorithms. We implement
the procedure in an existing algorithm, MERLIN+Prior (Siahpirani and Roy, 2017),
and update the graph scoring mechanism to favor the given motif. By maintaining
several vertex triad relationships, our approach amortizes the cost of enumeration
and biases towards edges that contribute to Feed-Forward Loops.

2. An analysis of robust hyparparameter tuning for integrative network inference
(Chapter 4). We apply an existing method for Markov chain Monte Carlo-based
hyperparameter configuration (Werhli and Husmeier, 2007) to an existing integrative
network inference framework (MERLIN+Prior) with minor modifications. To do so,
we revise the greedy hill-climbing approach in MERLIN+Prior to a global network
search and enable tunable hyperparameters. We demonstrate the benefits of this
"hands off" technique but also discuss the computational trade-off.

3. An application of multi-task learning to infer context-specific networks for het-
erogeneous populations (Chapter 5). We repurpose an existing multi-task learning
framework known as MRTLE (Koch et al., 2017) for inferring context-specific net-
works in cell populations. In order to do so, we reframe the data to conform to a
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pseudo-phylogeny and treat individual clusters as species. We show that the increased
resolution of single-cell RNA-Sequencing data allows for inference of networks to
describe each subgroup within a population.

1.3 Outline
The thesis is organized as follows:

• Chapter 2 contains a general summary of relevant work that pertains to each major
area of this thesis.

• In Chapter 3, we introduce our framework for integrating network motifs as topolog-
ical priors. After describing the methodology, we evaluate with respect to a control
algorithm and examine both performance and structure of the learned networks.

• In Chapter 4, we separately investigate a sampling technique for configuring hyperpa-
rameters. An existing algorithm is extended to use this approach and its performance
is evaluated with respect to a set of control algorithms.

• Chapter 5 presents our application of an existing multi-task learning framework to
unique clusterings of single-cell RNA-Sequencing data. We consider multiple parti-
tioning schemes and evaluate the similarity of learned networks based on biological
intuition.

• Chapter 6 provides a summary of contributions and discussion of future work.
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2 related work

This work spans multiple facets of machine learning and computational biology, so we
provide a brief overview of relevant literature and previous work. Specifically, we cover
the following areas:

• Prior integration for regulatory network reconstruction

• Network motif detection and incorporation

• Data-driven hyperparameter configuration

• Multi-task learning frameworks for network inference

2.1 Prior integration for regulatory network
reconstruction

The literature concerning regulatory network inference methods is dense; hence, we only
discuss a handful of the most prominent methods pertaining to prior integration.

One of the first established methods for integrating prior knowledge is formulated in
a Bayesian framework which encodes biological information as a prior distribution over
graph structures (Imoto et al., 2003). Using a heuristic greedy optimization, both the
hyperparameters and network structure are inferred by maximizing the joint posterior
distribution. This framework has been applied to a wide variety of priors in conjunction
with gene expression data.

Werhli and Husmeier (2007) extended this approach by defining an energy function
to measure the disparity between a candidate network and prior graph. Contrastingly,
parameter prior based methods like the one presented by Greenfield et al. (2013) utilize a
dependency network model and solve a regression system. Parameters in such approaches
control the sparsity for a given network.

More recent studies have made an effort to combine these approaches. One such
method, known as MERLIN+Prior (Siahpirani and Roy, 2017), uses a dependency network
regression framework and additionally incorporates graph structure priors through a
modified energy function. Thus, the method enables efficient network inference while
integrating both structural and parameter priors. We use MERLIN+Prior extensively
throughout this work as a springboard for further optimizations.
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2.2 Network motif detection and incorporation
Although literature for regulatory network inference using priors is extensive, little work
has been done to integrate network motifs. A study by Mahajan (2017) takes a unique
approach to enforce sparsity throughout their network by using known degree distributions
in regulatory interactions. Specifically, they acknowledge that indegree is known to follow
a restricted exponential distribution while outdegree follows a scale-free distribution.
The authors then apply these constraints in three different methods and show success in
recovering other motifs (e.g. Fan-in and Cascade); however, they concede that they are
unable to alleviate error in recovering Feed-Forward Loops (FFLs).

Another study from Zhang et al. (2008) uses a variety of machine learning models
spanning from Support Vector Machines to Recurrent Neural Networks to predict network
motifs for given transcription factors. This is done by training classifiers on network motifs
in order to predict which genes are associated with such motifs. The study is able to
show reduced error on test set data when network motifs are incorporated with gene
expression than without, and the most noticeable decrease occurs when considering FFLs.
These results motivate further investigation into network motif-based methods and FFLs
in particular.

FANMOD from Wernicke and Rasche (2006) is a well known tool for fast network
motif detection and naturally a good candidate when considering potential approaches.
Although it works well, it uses a sampling based approach to enumerate network motifs
and thus was disregarded in this study for two reasons.

1. The sampling technique does not permit the user to search for a specific motif.

2. FANMOD operates on an existing network and does not lend itself well to iterative
network inference.

These methods show promise in the area of network motifs, however none are able to
incorporate these priors at edge-level inference. For these reasons, we develop our own
framework to simultaneously detect motifs and bias the inference procedure with them.
We restrict our work specifically to the FFL network motif as it is among the most common
motifs found in many gene systems (Masoudi-Nejad et al., 2012).

2.3 Data-driven hyperparameter configuration
Imoto et al. (2003) simultaneously introduced structural priors and a hands-off mechanism
for configuring hyperparameters. This was achieved through a maximum a posteriori
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estimation of both the graph structure and parameters. However, as previously mentioned,
this method was restricted to a Bayesian learning framework.

By extending this work, Werhli and Husmeier (2007) were able to employ the Metropolis
Hastings MCMC algorithm to compute both network structure and hyperparameters in a
Bayesian framework. Their results showed that hyperparameters converged to meaningful
values with respect to the validity of each prior. Additionally, inferred networks exhibited
better results than other methods without prior knowledge (e.g. Graphical Gaussian
Models). These results serve as a strong motivation to incorporate the MCMC procedure
to other network inference frameworks.

2.4 Multi-task learning frameworks for network inference
Although multi-task learning has been applied to complex biological systems, earlier meth-
ods were somewhat restrictive. One approach from Penfold et al. (2015) did not explicitly
model the phylogeny relating a set of species when learning regulatory networks. Other
approaches which try to rectify this have been limited to small phylogenies (Xie et al., 2011).
One reason for this is that complex orthologies can make the problem computationally
intractable.

MRTLE (Koch et al., 2017) rectifies this by developing a dependency network-based
learning framework which can integrate large phylogenetic structures. Results show that
MRTLE is able to successfully reconstruct a series of networks in yeast systems. However,
this approach has not been applied in domains which do not strictly adhere to a phylogeny.
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3 network motifs as topological priors

This chapter presents our approach for integration of expression-based network inference
with high-level prior information as it relates to the topology of the network. The underlying
algorithm is tailored to a specific motif known as the Feed-Forward Loop (FFL) and serves
as a proof-of-concept for identifying and shaping the structural composition of a network
during the inference process. We apply our method to bulk microarray expression data
from the yeast Saccharomyces cerevisiae and evaluate it on gold standard networks derived
from ChIP-chip and TF knockout experiments. Results suggest that enrichment of FFLs can
improve the accuracy of an inferred network, but meticulous hyperparameter configuration
is required.

3.1 Introduction
One approach to improve the accuracy of inferred networks is to incorporate biological prior
information. This knowledge may be derived from literature or experimental networks
and can guide the inference process to bias the network structure. For example, known
transcription factor binding locations can be used as a form of weighted edge confidence.
Likewise, a level of sparsity can be encouraged by penalizing inferred edges as a form of
regularization. Although integration of prior information has shown to be effective for
network inference, it is often constrained to the edge level. Little work has been done to
examine high-level priors by examining the network topology as a whole or in part.

One such class of priors are network motifs: statistically significant subgraphs which are
defined by a pattern of vertex interactions. They are of notable interest because of their abil-
ity to represent functional building blocks in complex network structures (Masoudi-Nejad
et al., 2012). One example of a biologically recurring network motif is the Feed-Forward
Loop (FFL) depicted in Figure 3.1. In the context of gene networks, the directed edges of
a FFL correspond to regulatory interactions (active or repressive) between transcription
factors and target genes. By biasing the inference strategy to favor known network motifs
such as FFLs, it may be possible to improve the overall accuracy of learned networks. Here,
we present a framework customized for detecting FFLs as a proof-of-concept for general
integration of network motifs.
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Figure 3.1: Feed-Forward Loop network motif diagram from wik (2019).

3.2 Materials and methods
Directly searching for and enumerating network motifs is computationally expensive and
often infeasible, as enumerating all possible k-vertex subgraphs within a network is anO(nk)
procedure. Methods such as FANMOD (Wernicke and Rasche, 2006) enumerate subgraphs
through sampling but are not exact and can only be applied on an existing network. Instead,
it is more reasonable to build this search directly into an iterative inference algorithm to
amortize its cost. Thus, we revise the existing algorithm MERLIN+Prior (Siahpirani and
Roy, 2017) (hereinafter referred to as MERLIN) to develop an efficient way to search for
(and subsequently bias towards) network motifs.

3.2.1 Regression-based network reconstruction with MERLIN+Prior

MERLIN is a greedy approach which reconstructs modular regulatory networks. Proba-
bilistic graphical models (PGMs) are used in the form of dependency networks to represent
the internal structure. In PGMs, the expression level of a gene is captured by a conditional
probability distribution dependent on the expression values of its parents. MERLIN as-
sumes that target genes and their regulators are jointly Gaussian, and the conditional
distribution for each gene (given its parent) is a conditional Gaussian.

Thus, a network is learned by optimizing a pseudo-likelihood defined by the posterior
probability P (G,Θ|D), where G represents the graph structure, Θ represents the parame-
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ters, andD is the given expression data. Using Bayes rule, this quantity can be decomposed
to a different but proportional product as given by the following equation:

P (G,Θ|D) ∝ P (D|G,Θ)P (Θ|G)P (G) (3.1)

where P (D|G,Θ) is the data likelihood, P (Θ|G) is the prior distribution of the parame-
ters, and P (G) is the prior distribution of the graph. At each super-step, MERLIN iterates
over all potential regulators for each target gene and selects the regulator which scores
highest in terms of this log-likelihood (hence the greediness).

MERLIN expresses the prior probability of the network structure as a product of edge
probabilities:

P (G) =
∏

Xj→Xi∈G
P (Xj → Xi)

∏
Xj→Xi /∈G

1− P (Xj → Xi) (3.2)

where Xj → Xi ∈ G denotes an existing edge and Xj → Xi /∈ G denotes an absent edge.
This can be further decomposed by defining the probability of an edge as follows:

P (Xj → Xi) = 1
1 + exp(−(p+ βRfj,i + ∑

k βk × wk
j,i))

(3.3)

Where p enforces sparsity, βR controls the weight of modularity between regulator Xj

and Xi’s module, and wk
j,i and accompanying hyperparameter βk encode each kth prior

network. Modules are interpreted to be groups of genes which are co-expressed. Figure 3.2
depicts a general overview of the process.
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Figure 3.2: Overview of MERLIN’s prior-based integrative network inference approach
(Siahpirani and Roy, 2017).

3.2.2 Enumerating potential Feed-Forward Loops

To encode FFLs as network motif priors in MERLIN, we extend the logistic function in 3.3
by defining a new quantity to represent the number of FFLs an edge is observed in. In order
to keep track of potential FFLs that would be created, three relationships are maintained
between vertex-triads:

1. Two vertices are considered co-parents if they share a child vertex.

2. Two vertices are considered co-siblings if they share a parent vertex.

3. Two vertices are considered to be in an ancestral relationship if they form a forward-
directed chain with an intermediate vertex.
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Figure 3.3: Relationships capturing vertex-pair components of Feed-Forward Loops.

Note that these relationships (depicted in Figure 3.3) enumerate the pairs of edges
which comprise a potential FFL. When adding an edge between any vertices u and v, three
scenarios are recognized. First, all parents of v now maintain a co-parent relationship with
u. Second, all children of u now maintain a co-sibling relationship with v. Lastly, all parents
of u now maintain an ancestral relationship with v.

When scoring an edge u → v using Equation 3.3, the number of FFLs that will be
created, call this quantity z, is the sum result of three scenarios, where A, B, and C here
refer to the labels in Figure 3.1.

1. Vertex u is A, vertex v is B, z1 = |{c : (u, v) are coparents of c}|

2. Vertex u is B, vertex v is C, z2 = |{a : (u, v) are co-siblings of parent a}|

3. Vertex u is A, vertex v is C, z3 = |{b : u is ancestral to v through b}|

z =
3∑

i=1
zi (3.4)

3.2.3 Normalizing potential Feed-Forward Loops

While z now gives us the number of potential FFLs an edge will create, one concern is
avoid saturation of the logistic function in Equation 3.3 when z is substantially large. To
rectify this, a normalization scheme is proposed by counting the total number of potential
FFLs - this is the maximum value that z can take on given the current neighborhood of
the vertices for the proposed edge. We decompose this into three scenarios for a potential
edge u → v, where the desired quantity is the sum of maximum intersections for each
scenario. We refer to a maximum intersection as the largest potential intersection between
two arbitrary sets, whose size is simply the cardinality of the smaller set (in which case the
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smaller set is a complete subset of the other). Candidate sets are defined by the children
or parents of each node. Given these conditions, we define a normalization term Z as a
summation of the following cases:

1. Vertex u is A, vertex v is B, Z1 = min(|children(A)|, |children(B)|)

2. Vertex u is B, vertex v is C, Z2 = min(|parents(B)|, |parents(C)|)

3. Vertex u is A, vertex v is C, Z3 = min(|children(A)|, |parents(C)|)

Z =
3∑

i=1
Zi (3.5)

By normalizing z with this term, the logistic function in Equation 3.3 is updated with a
new normalized z∗ = z

Z
:

P (Xj → Xi) = 1
1 + exp(−(p+ βRfj,i + ∑

k βk × wk
j,i + βF z∗j,i))

(3.6)

where βF is a new hyperparameter controlling the strength of this scheme.

3.3 Results
We choose the yeast Saccharomyces cerevisiae for evaluation, as it has been largely explored
by several complementary experimental methods. We apply our approach to the Natural
Variation (NatVar) dataset used in the original MERLIN paper (Siahpirani and Roy, 2017).
The NatVar dataset is a conglomerate of three microarray expression profiles (Brem and
Kruglyak, 2005; Smith and Kruglyak, 2008; Zhu et al., 2012) and covers roughly 6000 genes
and 400 samples.

3.3.1 Gold standard networks

To evaluate inferred networks, we use the ChIP-chip network from MacIsaac et al. (2006)
and TF-knockout network described in Hu et al. (2007) as gold standards. Additionally,
we use two networks derived from YEASTRACT (a database of experimentally validated
regulatory interactions) (Teixeira, 2006). Edges found in two or more different types of
experimental assays make up the YEASTRACT (type≥ 2) (YEASTRACT_t2) network, and
Edges detected in at least three experiments regardless of assay comprise the YEASTRACT
(count≥ 3) (YEASTRACT_c3) network. These collectively make up the four gold standards
originally evaluated against in the original MERLIN paper.
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Name # Edges Description

MacIsaac 3,802 Extracted from ChIP-chip experiment

Hu 10,101 Extracted from TF-knockout network

YEASTRACT_t2 4,226 Edges found in 2+ experimental assays

YEASTRACT_c3 3,821 Edges found in 3+ experiments

Table 3.1: Descriptions of gold standard interaction networks for yeast.

3.3.2 Configuration

To isolate the effects of FFL enrichment, the standard parameter configuration described in
the original MERLIN paper is kept and only the hyperparameter βF is varied. Note that
setting this value to 0 results in the standard MERLIN approach. We incorporate a single
sequence-specific motif prior network from Gordân et al. (2011) and Boer and Hughes
(2011) for all runs and use the initial configuration of p = −5, βR = 4, and βk = 5. Finally,
we force MERLIN to run for 50 super-steps to discourage early stopping.

3.3.3 Inferred network statistics

Edge density of each inferred network is reported in Table 3.2. For comparison to each
gold standard, inferred edges are restricted such that an edge is only considered valid if its
transcription factor and target gene can be found in the regulator and target gene sets of
the gold standard, respectively.

# Edges (restricted by gene set)

Network # Edges MacIsaac Hu YEASTRACT_t2 YEASTRACT_c3

βF = 0 144,260 15,862 36,206 19,476 18,818

βF = 0.5 129,089 13,520 32,280 16,626 16,101

βF = 1 101,760 7,606 20,658 9,040 8,707

Table 3.2: Inferred network statistics for FFL-enriched methods in comparison to yeast gold
standards.
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3.3.4 Precision-recall analysis

We rank edges by their regression coefficients, construct a precision-recall curve, and
calculate the area under the precision-recall curve (AUPR) in comparison to each gold
standard. Figure 3.4 provides a summary of the results.

In all cases, the FFL-enriched method performs better with βF = 0.5 versus βF =
1. Furthermore, when compared the vanilla implementation of MERLIN, the superior
FFL method shows slightly higher AUPR against all gold standards but one. Overall,
performance is very comparable between regular and FFL-enriched MERLIN with βF = 0.5,
while the βF = 1 inferred network consistently lags behind.

3.3.5 Analysis of missed FFLs

For further evaluation, we examine the gold standard edges absent in our inferred networks
and analyze how many potential FFLs were missed, as a measure of FFL strength. Specifi-
cally, for each absent edge we count the number of FFLs that would have been created had
that edge been present; this is accomplished by maintaining the same vertex relationships
described in Figure 3.3. Table 3.3 provides the number of learned FFLs for each network.
Table 3.4 enumerates missed FFLs with respect to each gold standard, where Absent refers
to the number of gold standard edges that were absent in the inferred network, and Missed
denotes the number of missed FFLs.

βF # Edges # FFLs

0 144,260 265,294

0.5 129,089 274,908

1 101,760 118,213

Table 3.3: Number of inferred edges and FFLs for each learned network.

Although MERLIN without modifications actually learns the most dense network, the
βF = 0.5 network recovers the most FFLs and misses fewer FFLs than vanilla MERLIN. The
number of gold edges that are absent are comparable. For βF = 1, the network recovers
the least amount of edges and FFLs, but also misses the fewest FFLs.
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Figure 3.4: Precision-recall and AUPR for all networks against gold standards in yeast.
Rows A - D correspond to MacIsaac, Hu, YEASTRACT_t2, and YEASTRACT_c3



16

MacIsaac Hu YEASTRACT_t2 YEASTRACT_c3

βF Absent Missed Absent Missed Absent Missed Absent Missed

0 2,997 26,738 9,294 72,684 3,370 34,917 2,992 28,153

0.5 3,066 23,042 9,414 62,792 3,434 30,260 3,046 24,189

1 3,488 11,002 9,691 36,352 3,866 13,163 3,501 11,407

Table 3.4: Analysis of absent edges and potentially missed FFLs for each inferred network.

3.4 Discussion
In this chapter, we presented a new framework for incorporating network motifs - in the
form of FFLs - to the existing network inference algorithm MERLIN. Points of saliency:

• The bookkeeping method that allows us to track potential FFLs is both expensive
and tailored specifically to FFLs. By maintaining vertex relationships throughout the
process, we amortize the cost of enumerating all learned FFLs. While it works well in
this application, the approach is not general and does not scale well to larger datasets.

• Our empirical evaluation of the method showed that careful hyperparameter con-
figuration is crucial to achieve good performance. With a value of βF = 0.5, we
outperform the vanilla MERLIN algorithm on three gold standards and achieve al-
most equivalent performance on the fourth when considering precision-recall curves.
With βF = 1, we noticeably underperform in comparison.

• Analysis of missed potential FFLs from both gold standards shows that while the
inferred network for βF = 0.5 is more sparse, we recover more pertinent FFLs by
missing fewer "gold" FFLs. Furthermore, although the network for βF = 1 performed
poorly in terms of AUPR and is drastically more sparse in terms of recovered FFLs, it
misses the fewest gold FFLs. One interpretation is that if βF is too large, the network
is polluted early on by accepting too many edges. This leads to subsequent edges
being rejected and the overall poor performance reported in Figure 3.4. However,
because FFLs are generally more favored, we tend to recover the correct FFLs.
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4 robust hyperparameter estimation through markov
chain monte carlo sampling

In this chapter, we depart from the study of specific priors and focus on improving inte-
gration of priors as a whole. At the heart of this problem are hyperparameters: externally
set values which govern the influence of each prior. Hyperparameters are notoriously
difficult to configure manually, so we explore the Markov chain Monte Carlo (MCMC)
family of sampling techniques to automate the tuning while simultaneously reconstructing
the graph. We apply our method to the same yeast dataset referred to in Chapter 3 and
employ stability selection for robust estimation of both the network and hyperparameters.
Results imply that MCMC is a viable approach to tune hyperparameters but at a steep
computational price.

4.1 Introduction
Regardless of the source, all priors share a mutual problem: hyperparameter configuration.
Hyperparameters are externally set values which govern the influence of each prior and
can drastically affect the inferred network. Currently, there is no established method for
selecting hyperparameters; configurations are often evaluated in a grid-search fashion,
however this is expensive and does not generalize. A better approach would be to tune
hyperparameters in accordance with the data, so that each network search is automatically
configured - this requires an iterative algorithm to allow adjustments throughout the
inference process. One algorithm well-suited for this problem is the Markov chain Monte
Carlo (MCMC) sampling technique.

4.1.1 Markov chain Monte Carlo network inference

MCMC methods are a broad class of algorithms that use sampling to approximate a
target distribution. These methods becomes especially useful in high-dimensional settings,
such as regulatory network inference, and are applicable to any number of parameters
or dimensions. Here, we choose the standard Metropolis-Hastings scheme for sampling
(Hastings, 1970), as proposed in Werhli and Husmeier (2007), to generate a Markov
chain from which networks can be sampled from. This flavor of MCMC allows for a
straightforward extension to include hyperparameters during the sampling process. Thus,
all parameters can be iteratively fine-tuned without intervention.
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Similar to Chapter 3, we again use MERLIN+Prior (Siahpirani and Roy, 2017) (here-
inafter referred to as MERLIN) as the foundation for our inference algorithm. Recall that
MERLIN uses a greedy hill-climb for selecting edges during each super-step. While this
is a valid approach, the exhaustive search is expensive and furthermore suffers from the
myopia inherent in greedy algorithms. Thus, we observe the added benefit of a global
search space that MCMC sampling algorithms enjoy.

4.2 Materials and methods
The goal of this approach is to replace the greedy structure search with a stochastic MCMC
walk, while additionally incorporating a hyperparameter search into the walk. As men-
tioned in Werhli and Husmeier (2007), it is advantageous to split these up into submoves to
increase acceptance probability and convergence of the Markov chain. For the structure and
hyperparameter search, uniform and Gaussian proposal distributions are used, respectively.
Submoves are then computed in a round-robin fashion for structural moves and subsequent
hyperparameter updates. Due to their symmetric properties, these distributions allow for
significant simplifications in the proposal probability calculation.

4.2.1 Structure search using Metropolis-Hastings MCMC

To modify MERLIN into an MCMC sampling procedure, a random regulator and target
gene pair is selected and the proposed move (i.e. network) is evaluated based on its
log-likelihood. The move is then accepted or rejected based on the following probability
scheme:

A(Gnew|Gold) = min
{
P (D|Gnew)P (Gnew|β)Q(Gold|Gnew)
P (D|Gold)P (Gold|β)Q(Gnew|Gold) , 1

}
(4.1)

We extend MERLIN to accept both edge additions and removals in order to retain a
uniform proposal distribution Q that cancels out due to symmetry. We are then left with a
simplified acceptance probability:

A(Gnew|Gold) = min
{
P (D|Gnew)P (Gnew|β)
P (D|Gold)P (Gold|β) , 1

}
(4.2)

Notice that the acceptance probability implies that inferior moves are also occasionally
accepted. Each iteration changes the network structure by one edge; hence, we collect
samples in intervals to allow for heterogeneity between networks. The target network is
then approximated by averaging the collected samples.
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4.2.2 Hyperparameter search using Metropolis-Hastings MCMC

The hyperparameter search operates almost identically to the structure search with two
minor simplifications. We begin again with the full acceptance probability as follows:

A(βnew|βold) = min
{
P (G|βnew)P (βnew)R(βold|βnew)
P (G|βold)P (βold)R(βnew|βold) , 1

}
(4.3)

Assuming a uniform prior distribution on the hyperparameter and using a Gaussian pro-
posal distribution allows us to cancel both prior distribution P (β) and proposal distribution
R due to symmetry. This results in the following simplification of Equation 4.3:

A(βnew|βold) = min
{
P (G|βnew)
P (G|βold) , 1

}
(4.4)

This acceptance probability can extend to any number of hyperparameters by simply
adding a submove for each respective hyperparameter.

4.2.3 Burn-in phase

Burn-in is a common practice when using an MCMC algorithm to collect samples. Starting
from an arbitrary initial state introduces non-negligible bias; to reduce this, the Markov
chain is traversed and a sufficient amount of samples are generated and subsequently
discarded. The resulting state becomes the new initial state, and samples are thereafter
permanently collected as the random walk proceeds.

We start with an empty network, and undergo several graph transformations before
collecting samples. As a heuristic, we use the product of gene set cardinalities |Regulators|×
|Targets| as the burn-in iteration size, with the justification that using the total number of
possible edges theoretically gives every edge the chance to be explored. Determining an
ample burn-in phase is an ongoing area of research and often situation-dependent.

4.2.4 Stability selection and consensus networks

For further robustness, we additionally use stability selection - a variable selection method
proposed for high-dimensional settings (Meinshausen and Bühlmann, 2010). By taking
random subsamples of the data and inferring networks for each partition, we expect that
true edges will appear more frequently than false edges. We then build a consensus network
by using edge frequency as a measure of confidence. Because networks are collected in
intervals for each random walk, we collect all sample networks across all subsample runs
and building a comprehensive ensemble network.



20

4.3 Results
We choose the Natural Variation dataset for the yeast Saccharomyces cerevisiae and evaluate
against the set of gold standards described in Table 3.1. Experiments are conducted for the
full dataset, as well as a small subset, to evaluate network reconstruction and hyperparam-
eter convergence. Additionally, we analyze precision-recall performance in comparison to
other state-of-the-art methods: MERLIN (Siahpirani and Roy, 2017), Inferelator (Bonneau
et al., 2006), and GENIE3 (Huynh-Thu et al., 2010).

4.3.1 Experiment A: Full Natural Variation

4.3.1.1 Configuration

Two initial hyperparameter configurations for the MCMC approach are investigated. In
one setting, we initialize values to the default MERLIN configuration of βR = 4 and βk = 5
(MCMC-Default). In another setting, we set both of these values to 1 (MCMC-Change) in
order to determine whether they will converge to the default values. In both cases, we run
the MCMC procedure for a total of 10 million iterations, with a burn-in of 3.6 million ( 600
regulators × 6000 target genes). For hyperparameter proposals, a Gaussian distribution
with variance σ2 = 0.25 is used. Hyperparameter proposals are only computed every
1000 iterations, due to the computational cost of recomputing P (G). Similarly, modules
are redefined every 10,000 iterations. Networks are collected every 100,000 iterations to
allow traversal of the Markov chain between MCMC samples. For edge priors, we use the
same motif network as in Section 3.3.2. Finally, both methods are run in stability selection
with 100 subsamples, each on a random subset of 50% of the original expression samples.
We additionally run MERLIN (stability selection), Inferelator, and GENIE3 with default
configurations for comparison.

4.3.1.2 Inferred network statistics

No thresholding was applied before evaluation against gold standards for all MERLIN
methods, however GENIE3 was thresholded for the top 1 million edges. Table 4.1 summa-
rizes the statistics.

4.3.1.3 Precision-recall analysis

Inferred networks are evaluated on the gold standards described in Table 3.1. Instead of
regression coefficients, confidence values are used from each consensus network to rank
edges. Figure 4.1 provides results with respect to precision-recall curves.



21

Figure 4.1: Precision-recall and AUPR for all networks against gold standards in yeast.
Rows A - D correspond to MacIsaac, Hu, YEASTRACT_t2, and YEASTRACT_c3.
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# Edges (restricted by gene set)

Network # Edges MacIsaac Hu YEASTRACT_t2 YEASTRACT_c3

MCMC-Default 3,019,495 213,342 611,915 256,293 244,524

MCMC-Change 3,026,877 213,992 613,715 256,920 245,093

MERLIN 1,317,804 104,902 272,843 120,788 116,110

Inferelator 260,207 39,483 79,920 49,888 48,318

GENIE3 1,000,000 68,586 198,850 84,559 78,277

Table 4.1: Inferred network statistics for all methods in comparison to yeast gold standards.

AUPR values indicate that the MCMC approach with default hyperparameter initializa-
tion performs comparably to the standard MERLIN appraoch, but the MCMC configuration
with changed hyperparameters outperforms all other methods. As the MCMC consensus
networks are quite dense, they exhibit a high amount of recall against each gold standard.

4.3.1.4 Hyperparameter convergence

We additionally plot trajectories for the modularity and motif hyperparameters to ana-
lyze convergence with respect to MCMC iterations. Each trajectory represents a single
subsample run. Results for both MCMC configurations in Experiment 1 can be seen in
Figure 4.2.

We see a trend in the changed configuration values to generally move towards the
default configuration. Additionally, in the default configuration, βk shows a tendency to
hover around its initial value while βR generally grows. Note that the large gaps between
hyperparameter proposals obscure any general trends of convergence.

4.3.2 Experiment B: Natural Variation Subset

4.3.2.1 Configuration

Because recomputing hyperparameters is expensive, further experiments are carried out
on a small dataset to allow frequent proposals. We take the set intersection of the Hu and
MacIsaac networks and use the resulting gene set to filter the Natural Variation dataset to
42 regulators and 162 target genes. Four experiments are then configured:

1. Initialize βR = βk = 1, propose new values every iteration
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Figure 4.2: Edge and module hyperparameter trajectories for MCMC methods on Natural
Variation. Row A depicts default initialization, while row B portrays changed initial values.

2. Initialize βR = βk = 1, propose new values every 100 iterations

3. Initialize βR = 4 and βk = 1, propose new βk every iteration (fix βR)

4. Initialize βR = 1 and βk = 5, propose new βR every iteration (fix βk)

In all cases, we run the MCMC procedure for 100,000 iterations with a burn-in of 10,000.
For hyperparameter proposals, a Guassian distribution with σ2 = 0.0625 is used. Modules
are redefined as often as hyperparameters for each configuration. Networks are collected
every 10,000 iterations, and the same motif prior from previous experiments is used. Finally,
all methods are run in stability selection with 100 subsamples, each on a random subset of
50% of the original expression samples.

4.3.2.2 Hyperparameter convergence

In the first configuration, we observe that frequent hyperparameter proposals allows values
to endlessly diverge in operate directions. In the second configuration, introducing intervals
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Figure 4.3: Edge and module hyperparameter trajectories for MCMC methods on subset of
Natural Variation. Row A trajectories correspond to frequent proposals, row B depicts pro-
posals every 100 iterations, and row C shows trajectories when fixing one hyperparameter
with respect to the other.

between proposals seems to pacify the explosive growth. The subsequent third and fourth
configurations show that even by fixing one hyperparameter, the other still grows in an
unbounded manner. Overall, we do not find any evidence of convergence with frequent
hyperparameter proposals.



25

4.4 Discussion
In this chapter, we implemented a MCMC sampling method for tuning hyperparameters
and evaluated it in terms of network reconstruction and hyperparameter convergence.
Points of saliency:

• Determining an ample number of burn-in and total iterations remains an open chal-
lenge. Our approach uses a heuristic determined by the number of genes in the
regulator and target sets, however recomputing network priors and modularity be-
comes increasingly expensive as iterations grow.

• The MCMC configuration with offset initial values outperformed all other methods in
terms of AUPR. Although these results are promising, this approach took significantly
longer than its peers (several weeks per run) and large gaps between hyperparameter
proposals were necessary to scale to the dataset size. Additionally, hyperparameter
trajectories seemed to agree with the default configuration of MERLIN.

• Initializing hyperparameter values to the default configuration of MERLIN gave
similar results to standard MERLIN, suggesting that the MCMC structure search
performs comparably to the greedy approach in isolation.

• Investigation of hyperparameter convergence on the Natural Variation subset was
inconclusive. When allowing frequent updates, values showed a tendency to spiral
or diverge, even when fixing one hyperparameter. Introducing intervals between pro-
posals moderately alleviated the issue, however no clear convergence was observed.
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5 inference of context-specific networks through
multi-task learning

This final chapter tackles a different but interesting problem that arises from interrelated
subpopulations within an organism. Rather than learn a single, generic network, it is
sometimes more appropriate to learn a set of networks that can better capture the hetero-
geneity within an organism. We examine multiple contexts for single-cell RNA-sequencing
data (chemical treatments, time points, and cell clusters) and apply a multi-task learning
framework to infer specific networks to describe each subpopulation. Results indicate that
our approach is able to recover relationships that correspond to an expected biological
hierarchy.

5.1 Introduction
Multi-task learning (MTL) is a general machine learning approach to simultaneously solve
several tasks by leveraging inter-task relationships. One such application of this is to
exploit a known phylogeny between a set of species and use their hierarchy to influence
the similarity (or disparity) between networks (Koch et al., 2017). This in turn allows
us to identify conserved/divergent regulatory patterns and subnetworks across species.
However, even a per-species network can be insufficient to capture the regulatory intricacies
of a particular organism. In such cases, it can be preferential to study networks with more
granularity.

5.1.1 High resolution data with single-cell RNA-sequencing

Within the last decade, the advent of single-cell RNA-sequencing (scRNA-Seq) has revolu-
tionized molecular biology by measuring the transcriptomic landscape of cell populations
with unprecedented resolution. In contrast with bulk RNA-seq data, which obscures the
heterogeneity among cell populations, this technology provides expression profiles for indi-
vidual cells. Consequently, the data is notably sparse and "zero-inflated", but the increased
resolution can provide considerable insight to early cell development (e.g. pluripotent
stem cells) (Pennisi, 2018).
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5.1.2 Applying multi-task learning to cell and treatment-specific
expression profiles

In order to exploit the additional information encoded in scRNA-Seq expression profiles, we
conduct three kindred experiments. We first examine a set of scRNA-Seq datasets derived
from the same cell line with varied chemical treatments and apply MTL to investigate
relationships between treatment-specific networks. Next, we choose one dataset and
separate samples by time course to analyze networks at each stage of a cell reprogramming
process. We then hone in on a single treatment, use clustering techniques to subdivide cell
samples, and apply MTL to learn cell population-specific networks. To achieve this, we
employ MRTLE - a dependency network-based MTL framework - with minor modifications.

5.2 Materials and methods
MRTLE was developed for inference of genome-scale regulatory networks in large phy-
logenies; therefore, a series of adjustments were necessary in order to repurpose it for
data without a phylogenetic structure. We first clarify the algorithmic differences between
MERLIN+Prior (Siahpirani and Roy, 2017) (hereinafter referred to as MERLIN) and MR-
TLE and subsequently describe our approach to repurpose MRTLE for subpopulations of
scRNA-Seq data.

5.2.1 Multi-species regulatory network learning

MRTLE models a regulatory network for each species in a similar fashion to MERLIN
(see Chapter 3) but relates multiple networks through a Bayesian framework. Specifi-
cally, for N species, it optimizes the posterior probability of all graphs given the data
P (G1, ..., GN |D1, ..., DN). Bayes rule allows for a proportional decomposition as follows:

P (G1, ..., GN |D1, ..., DN) ∝ P (D1, ..., DN |G1, ..., GN)P (G1, ..., GN) (5.1)

whereP (D1, ..., DN |G1, ..., GN) = ∏N
s=1 P (Ds|Gs) is the data likelihood andP (G1, ..., GN)

is the multi-graph prior over N graphs. To leverage the given phylogeny, MRTLE uses the
following formulation of the multi-graph prior:

P (G1, ..., GN) = Γ2(G1, ..., GN)Γ2(G1, ..., GN) (5.2)

with Γ1(G1, ..., GN) describing the phylogeny and Γ2(G1, ..., GN) encoding species-specific
prior information. Phylogenetic trees are exploited through orthologous sets of genes for
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each species (Wapinski et al., 2007), and species-specific priors capture edge-level informa-
tion in an identical fashion as MERLIN. A general overview of the MRTLE framework is
shown in Figure 5.1.

Figure 5.1: A brief overview of regulatory network reconstruction for multiple species in
MRTLE.

5.2.2 Repurposing MRTLE for scRNA-Seq data

To repurpose MRTLE for scRNA-Seq data, we treat each cluster as its own "species". We
first partition the expression profile(s) by desired groupings (treatments, time points,
or cell clusters). For N clusters or experiments, this gives datasets D1, ..., DN . Because
the gene sets are identical, we set every gene as an orthologue of itself - this results in M
orthogroups, where M = |Genes ∈ D|. Additionally, we use an identical edge prior for all
datasets.

To obtain a pseudo-phylogeny, we collapse each dataset to its mean vector (M by 1)
and apply hierarchical clustering using single Euclidean distance. We then construct a
rooted binary tree by designating intermediate clusters as ancestral nodes. For the time
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course partitioning, an unbalanced binary tree where each subsequent time point becomes
a child node can be used.

5.2.3 Trace trick optimization for Gaussian log-likelihood

We make use of a small optimization known as the "trace trick" for a significant boost in
speed. Because MRTLE assumes target genes and their regulators are jointly Gaussian, the
log-likelihood can be expressed as follows:

logP (X|µ,Σ) = 1
2 log |Σ| − 1

2X
T Σ−1X + C (5.3)

where µ and Σ denote mean and covariance (respectively), and C is a constant. We can
rewrite this using the trace trick as:

logP (X|µ,Σ) = 1
2 log |Σ| − 1

2Tr(Σ
−1XXT ) (5.4)

where Tr is the trace of a matrix (sum of elements on the main diagonal). Two properties
of the trace operation allow this:

1. Tr(AB) = Tr(BA) given appropriate dimensions

2. Tr(C) = C for any scalar C

Because the second term of Equation 5.3 equates to a scalar, it is equivalent to its trace.

XT Σ−1X = TR(XT Σ−1X) = Tr(Σ−1XXT ) (5.5)

Figure 5.2 shows a benchmarking assessment of the performance boost after implement-
ing the trace trick.
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Figure 5.2: A benchmarking analysis of speed and memory improvements with the trace
trick in MRTLE.

5.3 Results
We conduct three experiments on a set of scRNA-Seq expression profiles. This data,
from Tran et al. (2019), is derived from mouse embryonic fibroblasts (MEF) which have
been reprogrammed to generate induced pluripotent stem cells (iPSCs) under a series of
chemical treatments. Sequencing measurements were collected over a time course from the
initial population (MEF) to iPSCs, which are functionally equivalent to embryonic stem
cells (ESCs). Applied chemical treatments are summarized in Table 5.1.

Name Treatment

FBS Fetal Bovine Serum (Control)

AS Ascorbic acid + SGC0946 (Dot1L inhibitor)

A2 Ascorbic acid + 2i (MAPK and GSK inhibitor)

S2 SGC0946 + 2i

A2S Ascorbic acid + 2i + SGC0946

Table 5.1: Description of chemical treatments applied to MEF cells.
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5.3.1 Gold standard networks

Because ESCs are observed in each dataset, we choose four mouse ESC interaction networks
as gold standards. The Literature network is constructed figures and depicted interactions
found in a variety of sources (Zhou et al., 2007; Kim et al., 2008; Young, 2011; Buganim
et al., 2012; Dunn et al., 2014; Xu et al., 2014; Malleshaiah et al., 2016). LOGOF and ChIP
are derived from the ESCAPE database (Xu et al., 2013), and the Nishiyama gold standard
is a collection of interactions reported in three studies authored by Akira Nishiyama
(Nishiyama et al., 2013, 2009; Correa-Cerro et al., 2011). Descriptions of each network can
be seen in Table 5.2.

Name # Edges Description

Literature 268 Reported in various literature

LOGOF 104,174 Extracted from studies of loss-or-gain-of-function

ChIP 107,975 Extracted from ChIP-chip and ChIP-seq experiments

Nishiyama 155,256 Reported in three studies authored by Nishiyama

Table 5.2: Descriptions of gold standard interaction networks for mouse ESCs.

5.3.2 Experiment A: Treatment-specific networks

5.3.2.1 Configuration

For the first experiment, we examine each differential chemical treatment (from Table 5.1) as
an individual dataset. Applying hierarchical clustering to each mean-collapsed expression
profile (as described in Section 5.2.2) results in the tree shown in Figure 5.3.
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Figure 5.3: Hierarchical clustering performed on mean-collapsed expression profiles of
chemical treatments.

We then supply this tree (with intermediate clusters as ancestral nodes) to MRTLE
as the phylogenetic prior, with branch gain rates of 0.8 and loss rates of 0.2. Additionally,
the default hyperparameter configuration is used (300 maximum regulators per target,
sparsity parameter β1 = −0.9, and motif prior weight β2 = 4). The motif network used for
all runs is constructed by applying PIQ (Sherwood et al., 2014) to CIS-BP (Weirauch et al.,
2014) motifs.

5.3.2.2 Inferred network statistics

We immediately see that the networks learned under the A2 and S2 conditions are extremely
similar in terms of network size and overlap with gold standards; this relationship is also
reflected in the hierarchical clustering from Figure 5.3. Although the networks learned by
this pair are dense, their respective expression files had the fewest samples in comparison.

5.3.2.3 Precision-recall analysis

Figure 5.4 shows that the networks perform equivalently on all gold standards except
Literature; however, the size of Literature is orders of magnitude smaller than its peers, so
we expect some variation in performance. In this case, A2S slightly outperforms the rest.
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Figure 5.4: Precision-recall and AUPR for treatment-specific networks against gold stan-
dards in mESC. Rows A - D correspond to Literature, LOGOF, ChIP, and Nishiyama.
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# Edges (restricted by gene set)

Network # Edges Literature LOGOF ChIP Nishiyama

AS 163,820 344 23,519 22,295 36,243

A2S 337,166 378 29,117 28,378 45,644

A2 387,020 399 32,289 31,902 50,620

S2 388,157 398 32,307 31,975 50,736

Table 5.3: Inferred network statistics for treatment-specific networks in comparison to
mESC gold standards.

5.3.2.4 Fscore comparison

To further compare learned networks, Fscore is used as a measure of similarity. Figure 5.5
shows a heatmap and dendrogram constructed from average hierarchical clustering with
(1−Fscore) used as distance. We see an identical tree structure to the hierarchical clustering
result from mean expression profile in Figure 5.3.

Figure 5.5: Fscore comparison of treatment-specific networks with hierarchical clustering
(left) and heatmap illustration (right).

As a sanity check, we run MERLIN (without modularity and default configurations)
on the same datasets and compare the similarity between learned networks outside of a
MTL framework.
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Figure 5.6: Fscore comparison of MERLIN-inferred networks with hierarchical clustering
(left) and heatmap illustration (right).

Figure 5.6 shows that the MERLIN-inferred networks are significantly different in
comparison, and the resulting dendrogram depicts a different hierarchy.

5.3.3 Experiment B: Time course-specific networks

5.3.3.1 Configuration

In the second experiment, we choose the FBS (control) dataset and partition expression
samples by time points (i.e. MEF, Day3, ... Day12, mESC), resulting in six distinct expression
profiles. Distinguishing by time course allows us to build a sequential hierarchy, such that
Day3 is a child of MEF, Day6 is a child of Day3, and so forth. We then supply this artificial
tree to MRTLE as the phylogenetic prior, with branch gain rates of 0.8 and loss rates of 0.2.
The default hyperparameter configuration and motif prior are used again.

5.3.3.2 Inferred network statistics

The increased sparsity among networks learned for later time points (Table 5.4) is attributed
to a decrease in collected samples throughout the time course.

5.3.3.3 Precision-recall analysis

We see a similar trend in Figures 5.4 and 5.7. Performance on LOGOF, ChIP, and Nishiyama
is consistent across all networks, and for Literature the last three time points perform better,
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Figure 5.7: Precision-recall and AUPR for time point-specific networks against gold stan-
dards in mESC. Rows A - D correspond to Literature, LOGOF, ChIP, and Nishiyama.
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# Edges (restricted by gene set)

Network # Edges Literature LOGOF ChIP Nishiyama

MEF 107,643 46 6,840 7,069 11,441

Day3 86,606 33 5,552 5,616 9,163

Day6 76,158 31 4,917 4,907 8,127

Day9 73,020 60 5,050 5,158 8,371

Day12 70,928 138 5,128 4,811 8,306

mESC 76,059 94 5,647 5,645 9,154

Table 5.4: Inferred network statistics for time point-specific networks in comparison to
mESC gold standards.

with Day9 slightly outperforming the rest.

5.3.3.4 Fscore comparison

When comparing Fscore similarity, we observe a rough preservation of time course ordering
between inferred networks (MEF is closest to Day3, then Day6, etc.).

Figure 5.8: Fscore comparison of time point-specific networks with hierarchical clustering
(left) and heatmap illustration (right).
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5.3.4 Experiment C: Cell type-specific networks

5.3.4.1 Configuration

For the third experiment, we employ Monocle (Qiu et al., 2017), an analysis toolkit for
scRNA-Seq data, to cluster individual cells within the A2S dataset. Cell barcodes identify
stages of time course from the dataset; Thus, we assign a coarse mapping from clusters to
labels based on time points most frequently observed in each cell cluster (> 33%).

Cluster Label

C1 Day 2 (94%)

C2 mESC (99%)

C3 MEF (100%)

C4 Day 4 (58%), Day 6 (40%)

C5 MEF (96%)

C6 Day 4 (47%), Day 6 (42%)

C7 Day 6 (76%)

Table 5.5: Coarse mapping from cell clusters to time labels in A2S.

As shown by Table 5.5, cluster assignments from Monocle distinguish time points fairly
well by expression alone. Overlapping clusters between Day 4 and Day 6 are expected due
to proximity in time. We then partition the data and repeat the same hierarchical clustering
procedure to produce the tree in Figure 5.9.
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Figure 5.9: Hierarchical clustering performed on mean-collapsed expression profiles of
Monocle clusters.

For this experiment, the default hyperparameter configuration and motif prior are
maintained but stability selection is used to reduce noise in reconstructed networks. Each
run operates on a random 50% of the cell samples present in each expression file, and a
consensus network is generated from a total of 100 subsamples.

5.3.4.2 Inferred network statistics

Consensus networks are expectedly more dense, and no thresholding was applied before
evaluation against gold standards. Table 5.6 summarizes the statistics.

5.3.4.3 Precision-recall analysis

AUPR values captured in Figure 5.10 show heterogeneity across clusters and gold standards.
We expect to see cluster C2 (mESC) out perform all other clusters when evaluated against
mESC gold standards - this is the case for LOGOF and Nishiyama. However, for the
Literature and ChIP networks, clusters C4, C6, and C7 show stronger results. These
clusters map to Day 4 and Day 6, indicating that there may be some regulatory interactions
captured within this time window which are preserved in the ChIP experiments or extracted
interactions from Literature.
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Figure 5.10: Precision-recall and AUPR for cluster-specific networks against gold standards
in mESC. Rows A - D correspond to Literature, LOGOF, ChIP, and Nishiyama.
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# Edges (restricted by gene set)

Network # Edges Literature LOGOF ChIP Nishiyama

C1 7,724,887 825 115,591 148,165 291,569

C2 3,935,378 707 63,321 81,147 156,444

C3 2,686,057 215 38,287 45,883 102,769

C4 11,473,184 1,593 184,563 224,969 451,619

C5 2,575,041 253 37,576 44,590 99,845

C6 10,512,907 1,322 166,174 205,271 410,313

C7 11,607,351 1,611 189,078 227,733 460,378

Table 5.6: Inferred network statistics for cluster-specific networks in comparison to mESC
gold standards.

5.3.4.4 Fscore comparison

Figure 5.11: Fscore comparison of cluster-specific networks with hierarchical clustering
(left) and heatmap illustration (right).

Figure 5.11 shows valid correspondence between several clusters. For example, networks
derived from clusters C4, C6 and C7 are extremely similar (Day 4 and Day 6). Furthermore,
networks learned for clusters C3 and C5 (MEF) closely pair together.
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5.4 Discussion
In this chapter, we applied a MTL framework to scRNA-Seq data in order to learn context-
specific networks for cell populations. Points of saliency:

• The trace trick optimization for multivariate Gaussian models greatly boosts through-
put.

• Learning time point and treatment-specific networks showed little variation in terms
of performance on gold standards. For chemical treatments, we saw the A2S network
slightly outperform its peers; the A2S cocktail was shown to be the most effective for
reprogramming MEF to mESC (Tran et al., 2019), so this agrees with the literature.
However, stability selection is necessary to infer less noisy networks.

• Learning cell type specific networks agreed with our intuition (mESC cluster network
should perform best on mESC gold standards) for two of four evaluations. For the
two that disagree, we observe that networks from Day 4 and 6 perform best. This
indicates there may be some key regulatory interactions taking place during that time
frame.

• Fscore comparison of posterior networks tend to agree with the phylogenetic prior,
as expected. In many cases, we see that networks corresponding to similar clusters
exhibit high overlap in terms of Fscore. For example, networks derived from time
points were clustered chronologically (MEF, Day3, Day6, etc.). Similarly, networks
linked to matching Monocle clusters had large overlap.
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6 conclusion

This thesis presented a comprehensive study of three approaches to improve regulatory
network reconstruction. However, the methods covered apply broadly to the field of
network inference and statistical learning. We summarize the aforementioned contributions
in the following sections.

6.1 Thesis statement
Regulatory network reconstruction can be improved by integration of structural prior
information, data-driven hyperparameter configuration, and collective inference of context-
specific networks for heterogeneous populations.

6.2 Summary of contributions
1. We defined an algorithm for incorporating network motifs during the inference

process. We did this by examining the Feed-Forward Loop, a common motif found in
several biological systems. To integrate it, we developed a framework for maintaining
the vertex relationships that define its structure, and modified an existing algorithm
(MERLIN+Prior) (Siahpirani and Roy, 2017) to bias towards our approach.

2. We implemented an existing approach for automated hyperparameter configuration
(Werhli and Husmeier, 2007) in a separate regulatory network inference framework
(MERLIN+Prior). The Metropolis-Hastings Markov chain Monte Carlo sampling
technique was used to estimate parameters under a high dimensional setting, with
slight modifications to the underlying distributions.

3. We explored a framework for multi-task learning and applied it to single-cell RNA-
Sequencing data. The increased resolution provided by this technology allowed us to
define distinct populations within the data, and we repurposed an existing algorithm
(MRTLE) (Koch et al., 2017) to utilize hierarchical relationships during the inference
process. Additionally, an optimization was introduced to boost throughput.
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6.3 Future work

6.3.1 Integrating network motifs as topological priors

Chapter 3 illustrated that careful hyperparameter configuration can result in better per-
formance when compared to a standard approach without network motif integration.
However, the method is tailored to Feed-Forward Loops and does not generalize; a neces-
sary extension would be to devise a general algorithm for maintaining potential motifs.

Additionally, more results are required in order to make definitive statements about
the efficacy of this approach. In particular, experiments need to be run in stability selection
mode and on a variety of datasets. Analysis of overlapping FFLs with respect to gold
standards and inferred networks could lead to conclusions about the general network
structure of an organism.

6.3.2 Hyperparameter configuration using MCMC sampling

The results from Chapter 4 showed promise on the Natural Variation dataset both in terms
of performance and hyperparameter convergence; however, the computational cost was
high for updating values every iteration. Operating on a smaller method showed no clear
convergence of values. In fact, values were shown to diverge without bound. Additional
experiments (on a variety of datasets) need to be evaluated in order to determine the cause
for this explosive behavior.

Furthermore, other symmetric proposal distributions should be explored. For example,
instead of an unbounded Gaussian, a uniform distribution with a small window could be
more stable.

6.3.3 Multi-task learning on single-cell RNA-Sequencing data

Our approach in Chapter 5 was successful in recovering context-specific networks, as
we saw a clear match between predefined entities. However, we were unable to discern
between the performance of learned networks in two of the three experiments - these need
to be run in stability selection mode to infer robust networks.

Another interesting inspection would be to look at preserved (or divergent) regulators
and subnetworks across populations. Such analysis could lead to identifying key regulatory
interactions during each stage of a biological process (such as cell reprogramming).
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