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Introduction

The board game Lost Cities is a non-deterministic game of imperfect information. This
makes it di�cult to construct a reliable AI player without falling back to computationally
expensive Monte Carlo search. We investigated neural networks and genetic programming
as part of an alternative approach for constructing an AI player capable of independently
developing strategies from recorded games simulated by Monte Carlo search.

Lost Cities

Lost Cities is a two-player, 60-card board game in which the players compete to mount
expeditions to any of �ve “lost cities”. The cards are numbered and represent progress
toward particular expeditions. Players progress on expeditions by playing cards on their
boards. At each turn, a player must either play a card on their board or discard a card
and must draw a card from either a discard pile or the draw pile to maintain an eight-card
hand. Cards must be played onto the player’s board in increasing order (although not
necessarily consecutively) and there is an investment penalty for starting an expedition.
The game ends when the draw pile is depleted. A player’s score is completely determined
by the endgame state of their board. Each suit is scored individually and the player’s total
score is the sum of each individual suit score. An untouched suit scores no points, and if
a player plays even a single card of a suit, they incur a -20 point investment cost. Special
investment cards act as multipliers on the suit’s �nal score. The rank of each other card
determines the number of points contributed to the suit’s score. If eight or more cards
are played on a suit, a 20 point bonus is awarded.
Example. Suppose that one suit of a board has two multiplier cards and cards of rank 1, 3,
and 5. Then the score of the suit is (2 + 1)(1 + 3 + 5) − 20 = 7.

Monte Carlo Search

In a Monte Carlo search, a player traverses a random subset of the game tree according
to some sampling distribution. In doing so, the player must make a trade-o� between
“exploration” (the breadth of the search) and “exploitation” (the depth of the search).
The game tree of Lost Cities is di�cult to visualize, so for the sake of example the following
�gure shows a (truncated) game tree for Tic-Tac-Toe. Each node in the tree is a possible
state resulting from a single move played after the state succeeding it in the tree; in the
full game tree, the second level would have nine nodes, corresponding to each possible
move by the �rst player.

In a non-deterministic game of imperfect information, such as Lost Cities, the player con-
ducting the Monte Carlo search maintains a copy of the game state using sentinel values

to represent unknown cards (e.g. those in the opponent’s hand). When a simulation re-
quires knowledge of an unknown card (e.g. in simulating the opponent’s play) it replaces
the corresponding sentinel value with an actual card drawn from the set of yet-unknown
cards.

Neural Networks

Neural networks are function approximators inspired by biological nervous systems, rep-
resented as directed graphs of neurons with associated weights. These weights are deter-
mined by training the neural network.
The output of a single neuron is computed by taking the dot product of an input vec-
tor with the neuron’s weight vector and then applying an activation function, typically a
nonlinear function such as the hyperbolic tangent. In multi-layered neural networks, the
output of the �rst layer is used as the input to the second layer and so forth.
An example of the topology of a simple neural network is shown in the following �gure,
which represents a neural network with three inputs, two outputs, and four hidden (com-
putational) layers. The arrows indicate the “�ow” of data.

To train a neural network, we must have a set of input vectors together with their respec-
tive desired output vectors, collectively forming a training set. A loss function determines
the extent to which the network’s output vector di�ers from the desired output vector for
a particular input vector. The weights of the network are adjusted in proportion to the
negative of the gradient of the loss function.

Genetic Programming

Genetic programming is a function approximation method inspired by biological evolu-
tion, in which mathematical expressions are represented as expression trees.
An example of an expression tree is shown in the following �gure, which represents the
expression tree for the expression A sin(ωt − φ).

Starting with a population of randomly-generated expression trees, genetic programming
applies quasi-biological rules of selection, mutation, and recombination to improve the
�tness of the population. The �tness is a user-de�ned metric that we seek to optimize
(e.g. a mean-square error with respect to a dataset of matched pairs).

Implementation of a Neurogenetic Player

Using Monte Carlo search, neural networks, and genetic programming, we designed a neu-
rogenetic player. The topology of the neurogenetic player is shown in the following �gure.

First, the neurogenetic player compiles all information it knows about the game into a
state vector. Then for each possible move, the neurogenetic player uses a neural network
to predict the summary statistics that would result from a Monte Carlo search. This is
preferable to an actual Monte Carlo search due to computational limitations. With these
predicted summary statistics, the neurogenetic player then uses a policy function, a ge-
netic program, to assess moves as strategically valuable or strategically poor. Larger out-
put values from the policy function correspond to moves that the neurogenetic player
thinks are superior.
In the implementation, we used the Keras neural network library and the DEAP genetic
algorithms library.
To generate a training set, we started by recording data from simulated games in which
both players used Monte Carlo search with various pre-chosen policies (e.g. a policy forc-
ing the player to choose the moves that maximize its expected �nal score). Then, having
trained a neural network on this baseline data, we started recording data from simulated
games in which the players chose the moves that they predicted least accurately, as mea-
sured by a mean-absolute-error between the neural network’s predicted summary statis-
tics and the actual statistics resulting fromMonte Carlo searches on the same game states.
The purpose of this was to force the players to explore areas of the game tree that they
apparently had not learned well. We then used this data to train another neural network
and noticed that although this neural network usually predicted the results of Monte Carlo
searches accurately, there were infrequent occassions where the neural network’s output
was exceptionally poor.
The set of possible functions given to the genetic programming framework for construct-
ing policy functions include addition, subtraction, multiplication by a constant, and the
Heaviside (step) function, which together allow the player to encode logical decisions (e.g.
the comparison x > y is representable as u(x − y ), where u is the Heaviside function).
The �tness of a given policy function was assessed by loading the policy function into a
neurogenetic player and computing the proportion of games won against about a dozen
other players with policy functions drawn from the same population.

Analysis

To analyze the performance of our player, we considered both the original game rules and
a combinatorially simpli�ed set of game rules, di�ering from the original game only in
numerical values (e.g. fewer suits and fewer cards per suit).
Unfortunately, the neurogenetic player’s scores are consistently lower than those of a
Monte Carlo player, but nonetheless they are higher on average than those of a player
that plays randomly. We believe that this may be due to the infrequent but large predic-
tion inaccuracies from the neural network.
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