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Abstract
Traditional coherence directories track sharing information

at a cache-line granularity. In practice, however, as data
sharing occurs at a coarser granularity in a large region of
memory, common sharing patterns tend to be observed across
multiple proximate lines. Hence, the directory entries for
the lines replicate the same sharing information, resulting in
inefficient use of space, power, and energy.

In this paper, we empirically demonstrate “region-level shar-
ing pattern locality”, that is, a small number of distinct sharing
patterns are observed across proximate lines within a large
region of memory, e.g., a page unit. We leverage this phe-
nomenon to propose a new representation of sharing informa-
tion, called Region-level Sharing information Tracking (RST),
that dynamically maintains common sharing information in
a space-efficient manner at a region-level. Our experimental
results based on conventional parallel and server workloads
show that RST reduces over 75% of the area (and hence en-
ergy) compared to conventional directory caches, with almost
negligible performance overhead.

1. Introduction
Directory-based coherence protocols are expected to dominate
in future multicores as the number of cores increase. The
space-efficiency of implementing a directory will be important
since greater space-efficiency generally implies greater energy
and power-efficiency and also smaller access latency.

In a canonical cache coherence directory, illustrated in the
left part of Figure 1, a directory entry for an individual cache
line tracks the set of potential cores that have the line in their
private caches, i.e., a Sharing Pattern, by assuming arbitrarily
different sharing patterns. The sharing pattern is maintained as
a full-bit vector for each line, an approach that is not scalable,
and is wasteful, as the number of processors increases; for
example, the area overhead of In-cache directory is about 12%
(25%) of an LLC size for a 64-core system with 64B (32B)
cache lines. In order to overcome the drawback of the full bit-
vector approach, a variety of approaches (Table 1: row 1) have
been proposed by targeting a more compact representation for
the sharing information of each line in isolation [5, 18, 20, 28,
29, 32, 33, 37, 38, 39, 45].

Orthogonal to the proposals for having more compact repre-
sentations for per-line sharing patterns, empirical observations
reported in this paper, as well as those made recently by others
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Figure 1: Sharing patterns in practice with region-level shar-
ing pattern locality

[8, 43], suggest that in many applications, the sharing patterns
of collections of contiguous cache lines from a region in mem-
ory are more like that depicted in the right side of Figure 1.
That is, proximate lines in a large region of memory (e.g., a
page unit) do not have arbitrarily different sharing patterns.
Rather, they display a small set of sharing patterns, while the
patterns in different regions tend to be dissimilar. For example,
the three lines in region A are shared by the same group of
sharers (e.g., core 1 and 2), and the private lines in region B
are owned by the same core (e.g., core 1).

This observation suggests that representing the sharing pat-
tern for each line in a region individually, regardless of the
representation chosen, is not the most efficient, since the same
sharing pattern is replicated multiple times. Even more effi-
cient coherence protocol designs and actions could be achieved
by exploiting the region-level sharing pattern locality that is
empirically present in conventional parallel and server work-
loads.

The basic concept of region-level sharing locality has been
exploited in optimizing snooping coherence protocols [16].
More recently, some proposals (Table 1: rows 2-4) have ex-
ploited this property for directory-based protocols to track
coherence information in a coarse-grained fashion. However,
as we shall see again later in this paper (Sec 4.9), these propos-
als may not be effective in several cases. They are selectively
applied to particular regions [8, 43] (e.g., temporarily private)
or to lines in a specific state [10, 24] (e.g., only shared) in a
region. Thus, tracking replicated sharing information for other
lines can impair space-efficiency of a directory. In addition,
some proposals [10, 24] completely ignore the diversity in
sharing patterns (although low) among shared lines in a given
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Proposal Region-level Replicated
Sharing Info. Info./Accuracy

Compact Represent. No (Line-level) High / N/A

SCT,DGD [8, 43] Private lines Med. / High
dgd[10] Shared lines Med. / Low
MGT [24] * One of them * Med. / Low

RST [This paper] Both Low / High

Table 1: Comparison of directory schemes. *Determined by
memory access patterns for a region

region. This compromises accuracy, potentially resulting in a
significant increase in spurious invalidations.

Our proposal: In this paper, we analyze characteristics
of data sharing in/across coarse-grained regions in scientific
(PARSEC and SPLASH) and server workloads (DB, data
caching server, etc.), and empirically demonstrate that a
region-level sharing pattern locality is widespread (Sec 2 and
4.10). By leveraging this property, we propose a new repre-
sentation of sharing information, called Region-level Sharing
information Tracking (RST), which is:
• Agnostic, adaptive, and accurate: different from other

coarse-grained approaches [8, 43, 10, 24], all regions (or
lines in a region) are uniformly treated. The design dynam-
ically identifies the same sharing patterns of lines in any
large region, and adaptively maintains the information at a
region-level (Sec 3). Thus it guarantees a high degree of
accuracy of sharing information.

• Efficient (area, power, energy, and performance): it re-
quires a smaller area than other proposals since it avoids
tracking replicated sharing patterns multiple times. For a
CMP with more than 16 cores, our experimental results
show that RST can reduce over 75% of the area relative
to the canonical approaches using the full-bit vectors with
almost negligible traffic and performance overhead (Sec 4),
which translates into greater overall energy and power-
efficiency.

• Transparent: it is a micro-architectural technique that re-
quires no software support unlike other approaches [21]. In-
formation necessary for cache operation is still maintained
at a line level, minimizing changes in practical coherence
protocols.

• Directory organization independent: what we propose is
a different encoding for sharing information. Thus, it can be
integrated with any type of practical directory organization
(e.g., In-cache [30, 40] or Sparse directories [28]).

2. Region-Level Sharing Pattern Locality

Parallel programs tend to contain large data structures oc-
cupying contiguous lines in memory. In practice, the data
structures are accessed at a much coarser granularity and in
different ways at different times during the execution of the
program. Since the accessing pattern of a cache line is reflec-
tive of the sharing pattern of the high-level data structure that
it holds, we can expect multiple contiguous cache lines to have
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Figure 2: Breakdown of distinct regions in private caches

the same sharing pattern.
We call the phenomenon of a small number of sharing

patterns amongst the lines in a large region of memory region-
level sharing pattern locality. A directory protocol needs
some way of encoding the sharing pattern of a line and in
most cases the assumption made is that the sharing patterns
of individual lines are independent. This form of locality, if it
exists, suggests that the sharing patterns of multiple lines are
the same, and thus alternate, more efficient representations are
possible.

We now present some empirical results to demonstrate the
existence of region-level sharing pattern locality in order to
guide the selection of alternative directory representations. For
these, we simulated a 16-core system with a MESI protocol.
Other details of the simulation methodology and benchmarks
are presented in Section 4.1. The data presented is gathered
by observing the coherence states of all cached lines every
one million cycles during the execution of the program. In
this section, we present data for applications that have been
widely used for parallel architecture studies. Later we verify
key observations also for more modern, long-running server
workloads (Sec 4.10).

In these results, a line is considered to be shared in a given
sample if it is in the S state. Lines in the M and E states
(though shared in the future) are temporarily private to a single
cache in the corresponding sample. In discussing some of the
data we will be comparing averages. When such a comparison
is made, it is to indicate phenomenon and trends, and should
not be taken as an absolute quantitative comparison.

2.1. Empirical observations

Zhao et al. [45] observed that even if the different cache lines
could display arbitrary sharing patterns, in practice, there are
an average of only about a few hundred active sharing patterns
at a given time in most cases. The observations serve as the
motivation for SPACE [45] and follow-on work [46]. While
these proposals consider all of the cache lines being accessed
collectively, we go a step further and examine similarity in
sharing characteristics of proximate lines in a region.

Classification of regions in private caches: Figure 2
presents the breakdown of 4KB regions whose lines reside
in private caches according to how data in a region is shared.
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Figure 3: Diversity in sharing patterns in a region

Each benchmark has a bar that consists of three sub-bars; the
bottom bar indicates the regions with only private lines in the
caches, the middle bar is for the regions with only shared lines,
and the top bar corresponds to the regions whose lines are
either shared or private. The height of each bar represents the
number of such regions. Additionally, the red lines on the
“only private” bars indicate the number of temporarily private
regions. For most benchmarks, notice that a large portion
(57%) of regions contains only private lines; the portion of
temporarily private regions less than that (47%). However we
can still observe other types of the regions considerably.

Diversity in sharing patterns amongst shared lines in a
region: Figure 3-(a) presents the average number of distinct
shared lines in regions by varying the region sizes from 512B
(8 lines) through 16KB (256 lines). Only regions that contain
at least one shared line are considered (i.e., the bottom and
middle bars in Fig 2); regions that do not contain any shared
lines are excluded. Note that a reasonable percentage of the
lines in larger regions are not shared in the samples. For
example, for ocean, for a region size of 4KB (64 lines), an
average of 14 lines are shared and the others are not shared
(more on the non-shared lines, which include temporarily
private lines (in M or E states), below).

Figure 3-(b) presents the average number of distinct sharing
patterns observed for the shared lines in a given region. For
example, for ocean, for a region size of 4KB, there are, on
average, about 2 distinct sharing patterns for the lines in the
region 1. Putting together the information in Figures 3-(a) and
(b) suggests that, for ocean, for a 4KB region, the 14 (of 64)
shared lines display an average of 2 distinct sharing patterns.
For most benchmarks, there are very few data sharing patterns,
far fewer than the number of shared lines, suggesting that
many shared lines in a region have the same sharing pattern.

Dissimilarity in distinct sharing patterns for shared
lines in a region: Figure 4 shows the number of extra invali-
dation messages when sharing information of all the shared
lines in a region is conservatively maintained without consid-
ering the diversity. For larger regions sizes, most cases show
noticeable spurious invalidations. Although smaller sizes are
considered, we can still observe such overhead for some appli-
cations (e.g., barneshut). This suggests that sharing patterns

1Distinct sharing patterns that could be in transition to the same pattern
in the future are counted separately. Thus, fewer sharing patterns could be
actually observed in a region.
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Figure 4: Spurious messages per invalidation, based on con-
servative region-level sharing information

0%#
20%#
40%#
60%#
80%#
100%#

x2
64
#

rad
ios
ity
#

oc
ea
n# lu#

fm
m#

flu
ida
nim

ate
#

de
du
p#

ca
nn
ea
l#

bo
dy
tra
ck#

ba
rne
sh
ut#

Av
era
ge
#

Fr
ac
Bo

n#
of
#e
ac
h#
gr
ou

p#
of
#

re
gi
on

s#

0# 1# 2# 3# >=#4#

Figure 5: Distinct owners for private lines in a 4KB region

observed in a region are dissimilar although in a given region
low diversity is shown.

Diversity in ownership for private lines in a region:
Now consider lines from a region that are not being actively
shared (i.e., in M or E states). Such lines could either not
be cached in the private caches (or be in an I state) or be
cached in a temporarily private manner (in an M or E state).
Figure 5 presents data on the characteristics of lines cached
in a temporarily private manner. The lowest portion of each
bar (labeled 0) corresponds to the percentage of regions that
have no temporarily private lines. The next portion consists
of regions whose lines are temporarily privately cached in
only a single cache (of course the region could also have lines
that are cached in multiple caches (i.e., S state)). The next
three portions correspond to regions whose multiple lines are
collectively cached (temporarily privately) in 2, 3, and 4 or
more private caches. The data suggests that there are typically
a very small number of owners for the private lines in a region.

2.2. Proposed summary and rationale

The observations discussed above indicate that:
• OB1 from Fig 2: diverse types of region coexist in private

caches,
• OB2 from Fig 3: there is low diversity in the sharing patterns

across proximate shared lines in a large region, i.e., there
are a small number (though frequently more than 2 in a
4KB region) of sharing patterns for the lines in a region,

• OB3 from Fig 4: there is dissimilarity in distinct sharing
patterns of shared lines in a region,
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Figure 6: Conceptual design of RST

• OB4 from Fig 5: a large portion (over 70%) of regions
contain lines that are temporarily private in less than 4
private caches.
The presence of diverse type of line (OB1) in a region sug-

gests that a region-based solution considering only particular
access patterns or lines in a region (e.g., all the lines in a
region are temporarily private [8, 43]) is not likely to be ef-
fective, as it cannot uniformly manage all the regions. That
is, a region-level directory scheme must easily accommodate
sharing information of all the regions in private caches. The
low diversity of sharing patterns in a region (OB2 and OB4)
suggests that coherence directories which maintain sharing in-
formation for the different lines of a region independently may
be unnecessarily duplicating the sharing information. Distinct
sharing patterns for proximate shared lines in a region (OB3)
must be separately maintained to prevent spurious messages
resulting from losing accuracy of sharing information.

These observations underlie the alternative, space-efficient,
yet accurate, directory representation that we describe next.

3. Region-Level Sharing Information Tracking

3.1. Design Overview

By exploiting region-level sharing pattern locality discussed
above, we propose a new directory representation reducing
replicated sharing information, without making changes to
basic operations of a directory-based coherence protocol; all
information needed for cache operation continues to be main-
tained at a line level.

We propose a different encoding for how the sharing list
for a line is maintained. As depicted in Figure 6, the per-line
sharing lists are decoupled from line-level directory entries and
are maintained in a separate structure at a region-level. Each
per-region entry is associated with a single sharing pattern in
a region and tracks the lines showing the pattern. Thus the
structure may have one or more entries for a region, depending
on the number of the distinct sharing patterns. For instance,
two entries are allocated for region A in Figure 6. The estimate
of the number of per-region entries would be the product of the
number of regions and the number of distinct sharing patterns
observed in the regions.

According to region-level sharing locality, few per-region
entries are enough to distinguish between distinct active shar-
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Figure 7: Overview of In-cache directory with RST

ing patterns in a region. Thus, we can expect a considerable
reduction in the storage for a directory cache by eliminating
repetitive sharing information, without losing accuracy. In
the following sections, we discuss how to incorporate our
observation into a practical coherence directory cache.

3.2. Structures supporting RST

Figure 7 illustrates the needed hardware structures and the
contents maintained in each structure based on Figure 6. The
first structure (top part of the figure), the Line-Level Directory
(LLD) is akin to a traditional line-level coherence directory,
with an entry for each cache line. An entry in the LLD contains
the traditional state bits (e.g., M, E, S, and I) associated with
the line. A separate structure, the Region-Level Sharing Table
(RLST) maintains the sharing lists for the lines in a region.

An RLST has two components. Sharing patterns of private
lines and shared lines are separately tracked in a RLSTP and
in an RLSTS, respectively. By doing so,
• power and latency: only one of the components will be con-

sulted to process a coherence request, except for requests
transitioning a line’s state between M (or E) and S. Con-
sulting a separate RLST that is smaller and simpler than a
unified RLST is energy and access latency efficient.

• bandwidth: independent coherence requests to each struc-
ture can be processed in parallel, increasing the bandwidth
of a directory cache.

• flexibility in organization: separate structures can be or-
ganized differently (e.g., associativity, region size for an
entry, etc). Sharing information in each structure can be
differently managed as well.
An entry in the RLST (at the bottom right of the figure)

contains a sharing pattern, and an identification of the lines in
a given region with that sharing pattern. A tag with each entry
(Region Tag (RT)) identifies the region. The Region Sharing
Pattern (RSP) of an entry could be maintained in a variety
of ways that have been proposed for representing line-level
sharing patterns. For most of this paper we assume a canonical
full bit vector. The (multiple) lines in the region that have the
corresponding sharing pattern (in RSP) are identified with a
Region Bit Vector (RBV). The RBV has as many bits as there
are lines in the given region, and a given bit in the RBV is set
to 1 if the corresponding line has the associated RSP. Each
sharing pattern prevalent amongst the lines in a given region
requires an entry in the RLST.
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1 if line is in I or S state then
2 if cannot find a region entry with the same RT and new owner then
3 allocate a new entry for the line;
4 end
5 set the corresponding bit in RSP;
6 set the corresponding bit in RBV;
7 else
8 Comment: line is in M or E state;
9 look up a matching entry and get the current owner;

10 if write request then
11 forwarding the request to caches based on the RSP field;
12 unset the corresponding bit in RBV;
13 go to line 2 to maintain new owner info.
14 else
15 unset the corresponding bit in RBV;
16 identify a group of sharers;
17 consult RLSTS to maintain a group of sharers (see Figure 9);
18 end
19 end

Figure 8: Operations of RLSTP

To efficiently accommodate multiple sharing patterns for
a region, the RLST is organized as a set associative array.
All the entries for a region are mapped into the same set to
eliminate redundant lookups across multiple sets. Hence, the
associativity determines the maximum number of distinct shar-
ing patterns that can be tracked for a given region. Of course,
multiple regions can be mapped to a set, and there exist vari-
ations in access patterns across such regions. When more
entries than the associativity in a set are required, entries have
to be evicted or merged. Evicting an entry results in evictions
of all the lines for the entry from private caches, causing coher-
ence traffic. Likewise, rash merging will lower the accuracy
of sharing information, which could lead to extra coherence
messages. In Section 3.4.2, we will introduce different forms
of judicious merging operations for entries in the RLSTS and
RLSTP, respectively, which lower the spurious traffic.

3.3. Coherence Operations

A read or write request submitted to the directory first consults
the line-level directory (LLD) and then, if needed, an RLST,
depending on the type of requests as well as the state of the
requested line. Entries in an RLST are created, updated, and
deleted in response to the requests, as we will discuss below
using a MESI coherence protocol.
Access to non-cached lines (I state)

The current state of the line is queried in the LLD. If an
entry is not present (or is in I state), an entry is created, and
the state is updated to E for a read, or M for a write request,
respectively. To record the owner information (i.e., identifica-
tion of the requestor) of the line, the RLSTP is consulted (line
2 in Figure 8). If an entry with the same RT and RSP is found,
the corresponding bit in the RBV is set. Before doing so, oth-
erwise, a new entry will be allocated for the line. The RLSTS

need not be consulted since it only contains information for
lines in an S state.
Access to private lines (M or E state)

•Write request: if the LLD indicates that the line is in
an M or E state, first, the RLSTP is consulted to query the

1 if line is in S state then
2 look up a matching entry;
3 if multiple lines in the entry then
4 unset a corresponding bit in RBV;
5 search for an entry with the same region tag and with the new pattern;
6 if not found then
7 allocate a new entry for the requested line;
8 end
9 set a corresponding bit in RBV and RSP;

10 else
11 set a corresponding bit in RSP for a new sharer;
12 end
13 else
14 Comment: the line has been in M or E state;
15 Do the same operations from line 5 to line 9
16 end

Figure 9: Operations for read requests in RLSTS

current owner of the line (line 8 in Figure 8). The request is
forwarded to the cache to request the up-to-date data, and the
corresponding bit for the line in the RBV is unset. In order
to record new owner information for the line, the controller
searches for an entry with the same RT and RSP in the RLSTP

when the corresponding ack message arrives at a directory. If
it fails, a new entry will be allocated for the line.
•Read request: the same operations as for the previous

scenario (i.e., write requests) are done to transfer the most
recent data to the requester. In addition, this request makes a
transition of the line’s state to S, thus the RLSTS is consulted
to record the sharing pattern (i.e., the requester and the current
owner) of the line (line 17 in Figure 8). If there is an entry
with the same RT, and also the same RSP in the RLSTS, the
corresponding RBV bit in the entry is set. Otherwise, a new
entry will be allocated only for the line, and the associated
RBV and RSP bits are set appropriately.
Access to Shared lines (S state)

•Read request: if the directory receives a read request to
a line that is already in an S state, an entry corresponding
to that line already exists in the RLSTS (line 2 in Figure 9).
This entry needs to be updated in response. Before proceeding
further, we note that each line can only have a single associated
sharing pattern, and thus be matched to only a single entry in
the RLSTS. The requester needs to be reflected into an RSP
field. Simply setting the corresponding bit in the RSP could
negatively affect the accuracy of the sharing pattern of the
other lines in the same entry, since they are not actually shared
by the requester at that time. In order to guarantee perfect
accuracy, thus, if multiple lines are associated with the entry, a
separate entry should be allocated for the new sharing pattern
of the requested line. However, distinct sharing patterns that
are likely to be in transition to the same sharing pattern in
the end could occupy multiple entries in a set, which could
decrease the space-efficiency of this proposal.

Hence, we do some implicit, on-the-fly merging of entries.
In practice, according to the high spatial and temporal locality
of memory accesses, we can expect that the same requester
will eventually access other lines in the same entry in the near
future. Instead of allocating a separate entry for the requested
line, hence, we can simply set a corresponding bit in an RSP
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field for the new sharer. This approach keeps almost perfect
accuracy, as we shall see in Section 4.3. It also simplifies the
operations by directly performing line 11 in Figure 9 after
looking up a matching entry (line 2).
•Write request: a write request to a line in S state in the

LLD is straightforward. First, all cached copies have to be
invalidated, and then the state and the new owner should be
updated. To perform the invalidations, the RLSTS is queried,
and the list of sharers is obtained from the RSP field of the
matching entry. Once the invalidating process is complete,
the corresponding bit of the line in the RBV of the matching
entry is cleared. An entry is freed if all the bits in the RBV
are zero. When an ack message arrives at the directory from
the requesting cache, the RLSTP is accessed to record the new
owner of the line (line 2 in Figure 8).

3.4. Optimization

3.4.1. Region-level structure for per-line state Due to tem-
poral/spatial locality of memory access, multiple lines in the
same region typically are cached at a given time. Thus, the
corresponding line-level entries in the LLD will have the repli-
cated tag information. We can remove the waste even further
by tracking the state information at a coarser granularity (e.g.,
a page). The new (region-level) entry will be tagged with a
region tag and tracks coherence state of individual lines in the
region one by one. It also has an RBV to indicate the presence
of the corresponding lines in private caches.
3.4.2. Merging in RLSTP and RLSTS An RLST needs to be
over-provisioned for more than the average case (though it
need not be provisioned for the worst case). Unless there is
available space, an older entry must be evicted. Since evicting
an entry implies the loss of the corresponding sharing informa-
tion, invalidation requests for every line in the corresponding
RBV must be submitted to every cache in the RSP before
evicting the entry. These directory-induced invalidations can
lead to a significant number of invalidations, potentially ob-
viating the benefits of having a smaller directory. To avoid
evictions, we can merge multiple entries for a given region
in an RLST. The consequence of merging is that the sharing
pattern reflected in a merged entry will be conservative. This
will lead to additional spurious coherence messages, much
like in any directory scheme (e.g., coarse directories) where
information is not tracked precisely. Nonetheless, if used ju-
diciously, merging RLST entries can significantly improve
space-efficiency and reduce the number of invalidations due to
evictions of entries, with only a marginal increase in spurious
invalidations.

Before proceeding further, we describe how spurious mes-
sages arise from merging for each RLST. A merged entry in
the RLSTP could track a set of owners, which implies the loss
of the exact owner information per line. Thus, a coherence
request for such lines will be forwarded to caches that may not
have the up-to-date data. In the similar vein, a merged entry
in the RLSTS could track caches that may not have copies of
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Figure 10: Spurious messages per coherence request based
on conservative sharing information

a shared line in an RSP field, causing spurious invalidations.
Figure 10 shows the number of the extra messages with an

unencumbered merging of entries. For the results, we forcibly
allocate only one entry per 4KB region, regardless of diversity
in sharing patterns. Notice that the extra forwarded requests
(due to losing precise ownership information) are negligible in
comparison to the spurious invalidations (due to losing precise
sharing information). This is because 1) a large portion of the
regions shows few distinct private owners of distinct lines in a
region (see Figure 5) and 2) such regions account for most of
the coherence traffic. By leveraging this property, our design
makes judicious use of different forms of merging of entries
for each RLST, as we will see below.

Optimization for RLSTP: as we discussed above, the in-
crease in the extra forwarded requests looks trivial, allowing
us to allocate one entry per region by default in the RLSTP 2.
This can simplify not only the organization of an entry in an
RLSTP but also the lookup operations. We have no need of
maintaining a long RBV (e.g., 64 bits for 64 lines in a 4KB
region) per entry, leading to storage reduction. Comparing the
corresponding bits in the RBV of multiple entries is no longer
required to identify a matching entry in a set (line 2 to 6 in
Fig 8) as there is only one matching entry.

For the optimization for an LLD in Section 3.4.1, further-
more a single region entry always exists that corresponds to
an entry in the RLSTP and they have common information
(i.e., region tag). By integrating the two entries, we can expect
additional storage and latency benefits. We do not need to
maintain a separate RLSTP. That is, the single unified entry
tracks per-line state and a single RSP indicating owners of
all private lines in a region. The owner information can be
obtained directly from consulting an LLD without consulting
the RLSTP (i.e., no extra indirection).

Optimization for RLSTS: Figure 4 suggests that reck-
lessly merging entries in an RLSTS could lead to numer-
ous spurious invalidations, though it could reduce directory-
induced invalidations due to evicting entries. Accordingly,

2For dealing with forwarded requests at private caches, slight coherence
protocol modifications are required. All the caches receiving the request send
ack messages to notify the requester of the owner of the requested line. The
requester informs a directory of the owner information with the ack message.
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Processors 16 Cores, 3.4 GHz, Timing Simple CPU
Private Cache 256 kB, 4-way, unified cache (64B cache line)

2/4-cycle tag/data latency
Shared Cache 16 MB, 16-way, inclusive unified cache

3/8-cycle tag/data latency
Memory 4GB

Coher. Protocol MESI write invalidate protocol
Inter. Network Point to point network

Table 2: Simulation model parameters

merging for an RLSTS should balance between the two sources
of traffic overheads and find an optimum point to reduce the
overall traffic. To achieve the goal, we should judiciously
decide: 1) when merging distinct sharing patterns is advan-
tageous, 2) the target regions that it is applied to, and 3) the
degree of conservativeness of sharing information.

Maintaining inaccurate sharing information for particular
regions (e.g., regions where upgrade events rarely happen like
read-only regions) does not raise concerns. Allocating fewer
entries for such regions will provide other regions with more
available entries. Accordingly, to achieve higher accuracy
while avoiding frequent evictions, we adaptively apply differ-
ent conditions to distinct regions, depending on their memory
access patterns.

We judiciously (and dynamically) decide the degree of con-
servativeness of merging for a region by estimating the poten-
tial spurious invalidations for each region. We track the recent
history of two types of coherence request (i.e., upgrade and
read requests) for a region by employing a simple structure
like a branch pattern history table 3. Based on the information,
each region is classified into three types: 1) regions showing
frequent upgrade and access requests (high overhead), 2) re-
gions rarely showing these events (low), and 3) other cases
(medium). Depending on the type of each region, we set differ-
ent ranges limiting the minimum/maximum number of entries
that can be allocated for a region in a set. A larger and wider
range is imposed on regions that are likely to show higher
overhead.

4. Evaluation

4.1. Evaluation Methodology and Benchmarks

We use the gem5 full-system x86 simulator with Ruby and Gar-
net [6, 13]. The detailed parameters of the simulated system
are described in Table 2. We simulate 10 scientific computing
workloads (x264, ocean, lu, barneshut, bodytrack, fluidani-
mate, dedup, canneal, fmm, and radiosity) [12, 42]. 8 billion
instructions are tested with medium-size inputs, and the results
present the general trends based on multiple runs to diminish
the impact on variability of parallel workloads [7].

In Section 4.10, we verify the region-level sharing local-
ity for more modern, long-running server workloads (mem-
cached with 3GB Twitter Data-set [1, 25], tpc-h with 21 par-

3 A table with 1K sets is used. Each set has five history bits. A history bit
is set when the related coherence event occur and is shifted every any 256
coherence events.

allel queries on MonetDB [3, 15], tomcat with large input
size [14], and specjbb2005 for 16 Warehouses phase [2]). We
use an emulator (QEMU) [11] running Linux since the ex-
perimentation needs to be run for a long time to analyze the
characteristics of such larger workloads. For 16-core systems,
500 billion instructions are tested.

4.2. Directory Configurations

Our proposal is orthogonal to organizations of directory
caches, since the only change we propose is a different way of
encoding the sharing patterns. We evaluate the effectiveness
of RST by integrating it into two types of practical directories
(i.e., In-cache and Sparse directories) as described below:

•In-cache directory: (a.k.a Inclusive directory cache em-
bedded in an inclusive last level cache (LLC)) is a variant
of a duplicated tag directory [9, 31], embedded in an inclu-
sive shared LLC. By associating a directory entry with each
cache line, “perfect” coherence information can be maintained
with full-bit vectors (i.e., no directory induced invalidations
and 100% accurate sharing information). However, it is not
space-efficient, as the number of entries is proportional to the
size of an LLC. In the simulated system, thus, it has four
times more entries than the total lines in private caches (i.e.,
4x over-provisioned). For the integration of RST, per-line
sharing pattern bits are replaced with an RLST. An LLD can
be embedded in the LLC as each line in the LLC is already
associated with tag and state fields. For the remainder of this
section, as a default configuration, we employ a separate LLD
with the optimization discussed in Section 3.4.1 (3K entries
for 4KB regions) and an RLSTS with 2K entries 4 , which
needs 24% of the baseline in-cache directory storage.

As directory-induced invalidations do not occur in an In-
cache directory, it is suitable for exclusively analyzing charac-
teristics of a representation of sharing patterns and the impact.
Based on this configuration, thus, we will show that RST is
accurate (Sec 4.3-4.4), while it is scalable (Sec 4.11).
•Sparse directory: we employ a 4-way set-associative

array with full bit vectors. As a baseline, a 2x over-provisioned
Sparse directory is considered. Concerning the integration of
RST, we can reduce nearly 76.6% of the overall directory area.
As discussed in Section 3.4.2, the size of an RLST restricts
the amount of sharing information to be tracked, which could
cause directory-induced misses in private caches like Sparse
directories. For RST integrated into sparse directories, we
will show that our proposal does not impair the utilization of
private caches (Sec 4.5) and that performs close to a system
with a “complete” directory (Sec 4.6).

4.3. Accuracy of RST

We first discuss the accuracy of the sharing patterns in the
RLSTS in Figure 11. We consider the average number of

4The organization of structures are decided by considering the number of
cached regions and the degree of the sharing pattern locality (see Sec 2.1).
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Figure 11: Spurious messages per invalidation event
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Figure 12: Address network traffic

spurious messages when a line is invalidated over an In-cache
directory maintaining “perfect” coherence information. A
parenthesis for RST indicates an organization of an RLSTS,
the first item is the number of entries and associativity, the
second indicates whether (Op) or not (No-Op) the optimization
for RLSTS is used.

The traditional representations, i.e., the coarse and limited
directories, show considerable (at least 1) extra invalidation
per invalidation event in most cases. RST without the pro-
posed optimization (No-Op) shows almost perfect accuracy,
while we can notice the slight increase for some benchmarks
(e.g., bodytrack, fmm, and radiosity) with the optimization.
This is because sharing information for specific regions is
conservatively maintained to avoid frequent evictions. As we
shall see in the next section, the merging optimization min-
imizes the overall traffic overhead in spite of the slight loss
of accuracy. We can also see less spurious invalidation for a
larger RLSTS, as more entries can be allocated to regions with
higher diversity in sharing patterns.

4.4. Interconnection Network Traffic

Figure 12 shows relative address network traffic for diverse
representations over an In-cache directory with full-bit vec-
tors. We do not observe the increase for some representations
showing invalidation traffic increases considerably (i.e., 57%,
and 63% for the Coarse directory (8 bits) and Limited 2 ptr,
respectively). This is because the portion of the invalidation
related traffic over the total traffic on the address network may
not be large (i.e., 12% on average across the benchmarks).

For RST, the overall traffic is almost comparable with the
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Figure 13: Relative cache miss rate

baseline across most benchmarks. For some applications (e.g.,
bodytrack, fmm, and radiosity), on the other hand, we ob-
serve the extra traffic due to under-provisioning for an RLSTS.
Utilizing the proposed optimization significantly reduces the
overhead, especially for bodytrack. This suggests that it is
efficient at finding an optimum point minimizing overall traf-
fic overhead by balancing balancing the two sources, (i.e.,
coherence transactions due to directory induced invalidations
and spurious invalidations generated by imprecise sharing pat-
terns), although it loses accuracy of sharing information. Thus,
the results show that RST is an accurate representation for
tracking sharing information.

4.5. RLST Induced Misses in Private Caches

Evicting an entry in a directory cache implies the loss of the
corresponding sharing information. This requires the associ-
ated lines to be invalidated, and thus will eventually causes
more misses in private caches. Figure 13 presents the relative
cache miss rate of diverse directory configurations over an
In-cache directory that does not have any directory-induced
invalidations. Hence, the extra overhead can be considered as
the misses that are induced by evicting a directory entry due to
lack of available entries. For the results of RST, it is integrated
with Sparse directory (refer to Sec 4.2) for this experiment.
For most of the cases, we notice a significant increase in the
misses in the under-provisioned Sparse directories, while the
results for RST of similar size 5 are comparable to the baseline.
The results show that RST does not hamper the utilization of
private caches although it uses small storage.

4.6. Timing Results

We now consider the timing impact of our proposal. The
timing could be negatively affected by the extra coherence
transactions as well as the increase in cache misses in private
caches. For our experiments, we impose one cycle additional
delay for accessing the RLSTS after consulting an LLD.

Figure 14 presents the relative execution time based on the
same configuration used in Section 4.5. Notice the almost
identical timing results for our proposal, compared to the base-
line. Even for bodytrack, we do not see critical performance

5The default configuration of RST requires more storage than 1/8x Sparse
directory but less than 1/4x Sparse directory.
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Figure 15: Relative dynamic energy consumption

degradation. We also gain a slight performance benefit com-
pared to the under-provisioned Sparse directories by using
similar storage. The results suggest that RST provides almost
the same performance by using much smaller storage.

4.7. Dynamic Energy Consumption

Figure 15 compares relative dynamic energy consumption in
the cache memory system over an In-cache directory with full-
bit vectors. We model the various directories and caches at a
32 nm process technology with CACTI [35]. For the baseline,
the coherence information and the corresponding data can be
accessed with a single tag look-up in an LLC, and it does not
generate any unnecessary traffic (i.e., directory induced inval-
idations and spurious invalidations), as “perfect” coherence
information is guaranteed. For our approach, however, an
indirection for accessing an RLST (after consulting an LLD)
entails an additional tag lookup, consuming extra dynamic
power although it is minor. Additionally, it could cause the
unnecessary traffic, which increases the number of access not
only to caches but also to a directory. Thus, we can observe
that RST consumes slightly more dynamic energy compared
to the baseline, even though the static power/energy consump-
tion is relatively low (due to the area reduction). Also, notice
that the under-provisioned Sparse directories consume more
dynamic energy. Interestingly, we can easily notice the similar-
ity in changes between Figure 13 and 15, suggesting that the
increase in communication, which results from the directory
induced misses at private caches, dominates this overhead.

To sum up, the integration of RST into In-cache directories
is efficient at reducing the area (and static power/energy con-
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Figure 16: Analysis of region size

sumption) without significant impacts on performance and
dynamic energy consumption. By integrating RST to Sparse
directories, however, we consume less dynamic energy as well
as gain diverse benefits in terms of area, static power/energy
consumption, and performance.

4.8. Suitable Region Sizes for RLSTS

We investigate an appropriate region size maximizing the
space efficiency of RST. According to the region-level sharing
pattern locality, we could expect more lines to be associated
with each entry by simply enlarging the region size. Especially
for the RLSTS, however, exploiting a large region does not
necessarily guarantee higher space-efficiency. This is because
the number of shared lines with the same sharing pattern in a
larger region does not necessarily increase in proportion to the
increase in the size of each entry.

Figure 16 presents the relative amount of sharing informa-
tion per byte for a single entry in the RLSTS (higher is better)
by varying the region size from 512B to 8KB. They are nor-
malized to the results for a 512B region size. The proposed
merging optimization is not exploited for this evaluation to
focus on the impact of lines with the same sharing pattern in a
region. Notice that the entries with region sizes ranging from
1 KB to 4 KB are reasonably space-efficient.

4.9. Other Region Level Approaches

We now consider other approaches maintaining sharing infor-
mation at a region-level based on Sparse directories. Dual-
granularity directory (dgd) [10] with 3K (2K) entries reduced
about 68% (78%) of overall storage for 2x Sparse directory.
The default configuration of our proposal shows nearly 76% of
reduction. The extra storage benefit comes from maintaining
owner information for private lines at a region-level. Further,
dgd could cause address network traffic overhead due to spu-
rious invalidations as sharing information for all the shared
lines in a region is conservatively merged, without considering
the diversity (OB2 in Sec 2.1). Figure 17 shows such traffic
overhead relative to our proposal. Notice the 60% higher in-
validation traffic, increasing the overall address network traffic
by 8% on average.

Other approaches [8, 43] track coherence information of
temporarily private regions at a region-level. We did not imple-
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Figure 17: dgd Traffic Analysis relative to RST: (a) Relative
invalidation traffic. (b) Relative address network traffic.
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Figure 18: Breakdown of regions in private caches for server
workloads

ment these schemes. For DGD [43], however, the simulation
configuration (e.g., the size of caches and a directory) is al-
most similar to this paper, and thus we can get an insight to
relative comparison by simply comparing the results of the
two papers and analyzing characteristics of temporarily pri-
vate regions for the applications in this paper. The DGD paper
states that DGD reduces the directory area by 66% compared
to 2x over-provisioned Sparse directory. For the applications
in this paper, in addition, we observe that about 50% of all the
regions are temporarily private on average; the bars labeled
with “only private” in Figure 2 include such regions. Hence,
we can expect that the additional reduction for RST from fur-
ther reducing duplicate sharing information in non-temporarily
private regions. MGT [24] is evaluated on a totally different
system, and thus does not provide sufficient information for a
fair comparison.

4.10. Server Workloads

The effectiveness of RST could be limited if workloads do
not show region-level sharing pattern locality. The concern
effectively boils down to how parallel programs are designed.
Especially, it poses the following questions: is it common to
design algorithms that i) different block in a region have totally
different sharing patterns and that ii) this diverse sharing behav-
ior occurs across all the regions? We believe not. Nonetheless,
some real-world (e.g., server) applications with large data may
show irregular access patterns, lowering the effectiveness of
our proposal. Thus, we now analyze the region-level sharing
pattern locality for such workloads.
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Figure 19: Diversity in sharing patterns in various regions

For a 16-core system like Figure 2, Figure 18 shows the
breakdown of regions cached in private caches by varying the
region sizes from 1KB to 4KB. By comparing the results with
that of Figure 2, notice i) more cached regions (i.e., the height
of the bars), relative to the scientific workloads and ii) more
private regions (labeled with only private) though considerable
non-private regions are still observed. The former suggests
relatively lower spatial locality, however, it still shows spatial
locality to some extent (e.g., about 16 (11) lines per 4KB
(2KB) region). The latter substantiates that we still need to
uniformly deal with all the regions. Figure 19 presents the
diversity in sharing patterns for shared and private lines in
various regions. We can also observe low diversity like the
scientific workloads discussed in Section 2.

Putting altogether information from both figures, we con-
clude that we can also take advantage of RST for such ap-
plication. RST (6K 2KB-region entries in an LLD with 3K
2KB-region entries in an RLSTS) requires 25.7% of the stor-
age needed by 2x Sparse directories.

4.11. Scalability of RST

The area requirement of RST depends not only on the number
of distinct regions in private caches but also on the degree of
region-level sharing pattern locality. Thus, we can estimate
the storage requirement for future systems by reflecting the
variation in the features.

Figure 20-(a) shows the relative changes in the features for
16, 32, 64-core systems with 4KB region size. The results of
each feature are normalized to those of a 16-core system. The
processor count (x-axis) double as a system is scaled. The size
of each private cache is fixed, and thus the total size of the
private caches doubles as well. Notice that the total number of
regions in private caches increase less than twofold (e.g., 1.4x)
as more regions tend to be shared by more cores for larger
systems. Also we observe the slight increase in the diversity
in sharing patterns in a region. To sum up, we expect that
the increase in the total number of entries in both an LLD
and an RLSTS will not be drastic. There is no need of higher
associativity for an RLSTS.

Figure 20-(b) presents relative storage requirement of RST
for scalable systems. For the baselines with full-bit vectors,
we notice a fourfold increase, as the number of lines in a
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Figure 20: (a) Scalability of an RLST and (b) Comparison of
storage requirement

shared LLC (or directory entries in a sparse directory) and
the length of a full-bit vector per line doubles as the system
scales up. For RST, as discussed, a relatively smaller storage
is required for a 16-core system, and we can continue to expect
a moderate improvement over other approaches because of the
region level sharing pattern locality shown in Figure 20-(a) 6.

5. Related Work
In this section, we will review related work.

Diverse representations of sharing patterns: to over-
come the scalability issue of a full bit vector [17], diverse shar-
ing pattern encoding schemes have been proposed [5, 38, 39],
and applied also to practical machines [32, 33]. A coarse
directory exploits a compressed bit vector in which each bit in-
dicates a group of remote processors that could keep copies of
a line. Simoni, et al. [38, 39], propose a limited pointer which
is motivated by a general sharing pattern that data blocks tend
to be shared by a small number of sharers, and discussed ways
of reducing the number of the pointers by tracking the informa-
tion related to multiple lines together. [29]. In addition, hybrid
schemes were proposed to adaptively switch between differ-
ent representations, depending on characteristics of sharing
[9, 19, 28]. In a similar vein, Sanchez, et al., proposed Scal-
able Coherence Directories (SCD) [37]. Depending on the
number of sharers for a line, each directory entry selectively
employs a limited pointer or hierarchical bit-vectors.

Various organizations of a directory: for hierarchical ap-
proaches [4, 27, 34, 41], precise sharing information can be
concisely tracked although much longer lookup latency is en-
tailed. Tagless Coherence Directory (TC) [44] benefits from

6 For many core systems, an RSP field with a full-bit vector will take a
large portion of an entire entry in the RLST. As the organization of the field
is independent of our proposal, it can be supplanted by any representations of
sharing patterns (e.g., SPACE, a coarse bit vector) to improve space-efficiency
even further.

the space efficiency of a Bloom filter by conservatively main-
taining tags for each set. The Cuckoo Directory with the N-ary
Cuckoo hashing table [36] was proposed to avoid storage over-
provision for a sparse directory and the performance loss that
results from frequent conflicts in a set [26].

Optimization of coherence information for private lines:
other recent proposals have observed that a large portion of
lines are private, and allocating sharing pattern bits is not
needed for such cache lines. The research on coherence proto-
col deactivation [21] takes advantage of this fact. By dynam-
ically detecting the lines with OS support, the system omits
tracking the coherence information of such lines. In a similar
vein, Alisafaee introduced Spatiotemporal Coherence Track-
ing (SCT) [8]. The system dynamically detects temporarily
private regions whose lines are accessed by only one proces-
sor for a period of time, and keeps the common coherence
information, i.e., the same owner, at a region-level granularity
in a single entry. Zebchuk, et.al. [43], proposed a practical
Dual-Grain Directory (DGD) to resolve several design issues
of SCT. Another proposal, called Stash Directory [22], con-
siderably reduces the area for a directory cache by enabling
entries for private lines to be evicted without invalidating stale
copies. An inclusive LLC is charged with tracking whether
the corresponding line is kept in a private cache.

Approaches tracking sharing information at a region-
level: these include the prior work is summarized in Table 1,
and compared with RST in Section 4.9. Basu, et.al. [10], pro-
posed a dual-granularity directory. Each entry has owner and
state fields for individual lines in a region, while merging shar-
ing patterns of all shared lines. Thus, it could lose accuracy
of the information, generating spurious invalidations (Fig 10).
Another approach (MGT) [24] also maintains coherence in-
formation at a dual granularity. If there are no corresponding
entries for any lines in a region, a region-level entry is assigned
for the first request for the region. This is under the optimistic
assumption that the following requests show the same access
pattern. When the exceptional cases are identified, a line-level
entry tracks the information. SCT and DGD belong to this
category as well.

Consistency-directed cache coherence: Elver, et.al., pro-
posed TSO-CC [23]. It does not track sharing information.
Instead of invalidating stale copies eagerly, all shared lines in
a private cache are self-invalidated under specific conditions.
The up-to-date data is obtained from the shared cache.

6. Conclusion
This paper proposed and evaluated a novel representation of
sharing information in a cache coherence directory that re-
duced the redundancy present in other proposals. The key
to the proposed representation is region-level sharing pattern
locality, i.e., multiple lines in a larger region having the same
sharing pattern, a phenomenon that was empirically demon-
strated in this paper. The new representation proposed and
evaluated in this paper has properties that are likely to be an im-
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portant requirement of coherence directories for future many-
core processors: small space requirements while maintaining
adequate accuracy. Experimental results demonstrated that
the proposed representation has smaller storage requirements,
while continuing to achieve comparable or better accuracy,
than a variety of other proposed approaches.
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