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SIMPLE DIGITAL NEURONS 

Michael Eyal 
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At the University of Wisconsin-Madison 

ABSTRACT 

The idea of creating a computational model by simulating the human brain has been 

promulgated in the middle of the 20th century, but was not used in practice before the late 80s. 

This model, named the ‘artificial neural network’, had maintained popularity only for a few 

short years before being replaced by simpler artificial intelligence models in the following years. 

Advances in the neural networks field in the early 2000s have sparked interest once again, as a 

plethora of improvements has brought forth richer neuron models and more biologically 

realistic network designs. With the constant increase in processing speeds more complex 

networks were modeled, and multiple projects have surfaced in which such systems were 

successfully implemented on custom neuromorphic hardware. 

This thesis’ aim is to provide a brief review of hardware implementations of such networks, and 

explore ways of tuning their performance by efficiently choosing the most ideal configuration 

parameters. In essence, a neural network is a convoluted system with many different 

parameters (“knobs”) which determine how well the network performs, that is, whether it is 

able to recognize and correctly classify data it was trained on. Knowing how to correctly tune 

these knobs is no trifling matter. There is a variety of different settings to tinker with: synaptic 

weights, connectivity patterns, membrane constants and so on. These parameters affect the 

way in which neurons can store and transmit data to their neighbors, which eventually 

determines the network’s performance for a given task. 

If we look at all these tunable parameters, and the possible ranges of values for each 

parameter, we can generate copious amounts of different network setups per given task. This 
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could mean that for a specific recognition task in mind, searching for the optimal parameter set 

out of such a large pool could prove to be a tedious endeavor. We would need to form a 

network out of every possible parameter set, train the network with the data we wish for it to 

recognize and then test its performance and compare it with the rest of them. 

This thesis therefore seeks to find a faster way to reach a good set of parameters for hardware-

based neural networks. It is based on mathematical infrastructure related to dynamic systems 

(as a recurrent neural network is a special case of a dynamic system), in which changing a global 

parameter of the system (such as connectivity structure, input-output dependencies, and so on) 

can bring the system from an ‘ordered’ state to ‘chaotic’. Studies suggest that the fringe 

between these two modes is where the system is optimal - this is known as the ‘edge of chaos’. 

This thesis expands on such previous studies, and illuminates the transition between the two 

modes using a network of “simple digital neurons” based on IBM’s TrueNorth chip. 
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CHAPTER 1: INTRODUCTION 

1.1 Artificial neural networks 

Artificial neural networks are modeled after the computational principles of the mammalian 

cortex, with the purpose of understanding and replicating human abilities. This model, in 

theory, is highly parallel, energy efficient, and fault tolerant when compared to classic von 

Neumann processor architecture [1], and has become a distinguished alternative for future 

computing devices. It attempts to mimic the functionality of the neurons in the cerebrum, 

which perform computations by propagating spikes, and store data (memories) using synapses 

connected in specific patterns. Artificial neural networks were shown to be successful in various 

recognition tasks which proved challenging for classic processor architectures, yet are trivial for 

humans, such as speech recognition [2], document recognition [13], and image recognition [3]. 

1.2 Spiking neural networks 

In the last decade, as neuroscience progressed and a better understanding of the brain was 

achieved, more biologically realistic models were created: Spiking Neural Networks. These were 

inspired by evidence showing that temporal differences between spikes and frequencies of 

oscillating subsystems are integral parts of various information processing mechanisms in 

biological neural systems [4]. Detailed information about the mathematical model behind SNNs 

can be found in [5][14]. 

Many models of spiking neurons have been proposed in the last couple of decades [6]. These 

models vary in the level of complexity in which biology is simulated: some are fairly involved, 

modeling dynamic synaptic efficacies based on facilitation and depression in a set of differential 

equations *7+*8+, whereas some are simpler “integrate-and-fire” models which employ less 

sophisticated equations and are easier to implement (in terms of required processing power), 

an important factor when considering hardware implementation of such networks. While it has 

been shown that models which are more biologically complex have increased performance over 

the simpler neural network models [6], for other recognition tasks the less  complicated models 

for spiking neurons do not fall far behind [9].  
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1.3 Hardware implementation of neural networks 

A number of different brain-inspired hardware models have been designed and fabricated in 

recent years [48][50][51][52][53][54][55], and are often referred to as neuromorphic hardware. 

These designs vary greatly in the applications for which they were made, and in the way they 

were implemented (electronic circuit design, power consumption, processing speeds, etc.). 

What all these designs have in common however, is that they are all composed of some neuron 

model as their basic processing element.  

As with software designs of neural networks, hardware implementations of such systems also 

employ various neuron models with different levels of complexity, depending on the goal for 

which they were designed. The BrainScaleS project [50], for example, uses an analog circuit that 

allows the hardware to operate in continuous time, and models a leaky integrate-and-fire 

neuron with conductance-based synapses that are capable of adjusting their plasticity, that is, 

changing the strength of their synaptic weights. This project’s goal is to help achieve better 

understanding of the human brain and the way in which different parts of the cortex operate at 

both micro and macro levels. The neuromorphic hardware is composed of interconnected 

custom-designed chips called High Input Count Analog Neural Networks (HICANN). 

Another example of an analog integrated-circuit implementation of neuromorphic hardware 

was designed and fabricated by Simoni, et al [51]. In this paper, the neuron model that has been 

implemented is based on the Hodgkin-Huxley formalism, a widely exploited, biologically 

plausible model of the dynamics of living neurons [56], alongside with conductance-based 

synaptic behavior. For this purpose, a modular VLSI architecture was developed for fabricating 

silicon neurons that operate in real time. This architecture, which models multiple differential 

equations with transcendental functions, employs operational transconductance amplifiers as 

linear conductance elements as well as capacitors and MOSFETs that form a low-pass filter.  

One of Simoni’s objectives when fabricating the above architecture was to create a low-power 

circuit. However, the hardware required to implement the Hodgkin-Huxley model comprises 

operational amplifiers and creates a rather large current draw, one that is 100-1000 times larger 

than the rest of the components combined [51]. Conversely, there are other neuromorphic 
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hardware projects out there which opt to employ much simpler neuron models. The benefits of 

working with such models are multifarious, as they can be implemented in systems which 

operate at ultra-low active power consumption (one that even matches the power consumption 

of the human cortex [11]), and can be deployed on existing CMOS architecture without having 

the need to fabricate special hardware implementations of neural networks. In fact, a rather 

simple neuron model called the “digital leaky integrate-and-fire neuron” (and referred to as the 

“simple digital neuron” in this thesis) acts as a building block in IBM’s TrueNorth chip. This 

recently designed chip encompasses a low-power brain-inspired architecture that utilizes a 

neural network structure [10][11]. In this architecture, digital neurons are grouped into tightly 

bound blocks of 256 neurons referred to as Neurosynaptic Cores. Groups of Neurosynaptic 

Cores are bundled to form the TrueNorth architecture, as shown in Figure 1.1. 

 

Figure 1.1: A block diagram of IBM’s TrueNorth architecture *49+. It consists of multiple Neurosynaptic Cores, 
each core containing 256 axons, a 256×256 synapse crossbar, and 256 neurons. 
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This chip was designed with the intention of creating a system capable of interpreting real-time 

inputs at a biologically realistic clock rate, and seeks to rival the human brain in terms of power 

consumption. The basic building block behind the Neurosynaptic Core, the simple digital 

neuron, will be the focus of this thesis. 

1.4 Liquid State Machines 

In 2002, a new neural network construct was invented, interestingly enough by two 

independent research groups. The Liquid State Machine (LSM) was presented by Maass et al 

[12][17], and independently a similar model called the Echo-state Network was introduced by 

Jaeger around the same time [15][16]. Both models provide architecture and a supervised 

learning principle for recurrent neural networks, and operate by feeding a continuous input 

stream into the network. Due its complexity and intrinsic dynamics, the network is likely to 

contain substantial information about all recent inputs. The models differ however in 

implementation: the Echo-state Network principles are applied on traditional ANNs, whereas 

the Liquid State Machine mainly relies on SNNs as its medium. The LSM is a biologically 

plausible computational neural network model, whose structure is inspired by the central 

nervous system of mammals, and is often used for real-time computing on time-varying inputs. 

The LSM uses spiking neurons connected by dynamic synapses to project inputs into a high 

dimensional feature space, allowing classification of inputs by linear separation. It operates by 

feeding a continuous input stream into a sufficiently complex recurrent neural network, which 

in turn, due to intrinsic connectivity dynamics, contains substantial information about current 

and recent inputs. The LSM essentially transforms the low dimensional temporal input into a 

higher dimensional internal state (or “liquid state”), on which spatial classification techniques 

can be applied, using readout units that can extract pertinent information about recent inputs 

from it.  

A block diagram of the LSM is described in Figure 1.2. A continuous input stream  u   is 

injected into an excitable medium ML , which acts as a liquid filter. In our case, the liquid is a 

network of spiking neurons. From this liquid we can read its current liquid state  Mx t   at each 

time step t. This state is obtained by creating a low-pass filtered output of the spiking activity of 
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each neuron within the liquid. This liquid state is then mapped to target output function  y t  

by means of a memoryless readout function Mf . 

 

Figure 1.2: A block diagram of the LSM, taken from [22]. 

 

While pools of spiking neurons are used as the liquid for the purpose of this thesis, other types 

of media were shown to be useful for recognition tasks, such as recurrent networks of sigmoidal 

neurons (as shown in Jaeger’s Echo-state Network [15]), and even an actual bucket of water 

[18]. 

The Liquid State Machine is a very convoluted dynamic system, which contains many complex 

different states and state transitions. While in a typical finite state machine each state is well-

defined, and so are the transitions between the states, in the LSM the dynamics between its 

elements can become so complicated that accurately characterizing its structure could prove a 

nearly impossible task. However, one of the biggest advantages of the LSM is that there is no 

need to map its internal states, as a simple readout unit can be trained to extract the state from 

the continuous analog state of the liquid. All that is left to worry about is the liquid’s ability to 

separate different inputs into different internal states (so that the readout unit can distinguish 

between them), and that it can map noisy versions of similar inputs to the same internal states. 
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The first ability is called the linear separation ability, and the second one is known as the 

generalization property. 

Both of these properties can be evaluated for a specific pair of inputs  u t ,  v t
 
by feeding 

them to the liquid, and computing the euclidean distance between the liquid’s internal states 

 M
ux t ,  M

vx t induced by these inputs    M M
u vx t x t  as shown in Figure 1.3. 

 

Figure 1.3: A demonstration of the linear separation property of the LSM. This graph shows the average 
euclidean distance of liquid states for two different input spike trains u and v. Each line shows the state 

difference induced by the two inputs, provided that the initial state difference was set to 0 (straight line), 0.1, 
0.2 and 0.4 (dotted lines). Graph is taken from [12]. 

 

Another great advantage of the LSM is the fact that there is no need to carefully construct and 

tailor the internal connections between its elements (neurons), as it has been shown that 

randomly generated and connected networks with fixed weights perform really well at real-

time recognition tasks [12][59]. The performance of each LSM depends on multiple factors: the 

random connections that were formed during its initialization, the layout of the network (size, 

grid shape), and the dynamics modeled by its neurons and synapses. 

The LSM has had rousing success in the last decade with various challenging recognition tasks, 

such as action prediction in robots [19], facial expression recognition [23], speech recognition 

[24], and much more. 
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1.5 Readouts 

Liquid State Machines usually go hand in hand with one or more readout units. This concept, of 

projecting input into a higher-dimensional dynamic system paired with a simple readout, is 

known as reservoir computing. The combination of a Liquid State Machine and a readout unit is 

usually referred to as a neural circuit, a neuromorphic system, a cortical microcircuit, a neuronal 

network, and the list goes on. Many buzzwords for the same concept were introduced in the 

last decade; however for the purpose of this thesis the term “neural circuit” is used to define a 

LSM coupled with a readout unit. 

One of the most prevalent classifiers used as a readout unit is the Perceptron, which dates all 

the way back to the 1950s [60]. The perceptron acts as a binary classifier, mapping a real-valued 

vector x into either 0 or 1, using a vector w   of real-valued weights: 

 
1,    if 0

0,   otherwise

w x b
f x

  
 


  

While the perceptron is limited to solving problems that are linearly separable, it can be put to 

good use when paired with a LSM, since the liquid has the property of projecting low-

dimensional inseparable inputs into high-dimensional but separable internal states which can 

be easily handled by these simple readouts. In cases where a perceptron is paired with a LSM, 

the x  vector of the above equation represents the internal state vector  Mx t , which contains 

low-pass filtered values of the activity (spikes) of every neuron in the liquid. The low-pass filter 

is needed, to transform the spiking activity into a continuous output that can be weighted and 

fed to the perceptron. The vector w   represents the weights of the perceptron - these weights 

are obtained by training the readout: An initialized readout starts with a random set of weights 

assigned to each neuron in the liquid, and through linear regression, the perceptron adjusts its 

weights to try and correctly classify the inputs it is trained on. This training procedure for a 

single-layer Perceptron is described in detail in [25], Chapter 3.3. 

While the single-layer perceptron is limited to linearly-separable inputs (liquid states), a 

computationally stronger variant is the multi-layer perceptron, which relies on a hidden layer 
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that separates the LSM from the output readout unit(s). This type of perceptron is trained using 

the back-propagation algorithm [26], however this thesis will only cover classification tasks that 

can be handled by linear, single-layered perceptrons. 

1.6 Measurable qualities of a neural circuit 

As mentioned previously, when a neural circuit is generated, its structure can vary greatly 

depending on the layout of its network, its size, the types of (random) connections formed 

within its neurons, the modeled dynamics of its synapses and neurons, and many other factors. 

When comparing one neural circuit to another, one might wonder, which parameters make one 

circuit computationally more powerful than its competition? Are there measurable quantities 

with which we can compare and explain the difference in performance? 

While the LSM is often thought of as a “black box” due to its highly recurrent connections which 

make it incredibly difficult to trace clear paths from input features to internal nodes, many 

attempts have been made at deriving metrics to help predict and evaluate the computational 

power of different circuits [20][21][27][28][29][38]. Some of these metrics include firing rates, 

class separation, Lyapunov’s exponent, spectral radius and kernel-quality to name a few. A 

detailed review of currently known metrics will be given below, but it is important to note that 

what most of these methods have in common is that they try to discover when a neural circuit 

is at the ‘edge of chaos’. 

The idea of the ‘edge of chaos’ has been proposed by Doyne Farmer, a mathematician who tried 

explaining a phenomenon discovered by computer scientist Christopher Langton, who studied 

the relationship between dynamical behavior and computational capability in cellular automata 

(CAs). Langton observed a phase transition in the behavior of CAs as some variable λ assumed 

different values, and claimed that for a small area of values of λ, the system obtained universal 

computation capability [39].  

In modern days this phrase is associated with general dynamic systems, and describes a 

behavioral shift that a system may undergo as important controlling parameters or variables are 

assigned with different values. The edge of chaos occurs when, for a specific subset of the 

variables in question, the system is on the fringe between an ‘ordered’ state and a ‘chaotic’ one. 
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1.6.1 Firing rates 

Since a neural network is a special case of a dynamic system, an attempt was made in [21] at 

finding the edge of chaos in a parameter map of a specific classification task by way of 

measuring the average firing rate of neurons in a neural circuit. A 2D parameter map was 

formed which defined the parameter search space from which the optimal set of parameters 

was to be found. The two parameters that were searched determined the connectivity (λ) and 

synaptic strength (Wscale) of neurons within the network, and they assumed different values as 

shown in Figure 1.4.  

 

Figure 1.4: An example of a parameter search map, taken from [21]. The x axis shows the different values of 
the connectivity coefficient λ (the larger λ, the more connections are formed). The y axis shows the different 

values of the synaptic strength coefficient Wscale (which determines the strength of spikes that are fired by the 
neurons). The map itself shows the computational performance (recognition accuracy) for a specific task. The 
points 1, 2 and 3 show parameters in which the system is ordered (1), chaotic (3) and on the edge of chaos (2), 

where the recognition accuracy is highest. 

 

It was suggested that when the network shifts from ordered to chaos, the gradient in the 

neurons’ firing rate would help in finding this transitional state. It was shown, however, that the 

transition between low and high firing rates had little to do with the system’s computational 

capabilities, and the classification success rate had no correlation with the edge of chaos 

obtained through measuring average firing rates. 
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1.6.2 Lyapunov’s exponent 

Lyapunov’s exponent is another task-specific qualifier aimed at estimating the amount of chaos 

in the dynamics of the reservoir activity, described in detail in [43]. It is based on different 

definitions of ‘ordered’ and ‘chaotic’ states for a recurrent neural network, and serves as 

another tool for finding the edge of chaos. According to this definition, a network with online 

input is considered chaotic if arbitrary small differences in the initial network state  0x  are 

highly amplified and do not vanish. An ordered network on the other hand quickly forgets the 

initial network state  0x  and the current network state  x t  is determined mostly by the 

current input. 

According to [28], the Lyapunov exponent can be estimated by the mean rate of separation of 

the distance between nearest states. We define  ju t  as the initial state of the system, and 

 jx t  as the reservoir state resulting from  ju t . Additionally we define  ĵ
u t  as the nearest 

neighbor to  ju t  (i.e. a vector that is only slightly different than  ju t ), and  ĵ
x t  is the 

state that is induced by that input. The Lyapunov exponent can thus be estimated as: 

 
   

   

ˆ

1 ˆ

ln
N

j j

n j j

x t x t
t k

u t u t




 
 
 
 

   

If the Lyapunov coefficient is negative, the system is in an ordered state where a slight 

difference in an input would still cause the network to converge to the same stable state. If 

however the Lyapunov exponent is positive, the system is chaotic and small changes in inputs 

can result in large changes in the reservoir state. Research done in [43],[21] shows that the 

performance is optimal at the 'edge of chaos' where λ=0 on reservoirs which employ dynamic 

synapses and LIF neurons. In [27] it is shown that the Lyapunov exponent has a high correlation 

with the classification performance of the reservoir in question, one that comprises neurons 

that were modeled with Izhikevich’s model *44+. 

While this estimated edge of chaos was proven to coincide well with parameters which yield the 

best computational performance, this estimator’s biggest weakness is that it only finds a 
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specific point in the parameter search space in which the performance is at its peak. Meaning, 

the Lyapunov exponent remains an unsatisfactory prediction tool for telling which areas of the 

parameter search space yield the best classification accuracies, since the edge of chaos is a 

lower-dimensional manifold in the parameter map in question (in a 2D map, the edge of chaos 

estimation is a 1D curve, as shown in [21]). 

1.6.3 Class separation 

The class separation estimate was introduced in [45],[46] as means of determining how well a 

reservoir can distinguish between different input classes. This measure is based on the 

geometric distance between “class centroids” - the mean state vector for a given class input. 

Assuming there are n classes, a state vector induced by class i is marked as  ix t . The mean of 

the state vector for a given class i is marked as   ix t . The inter-class distance is calculated 

as follows: 

 
     

2
2

1 1

n n
l m

d
l m

x t x t
C t

n

 

 


   

The intra-class variance is computed below, with   ix t  being the variance of the state 

vector: 

    
1

1 n

v l
l

C t x t
n




   

The class separation measure is thus computed: 

  
 

  1
d

i

v

C t
Sep x t

C t
    

  

The reasoning behind this measure is as follows: if the geometric distance between different 

input classes is higher than the inter-class distance, a linear classifier would have an easier job 

at learning a set of weights that correctly differentiates between the different internal states. It 
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was shown in [27] however that this prediction method performs poorly when compared to 

Lyapunov’s exponent and kernel-quality (which will be described next). 

1.6.4 Spectral radius 

The spectral radius was suggested by Jaeger in [15] as a way to predict the stability of an Echo 

State Machine by inspecting the weight matrix of its reservoir. The spectral radius of a matrix is 

its largest absolute eigenvalue. This value, according to Jaeger, determines how the Echo State 

Machine performs. If it is less than 1, input driven activity will fade within the network over 

time. If larger than 1, the activity induced by the same input will continually perpetuate. Hence, 

it was suggested to keep the value below 1, and as close as possible to 1. It is important to note 

that this method was offered for estimation on ESNs and not LSMs, meaning it was not tailored 

for spiking neurons. In [27] it was applied on LSMs, and showed poor results when compared to 

other methods discussed above. 

1.6.5 Kernel-quality and VC dimension 

It has been suggested in [20] that neural circuits can be characterized by two primary questions: 

1. What functions can a neural circuit be taught to compute? Or more specifically, on 

which inputs can the circuit be trained to recognize and correctly classify? 

2. How well will the circuit be able to recognize new inputs, based on data it was trained 

on? 

These two qualities can be attributed to the LSM’s linear separation capability, and its 

generalization ability. In [21] a way of estimating these two qualities has been suggested, and it 

was shown by that using these two predictors, the computational performance of a 2D 

parameter search map (such as the one in Figure 1.3) can be predicted in a fairly accurate way. 

The advantage of this method over the previously introduced ones is that it is able to predict 

different areas in the parameter map in which high recognition accuracy can be expected. For 

this reason, this thesis chooses to focus on this method of prediction, which is explained 

thoroughly in the next chapter. 
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1.7 Objective and motivation 

In the previous section, a quick rundown of various LSM performance prediction methods was 

given, and a few of them were even compared in a handful of papers released in recent years. 

These prediction methods, however, were performed on rather complex neural circuits which 

utilize either the Hodgkin-Huxley model, Izhikevich’s model, or convoluted dynamic synapses. 

None of these methods were used for predicting the computational performance of networks 

that consist of simple neuron models, such as the ones discussed in 1.3. The motivation behind 

the use of such neurons, as explained in 1.3, is that they can be implemented on relatively 

simple hardware designs. 

Hence, the intent of this research is to examine whether the performance of neuromorphic 

circuits which utilize simple neuron models (specifically, IBM’s Neurosynaptic Core neuron) can 

be predicted. Out of all known prediction methods, the one which was suggested in [20][21] 

which uses kernel-quality and VC dimension, will be the focus of this thesis, as it appears to 

have a clear advantage over its competition. 

1.8 Thesis outline 

In Chapter 2, the prediction method based on kernel-quality and VC dimension estimates will be 

explained in detail, including the mathematical background that is required in order to derive 

the metrics used by this method. 

Chapter 3 replicates the experiment performed in [21] in order to confirm the usefulness of the 

above mentioned prediction method. This experiment was performed on a family of neural 

circuits that model complex neuronal behavior, with leaky integrate-and-fire neurons and 

dynamic synapses. Thus, this model will be described thoroughly, as well as the setup with 

which the prediction method was validated. The purpose of this chapter is twofold: 1) Verify 

that the same results that are shown in said paper are obtained, and 2) Introduce the reader to 

a relatively complex neuron and synapse model, as opposed to the very simplistic model that 

will be introduced in the following chapter. 

Chapter 4 will describe the neuron model used in IBM’s Neurosynaptic Core architecture. This 

simplistic, hardware-friendly model will be used to simulate a new set of neural circuits. The 
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prediction method described in Chapter 2 will be tested on these simple circuits, using the same 

methodology that is described in Chapter 3. 

All the results for the tasks described in Chapters 3 and 4 will be posted in Chapter 5, as well as 

the means with which they were obtained (simulation software, configuration settings, and so 

on). Chapter 6 will analyze the results posted in the preceding chapter, and evaluate the 

strengths and weaknesses of the tested prediction method.   
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CHAPTER 2: PREDICTING THE COMPUTATIONAL PERFORMANCE OF A NEURAL CIRCUIT - A 

MATHEMATICAL BACKGROUND 

2.1 The two defining properties of a neural circuit 

It has been proposed that neural circuits (LSMs coupled with a readout) can be characterized by 

two main properties: the linear separation property and generalization property [20][21]. The 

linear separation property (also known as the kernel-quality) of a neural circuit is its ability to 

distinguish between different inputs. In a powerful computation system, we expect significantly 

different inputs to induce different internal states, which in turn would prompt different 

outputs. The second property, the generalization property, is an indicator of how well a neural 

circuit can identify new variations of the inputs, based on inputs it was trained on. 

It is claimed and shown in [21] that these two characteristics can predict quite well the 

performance of the circuit for the task in question. Intuitively, this means that for a specific 

“family” (set) of inputs, if we were to measure the circuit’s response to a subset of those inputs 

and quantify these two characteristics, we’d be able to predict the circuit’s ability to correctly 

recognize and classify any input that belongs to the same family of inputs. The cited paper 

above also suggests ways in which we can approximate these two properties for a given set of 

inputs. 

2.2 Kernel-quality 

A “kernel” (in machine learning theory) is a non-linear projection Q  of n input variables 

1 , , nu u  onto a higher-dimensional space (marked as  Q u ). If we take the vector u  and 

expand it with all products ,  1 ,i ju u i j n    , we would obtain a non-linear projection of u  

onto a higher dimension vector. It has been claimed that such projection (which contains all the 

inner products) increases the capabilities of any subsequent linear readout f applied to  Q u : 

This readout will have the same capabilities as a quadratic (i.e. non-linear) readout that is 

applied onto the original vector u  [22]. The kernel-quality of a neural circuit is, in essence, a 

measure for the capabilities of the circuit’s linear readout. It quantifies the complexity and 



16 
 

diversity of nonlinear operations carried out by the circuit on its input stream in order to boost 

the classification performance of a subsequent linear decision-hyperplane. 

The Liquid State Machine in a neural circuit is in fact a kernel - it acts as a pre-processor for a 

linear readout, mapping different inputs into higher-dimensional states. A desired LSM would 

be one that maps salient different input streams  u   onto linearly independent liquid states 

 x t . Thus, in order to evaluate the linear separation property of a circuit C with n neurons for 

m different classes of time-dependent inputs    1 , , mu t u t , we form a   n x m   matrix M, 

whose column i is the circuit state  0uix t  (this is the circuit’s response to input  0iu t  at some 

fixed time 0t ). We then proceed to calculating the rank r of said matrix M, which quantifies the 

separability of the circuit’s response to the different inputs, and in fact acts as an empirical 

measure for the circuit’s kernel-quality. If the rank is m, then it is guaranteed that any given 

assignment of target outputs iy R   at time 0t  for the inputs  iu   can be implemented by 

this circuit. If the rank of M is smaller than m (r < m), then r can still be viewed as the “degrees 

of freedom” which a linear readout has in assigning different outputs to the given m inputs *21+. 

2.3 Generalization property 

Apart from our requirement that the Liquid State Machine maps significantly different inputs to 

different internal states, we also require that noisy variations of the same input be mapped 

onto a lower dimensional manifold of internal states, as it would help us in classifying them as 

the same class of inputs. This is known as the generalization capability of the circuit. 

The framework to measure the generalization capability of any learning device has been 

established as part of Vapnik’s Statistical Learning Theory (SLT) (also known as Vapnik-

Chervonenkis theory, or VC theory), as described in great detail in [30], and summarized in 

Chapter 4 of [31]. SLT differs from classical statistics in that it tries to imitate the system rather 

than identifying it. This framework is thus appropriate for systems where the goal is good 

generalization as opposed to accurate identification. It is concerned mainly with inferring data 

from a finite set of samples and empirical risk minimization (ERM). 
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The generalization capability of a neural circuit can be quantified by terms of the circuit’s VC-

dimension of the class  of hypotheses that are potentially used by that circuit. In order to 

understand the concept of VC-dimension, some preliminary introduction must be provided. 

2.3.1 Shattering a set 

In VC theory, the concept of shattering a set plays a major role. Let X   be a set and S   a 

collection of subsets of X . A subset A X   is shattered by S  if each subset B A  of A  can 

be expressed as the intersection of A  with a subset T  in S . In other words, A  is shattered by 

S  if for all B A , there exists some T X  for which T A B   (where T  is a subset of S ) 

[32]. This is best explained using examples (which were borrowed from [33]). 

Example 1: Shattering 3 points in R² with discs 

Given a set A  of three points in 2R  (the set X  of all points in a two dimensional plane): 

 

This set is shattered by S , the collection (class) of all discs on 2R . Why? For every subset 

B A , we can choose T  (some subset of S  - meaning a disc), and show that the intersection 

of T  (the disc we chose) and A  is equal to that subset B : 
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The image above shows every possible subset B  of A  that we can form (if the point is marked 

as “+” then it’s part of subset B ), including the empty set in the bottom right picture. For every 

such subset B , if we take T  to be a disc that contains those points (the green disc in each 

picture), then T A B  . Thus, A  is shattered by S . 

Example 2: Shattering 3 points in a straight line using discs 

 

This set cannot be shattered by S . If we look at subset B  which contains the first and the third 

points (the ones on the edges), there is no way we can draw a disc T  that can separate the two 

points from the third one: 

 



19 
 

2.3.2 Hypothesis space 

In statistical learning theory, we use a finite set of examples of inputs and outputs and wish to 

infer the function that maps between them in a predictive fashion, so that the learned function 

can be used to predict output from future inputs. Hence, if we take X  to be the vector space of 

all possible inputs, and Y  to be the vector space of all possible outputs, and a finite set of n 

examples of inputs and outputs    1 1, , ,n nx y x y , then  the inference problem consists of 

finding a function :f X Y  such that  f x y . We call the space of functions :f X Y  

the hypothesis space (marked as  ), and each mapping function is called a hypothesis [34]. 

2.3.3 VC dimension 

In the binary classification problem, we deal with functions (hypotheses) that map inputs of a 

certain dimension into {0,1}. If we go back to the examples given on shattered sets, we can form 

a similar problem related to binary classification: Suppose that our input for a classifying system 

is a set of points on 2R , such as the one shown in Example 1. We would like to know whether 

this set ( A ) can be shattered by a class of hypotheses  - meaning for every dichotomy 

(binary labeling) of A  there is a consistent hypothesis in  - a decision plane on 2R  that can 

differentiate between the points labeled as 0 and those labeled as 1. Thus, as shown in Example 

1, for every binary labeling of these three points (either “+” or “-”, or 0/1), a decision plane in 

the shape of a disc exactly does that. 

The Vapnik-Chervonenkis dimension of a class of hypotheses is the maximum number of points 

that can be shattered by that class. It is easily shown that we cannot shatter any set of 4 points 

on 2R  using discs, thus the VC dimension of the class of hypotheses that use discs as decision 

planes is 3 (although we saw in Example 2 that one set of 3 points in the same line could not be 

shattered by discs - we could still find some set of 3 points which can be shattered). 

What’s the use for the VC dimension? In complex classification tasks, we often seek to find a 

suitable surface (a decision plane) which would allow us to correctly classify our inputs. This 

quantifier enables us to conduct our search in a principled way. For a family of surfaces (or a 
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family of functions) the VC dimension gives us a number on which we can grade its capability to 

separate labels.  

It is shown in [30],[31] that the VC dimension can be used as a measure for the generalization 

(learning) capability of any learning device. A finite VC dimension is proven to be a necessary 

and sufficient condition for fast rate of convergence and accuracy, and ensures that learning is 

possible regardless of underlying unknown distributions. Moreover, [31] shows that if the VC 

dimension is significantly smaller than the size of the training set, this learning device 

generalizes well in the sense that the hypothesis computed by the device is likely to have a low 

error rate (i.e. not higher than the error rate received on the training set) - as long as the new 

inputs are drawn from the same distribution. 

2.3.4 Estimating a neural circuit’s generalization capability 

The mathematical framework presented above has been applied onto neural networks in [35]. 

We wish to calculate the VC dimension of the class C   of all hypotheses from S  to {0,1}, that 

can be implemented by a linear readout from a neural circuit C   with fixed internal parameters 

(synaptic weights, connectivity patterns, and so on) and arbitrary readout weights. This readout 

would classify an input  u    as “1” if  0 0uw x t  , and “0” otherwise. 

It is shown in [35] that even for simple neural networks it is difficult to achieve a tight bound for 

their VC dimensions. However, using Radon’s Theorem [47], there exists a relatively easy way to 

get a good estimation of it, as proven in [21]:  

If r   is the rank of the n s  matrix consisting of s   state vectors  0ux t  for all inputs  u   in S   

( S  is the class that contains all inputs used for training and testing - we assume it is finite and 

contains s  inputs), then  VC-dimension 1Cr r    . This gives us a method of finding an 

estimate to the circuit’s VC dimension, and thus a measure of its generalization capability over 

inputs originating from S . It is assumed in this case that S  contains a large number of noisy 

variations of the same input signal.  
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Thus, in order to estimate the VC dimension of a neural circuit with n  neurons, one must feed it 

with  noisy variations of inputs that are to be classified by said circuit, and construct a n s  

matrix which comprises s state vectors  0uix t  as its columns (one for each noisy variation) 

after a specified time 0t  . The estimate to the VC dimension would be the rank of said matrix. 

Notice that this rank is different than the one computed for the kernel-quality of the circuit, as 

in Chapter 2.2. While the process is similar, the ranks are computed for different types of inputs 

(kernel-quality requires different input classes, whereas VC dimension requires noisy variations 

of the same input). 

  

s
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CHAPTER 3: PREDICTING THE COMPUTATIONAL PERFORMANCE OF BIOLOGICALLY 

REALISTIC NEURAL CIRCUITS WITH DYNAMIC SYNAPSES 

3.1 Introduction 

This chapter describes the work done in [21], which introduces a method of predicting the 

computational performance of a biologically-realistic neural circuit for a specific classification 

task, and shows how the two characterizing properties presented in the previous chapter are 

used for that cause. In this chapter we will review the models used by said paper, and the setup 

with which they validated their method. 

3.2 The leaky integrate-and-fire neural network model with dynamic synapses 

The model used in [21] is a fairly biologically-realistic model, which uses leaky integrate-and-fire 

neurons and dynamic synapses. 

In the integrate-and-fire neuron model shown in Figure 3.1, spikes are viewed as short current 

pulses that travel down the axon onto the synapse, which connects to the soma [36]. At the 

synapse, the pulse is transformed by a low-pass filter into a current pulse that charges the 

soma, which is modeled by a RC circuit. When the voltage over the capacitor goes above a 

threshold value, the circuit sends out a current pulse, resets itself and enters a refractory 

period. 
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Figure 3.1: A leaky integrate-and-fire neuron schematic, taken from [36]. The right part describes the soma, 

which acts as the basic processing unit and modeled by a RC circuit which is charged by current  I t  . As it 

gets charged, voltage on the capacitor C rises (this models membrane potential). This voltage is compared to 

the threshold   . If at time 
 f

it ,  
  f

iu t    then the soma emits a pulse 
 ( )

f

it t  . The left side of 

the schematic describes a spike 
 ( )

f

jt t   travelling down from the axon to the synapse, where it gets low-

pass filtered, and a current pulse 
 ( )

f

jt t   is generated and sent to the soma it is connected to. 

 

This model imitates the way in which the membrane potential leaks away (hence ‘leaky’ 

integrate-and-fire neuron) by using the following differential equation, which describes mV , the 

membrane voltage, at time t : 

    m
m m resting m syn background noise

dV
V V R I I I

d
t

t
          

m  is the membrane time constant (equal to membrane capacitance mC  times the membrane 

resistance mR ), synI  models synaptic inputs from other neurons in the circuit that are connected 

to it, backgroundI  models a constant unspecific background input and noiseI  models Gaussian noise 

in the input with zero mean and a given variance. At time 0t  , mV  is set to initV . If mV  exceeds 

the threshold voltage threshV  it is reset to resetV  and hold there for the length refractT  of the 

absolute refractory period. 
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In addition to using biologically realistic spiking neuron models, the way in which the signals are 

transduced using synapses is also modeled after behavior observed in-vivo. In essence, when a 

spike arrives at a synapse, the current state of the synapse determines the probability of firings, 

as well as the strength of a post-synaptic action potential. This potential is affected by the 

amount of available neurotransmitter vesicles, the amount of receptors and the recovery times 

for facilitation and depression. This behavior is explained in [7]. 

It has been shown that synapses serve as dynamic memory buffers, adapting their transmission 

efficacy based on the amplitude and form of recently received signals. This synapse model is 

referred to as a “dynamic synapse”, which seeks to imitate facilitation and depletion of real life 

synapses, and has been shown to be computationally much more powerful than their static 

counterparts [37]. 

The dynamic state of each synapse is modeled on these equations and starting conditions: 
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The four main parameters of this model are A, U, F and D. A is the scaling parameter of the 

synaptic efficacy, U is fraction of the synaptic resources ready for spike transmission, and F and 

D are two time constants that describe time necessary for the synapse to recover from 

facilitation and depression. An is the synaptic efficacy at time n, which alters when spikes arrive 

to the synapse, and is determined by the dynamic state variables un and Rn.  

3.3 The setup 

In order to show the effectiveness of the method presented in [21] (and described in detail in 

the last chapter), a benchmark classification task was introduced, and a family of neural circuits 

was constructed in order to deal with the task. 
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The chosen task is the classification of unique spike train patterns. Each spike pattern consists of 

4 Poisson spike trains with a frequency of 20Hz and duration of 200ms. These 4 spike trains are 

fed into the neural circuit in parallel, with each train randomly connected to a certain 

percentage of the neurons in the liquid. A total of 80 such patterns are drawn (each containing 

4 randomized Poisson spike trains), and a dichotomy is randomly drawn on these 80 patterns in 

order to divide them into two groups of 40, one group is classified as “0” and the other group is 

classified as “1”. An example of two such inputs is shown in Figure 3.2. 

 

Figure 3.2: A plot of two possible types of inputs (patterns) used for the benchmark classification task. Both 
are made from 4 randomly drawn Poisson spike trains, at a frequency of 20Hz, and duration of 200ms. Each 
spike train is connected to randomly selected neurons within the liquid. There are a total of 80 such inputs, 

each is randomly labeled as “0” or “1”. 

 

A family of neural circuits was formed in order to handle this task. These circuits were trained 

on jittered versions of the above mentioned randomly drawn patterns and dichotomies, and 

were then tested with jittered patterns as well. A jittered version of a spike pattern is produced 

by jittering each spike in each spike train by an amount drawn from a Gaussian distribution with 

zero mean and a SD of 10ms. Spikes which were jittered outside the time interval of zero and 

200ms were deleted. 

As detailed in [21] and [12], the constructed family of circuits was made of 540 leaky integrate-

and-fire neurons, placed in a 3D grid of 6 x 6 x 15 with edges of unit length. 20% of those 

neurons were randomly chosen to be inhibitory (and the rest were excitatory). Neuron 

membrane time constant was set to 30ms, input resistance 1 MOhm, input capacitance 

30Mfarad, absolute refractory period 3ms (excitatory neurons), 2ms (inhibitory neurons), 

membrane threshold 15mV, membrane resting potential 0mV, reset voltage was randomly 

drawn from the uniform interval [13.8,14.5]mV, constant nonspecific background current Ib was 
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randomly drawn from the interval [13.5,14.5]nA and Inoise was set to 0 nA. The initial voltage of 

each neuron was randomly drawn from the interval [13.5,14.9]mV. 

In an attempt to mimic the way in which neurons are connected in biology, the probability of a 

neuron connecting to another was modeled after a Gaussian distribution, where neighboring 

neurons are more likely to connect to each other than distant ones. Thus, the probability of a 

synaptic connection from neuron a to neuron b was set as   · ² , / ²C exp D a b  , where C is a 

constant,  ,D a b  is the Euclidean distance between a and b, and λ is a spatial connectivity 

constant (λ controls both the average number of connections and the average distance 

between neurons that are synaptically connected). The value of C was picked depending on 

whether a and b were excitatory (E) or inhibitory (I): 

C values  

From type \ To type 
E I 

E 0.3 0.4 

I 0.2 0.1 

 

Neurons were connected to each other using dynamic synapses, with parameters chosen using 

empirically found data for such connections [12]. The values of U (use), D and F (time constants 

for depression and facilitation) were chosen based on whether the connecting neurons were 

inhibitory or excitatory, and were drawn from a Gaussian distribution with means detailed 

below (depending on the types of connected neurons), and the SD set to 50% of the mean. 

U values  

From type \ To 

type 

E I 

D values  

From type \ To 

type 

E I 

F values  

From type \ To 

type 

E I 

E 0.5 0.05 E 1.1 0.125 E 0.05 1.2 

I 0.25 0.32 I 0.7 0.144 I 0.02 0.06 
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The parameter A (synaptic efficacy scaling) was drawn from a gamma distribution with means 

detailed below (depending on neuron types) and the SD was set to 70% of the mean. 

A values (in nA) 

From type \ To type 
E I 

E 30 60 

I -19 -19 

 

The postsynaptic current was modeled as an exponential decay  / sexp t   with s  set to 

3/6ms for excitatory/inhibitory synapses. The transmission delays between liquid neurons were 

chosen uniformly to be 1.5ms (EE), and 0.8ms for the other connections. 

Each of the 4 spike trains was fed into the neural circuit by randomly connecting it as an input 

into some of the neurons within the liquid. For each train, the probability of it connecting to an 

excitatory neuron was 15%, and to an inhibitory neuron 20%. These spikes were connected 

using static synapses, where the amplitude of each postsynaptic response is equal, and the 

synaptic response x(t) is of the form    / sx t A exp t     for each spike which hits the 

synapse at time t with an amplitude of A  and a decay time constant of s . A  and s  assumed 

the same values as the dynamic synapses. 

For each dichotomy (labeling of the randomized input patterns into “0”s and “1”s), a linear 

readout was trained and set to compute the weighted sum  
1

n

i i
i

w x t


 , or in short,  w x t . 

In the case of classification tasks we assume that the readout outputs 1 if   0w x t  , and 0 

otherwise. These weights were obtained through training on the spike train patterns, based on 

the labels (0 or 1) that were assigned to each pattern. 

While it may seem like every possible parameter was already chosen in order to tackle the given 

classification task, the two most important parameters are still unknown: λ and Ascale. λ, as 

mentioned above, scales the number and average distance of connected neurons, meaning the 



28 
 

higher the value, the more connections will we have in the circuit. Ascale is a multiplicative factor 

that is added to the synaptic efficacy factor A, thus it scales the magnitude of action potentials 

transmitted between the neurons. One would expect that if these two parameters assume 

relatively low values, the circuit in question will likely be in a ‘relaxed’ state, where very little 

firing activity occurs (as there won’t be many synaptic connections, and firing neurons would 

emit low action potential which won’t trigger their neighbors to fire as well) and may not do 

well in classifying the spike patterns drawn above. On the other hand, if the two parameters 

have high values, a significant amount of connections and substantially strong signals may cause 

the circuit to over-fire and enter a chaotic mode, from which the linear readouts will not be able 

to draw any pertinent information. As mentioned in the previous chapter, we expect the best 

performance to occur when the circuit is at the edge of chaos, and [21] suggests a way of 

finding the parameters that cause the liquid to reach that state. 

In order to investigate the influence of synaptic connectivity on the computational 

performance, multiple circuits were drawn, with λ and Ascale varying in values. 

The λ value was chosen from the following pool of values: 0.5, 1, 1.4, 1.7, 2, 2.4, 3, 4, 6, 8 (a 

total of 10 values) 

The Ascale value was chosen from the following pool of values: 0.05, 0.1, 0.3, 0.5, 0.7, 1, 2, 4, 8 (a 

total of 9 values) 

In total, for the given example and input distribution, there are 9·10=90 possible circuits to 

compare against each other and find the  λ\Ascale parameter pairs that yield the best 

computational performance (the highest classification accuracy). This is not an easy task as it 

requires iterating over every possible λ\Ascale pair, training each circuit with spike patterns, and 

testing each circuit’s classification accuracy. 

Hence, in [21] a prediction method was shown to provide quite good estimation of which 

regions in the λ\Ascale parameter search space yield the best results, in a much quicker way: 

Instead of performing training and testing for each circuit (each pair of λ\Ascale), the circuits in 

question were evaluated for their kernel-quality and generalization capabilities for the 
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classification task described above, and their performance were estimated based on the values 

of these two indicators. 

In order to validate the effectiveness of their method, they first introduced the classification 

task, in which each circuit in the λ\Ascale parameter space has undergone through the entire 

training and testing procedure, and its accuracy was measured. These results were then 

compared to what their estimation method predicted, based on the results of the kernel-quality 

task and the generalization task. 

3.4 Classification task 

In this task, 80 spike patterns are drawn, each pattern consisting of 4 Poisson spike trains as 

described in the previous section. For those 80 patterns, 10 random dichotomies are drawn, 

with each dichotomy splitting those 80 patterns into two random groups of 40, where the 

patterns in the first group are classified as “1”, and the patterns in the second group as “0”. 

Effectively we have created 10 classification tasks, each required to classify 40 random patterns 

as “1”, and 40 as “0”. Hence, 10 linear readouts are trained for the task, per circuit. 

There are a total of 90 circuits on which training and testing is performed, one for each λ\Ascale 

pair of the ranges described previously.  Training is done by feeding the circuit with jittered 

versions of the 80 spike patterns. A total of 2000 inputs are fed into the circuit, each containing 

one randomly drawn pattern out of the 80. For each input, the low-pass filtered state response 

of the circuit is collected after 200ms, and is used to train each of the 10 linear readouts using a 

linear classification algorithm. Testing is done using 500 inputs of randomly chosen jittered 

versions of the 80 drawn patterns, and the classification accuracy is noted. 

This entire procedure (including the random drawing of the input patterns) is repeated 10 

times, and the measured recognition accuracies are averaged. 

3.5 Kernel-quality task 

The purpose of this task is to measure the kernel-quality for each of the 90 circuits in the λ\Ascale 

parameter map, as described in the previous chapter. In order to do that, 500 spike train 

patterns were drawn, of the same type as in the classification task. For each circuit (λ\Ascale pair) 
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in question, all of these 500 patterns were fed into the liquid, and a low-pass filtered state of 

the liquid was saved for each input. A   n m   matrix M was created (where n is the number of 

neurons - 540, and m is the number of different inputs - 500), whose columns contain the LPF’d 

state of the liquid for each input. The rank of the matrix M was estimated by singular value 

decomposition (Matlab function rank) - which acts as a measure for the kernel-quality of the 

circuit, as discussed in Chapter 2.2. 

This whole process has been repeated over 20 such runs, in which the ranks were averaged over 

all trials. 

3.6 Generalization task 

This task’s aim is to measure each circuit’s generalization property by estimating its VC 

dimension, as shown in Chapter 2.3.4. The procedure is quite similar to the kernel-quality task, 

only instead of inspecting the circuit’s reaction to different types of inputs, we observe its 

response to jittered versions of the same inputs. Thus, instead of using 500 different templates 

as inputs to the circuit, only four different templates are drawn, and 500 jittered versions of 

these four templates are used (125 jittered versions of each template) as inputs. This allows 

testing the response of the circuit on noisy variations of the same inputs. 

3.7 Inferring the circuit’s performance from its kernel-quality and generalization capability 

While there is no known method of using these two properties to predict the performance of a 

circuit, it was shown in the previous chapter that a high kernel-quality value is desired, and that 

the VC dimension should be as low as possible. Thus, it is suggested in [21] to simply calculate 

the absolute difference between the two measures, and it is shown that this difference can 

predict quite well the performance in the different regions of the parameter map when 

compared to the results of the classification task. This will be shown in the results section. 
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CHAPTER 4: PREDICTING THE COMPUTATIONAL PERFORMANCE OF CORTICAL CIRCUITS 

WITH SIMPLE DIGITAL NEURONS 

4.1 Introduction 

In the previous chapter we explored a way of predicting the accuracy of a neural circuit which 

used dynamic synapses as means of transferring data between neurons. By using such synapses, 

the network exhibits more diverse and input specific dynamics. However, use of such dynamics 

significantly increases the required computation of the circuit, and with low-power 

implementations of neuromorphic hardware in mind, it is left to see whether the same method 

would work at a much different constellation. 

In this chapter we introduce a completely different model of a neural circuit, one that consists 

of much simpler digital neurons and synapses. We then proceed to forming a similar spike 

pattern classification problem, and discover whether the same method that was shown in the 

previous chapter (and in [21]) can be applied to such circuits. 

4.2 The Neurosynaptic Core neuron model (the Simple Digital Neuron) 

We follow the model used by IBM’s Neurosynaptic Core *11+, in which the basic building block 

consists of axons, synapses, and neurons. Each axon corresponds to a neuron’s output, and the 

data flows from axons, through synapses to the target neurons. The core consists of K axons, N 

neurons and K x N binary valued synapses, as depicted in Figure 4.1. 
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Figure 4.1: A schematic of the Neurosynaptic Core, taken from [11]. 

 

There are 3 types of axons which are used to differentiate connection efficacies (excitatory, 

inhibitory, and so on). Each axon j has a type Gj that can be assigned with values 0, 1 or 2. The 

connection between axon j and neuron i is marked as Wji (which assumes a binary value of “1” 

when a connection is made, or “0” otherwise).  

Each neuron i will weigh its synaptic input from axon j as jG

iS   (where Gj takes the values 0,1 or 

2 depending on the type of axon j) - meaning neuron i will receive this input from axon j: 

  jG

j ji iA t W S    

Where  jA t  is an indicator of whether there was activity (firing) at time step t by axon j. t is 

the discrete time step in which the core is driven on, and it is usually measured in milliseconds 

(as opposed to 0.2ms for the model in the previous chapter). 

The neurons in the Neurosynaptic Core are based on a linear leaky integrate-and-fire (LLIF) 

model, which is a much simplified model of the LIF neuron introduced in the previous chapter, 

and their membrane potential is modeled as: 
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A linear leak at the value of Li is applied at every time step. At any time step t, if V(t) exceeds its 

threshold θ, the neuron fires a spike to all the neurons connected to it through the 

corresponding synapses, and its membrane potential is reset to 0 (with negative potentials 

being saturated at 0 at the end of each time step). The strength of the fired spike is jG

iS  of the 

target neuron. 

It is clear that this model is significantly different than the one covered in the previous chapter. 

Since this model is targeted at conventional CMOS digital logic and memory and optimized for 

dynamic power consumption on the same order as biological neurons, it was designed with low-

cost operations and reliance on fixed-point arithmetics in mind. Hence, there is no room for 

executing transcendental functions (such as the exponential membrane decay after a neuron 

has fired), or running a large amount of computations per time step (such as the differential 

equations executed in the dynamic synapse model). 

4.3 The setup 

The purpose of the following setup is to investigate whether the prediction method presented 

in [21] can work with much simpler network models. The setup for this part of the simulation 

has a similar layout to the one used in the previous chapter: it uses the same grid of 6 x 6 x 15 

neurons, 20% of which are inhibitory, and the same Gaussian connectivity scheme, where 

distant neurons are less likely to connect, and the probability of neuron a connecting to b is 

Cscale·C·exp(-D²(a,b)/λ²). Here, λ is set to 8, and C is set to 0.1. 

The main difference is, of course, the fact that the network now uses simple digital neurons 

instead of LIF neurons, and instead of using complex dynamic synapses, neurons are now 

connected through binary synapses (which simply transmit the synaptic weight of the target 

neuron jG

iS  when the neuron’s membrane potential crosses the threshold). There are no 

intricate synaptic efficacy adaptations and no refractory periods, only a linear leak that is 

applied to all neurons every time step. 



34 
 

The threshold was set at 1000, despite being limited to 256 in the Neurosynaptic Core model. 

This was done in order increase the parameter search space, with the implication of adding 2 

extra bits of storage per neuron. The resting and reset voltages were set at 0. The synaptic 

weights were set to values according to the table below, depending on which types of neurons 

were connected: 

S values 

From type \ To type 
E I 

E 10 10 

I -20 -20 

 

The resolution of the time step was set to 1ms, and the leak value to 40 per time step, so that a 

neuron with a membrane potential of 1000 would take 25ms to leak to 0. 

The input used for this part is slightly different than what is used in the previous chapter, since 

the latter proved too challenging for a pool of 540 digital neurons. Instead of randomizing 

patterns of 4 Poisson spike trains at a frequency of 20Hz, each pattern consists of 8 Poisson 

spike trains at a frequency of 10Hz, as shown in Figure 4.2. The frequency was lowered because 

the proposed setup operates at a time step of 1ms, instead of 0.2ms. The number of spike trains 

was increased because the lack of dynamic synapses and refractory periods significantly reduces 

the LSM’s temporal memory, meaning that spiking activity dissipates much faster, lasting no 

longer than a few time steps. In order to counter that, a richer input is needed, to concurrently 

cause more neurons to activate simultaneously. More on this behavior is discussed in Chapter 5. 

 

Figure 4.2: A plot of two possible types of inputs (patterns) used for the benchmark classification task for the 
digital neuron setup. Both are made from 8 randomly drawn Poisson spike trains, at a frequency of 10Hz, and 

duration of 200ms. 
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Each of the 8 input Poisson spike trains is randomly connected to neurons within the liquid, with 

the probability of Cscale·C for a spike train to connect to a neuron (where C is set to 0.5). The 

synaptic strength of these input spikes is S = 200. 

As in the previous chapter, in order to investigate the influence of synaptic connectivity on the 

computational performance, multiple circuits were drawn, varying in two main parameters: one 

that controls synaptic efficacy and the other controls the amount of synaptic connections. The 

parameters which are being swept on are Sscale (a multiplicative scaling factor that applied on 

the synaptic strength S, just like Ascale in the previous chapter), and Cscale (a scaling factor that is 

applied on C and affects the number of connections). Both of these scales are applied to the 

neurons within the liquid, as well as the input spike trains that are being fed into the liquid.  

The Cscale value was chosen from the following pool of values: 0.01, 0.05, 0.1, 0.25, 0.5, 0.75, 0.9, 

1, 1.25, 1.5 

The Sscale value was chosen from the following pool of values: 1, 1.1, 1.2, 1.4, 1.6, 1.8, 2, 2.25, 

2.5 

4.4 Performance estimation of circuits with simple digital neurons 

Now that we have the model and setup, we can proceed to applying and validating the 

estimation method explained in Chapter 2. In order to do that, we follow the exact same steps 

described in the previous chapter: the classification task, the kernel-quality task and the 

generalization task. We then predict the network’s performance on each of the 90 circuits and 

compare it to its real performance values obtained from the classification task. While the 

kernel-quality and generalization tasks remain exactly the same as in the previous chapter, the 

classification task’s difficulty was slightly reduced, as the layout of 540 digital neurons and 

synapses was unable to deal with the original task. Instead of randomizing 80 templates as input 

classes, the number has been reduced to 20. Every other detail remains as in Chapters 3.4 

through 3.7. 
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CHAPTER 5: METHODOLOGY AND RESULTS 

5.1 Methodology 

The aim of this thesis is to see whether the estimation method proposed in [21] and applied to 

complex neural circuits can also be applied onto CMOS-friendly circuits composed of simple 

digital neurons. In order to do that, we first simulated the setup described in [21] and in 

Chapter 3 and validated that similar results are obtained. This was done in order to verify that 

the software and simulation tools (described next) used for the purpose of this research were 

implemented correctly. The next task was to simulate networks of simple digital neurons, as 

described in Chapter 4, and apply the same methodology. 

5.2 Software 

The simulation software used in order to test the methods described in Chapter 2 is called 

Circuit Simulator (CSIM), and was developed mainly by Thomas Natschläger and staff members 

of the Institute for Theoretical Computer Science, Graz University of Technology (Austria) 

[40][41]. CSIM is an open-source LSM implementation that runs an optimized C++ engine with a 

MEX interface to Matlab. This platform contains a plethora of models for neurons and synapses, 

various learning algorithms, readout types, input distributions and much more. 

Although there are multiple neural simulation platforms to choose from [42], the CSIM platform 

was picked mainly due to the fact that this is the software that used in [21], and with the 

intention of trying to replicate the results shown above this seems like a smart choice. The 

platform, however, has not been updated since 2007, and was written for a much older version 

of Matlab. Thus, a great effort has been made in order to get the C++ engine compiled for 

newer Matlab versions. 

Of the many neuron and synapse models that are included in CSIM, the ones that were used for 

[21] were also present: the LifNeuron model, and the DynamicSpikingSynapse model. These 

were modules were used to construct the setup discussed in Chapter 3. Input spike trains were 

connected using the StaticSpikingSynapse model. An external linear readout unit was trained on 

the low-pass filtered state of the LSM using the “linear_classification” algorithm. 
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In addition to using the models that came with the CSIM software, a whole new module has 

been written and added to the platform that models the behavior of simple digital neurons as 

described in [11] and in Chapter 4. This module was used in order to create the setup described 

in that chapter. 

5.3 Results 

5.3.1 Performance prediction of neural circuits with dynamic synapses and LIF neurons 

This section provides the results of the tasks detailed in Chapter 3.3 through 3.7. 

Figure 5.1 shows the results of the classification task, for circuits consisting of LIF neurons and 

dynamic synapses as depicted in Chapter 3.3. This is a repeat of the task that was introduced in 

[21], in order to validate the correctness of their method as well as the software used for this 

research. For this task, 80 randomized input patterns were drawn, each consisting of 4 

randomized Poisson spike trains. 10 random dichotomies were applied to these 80 patterns, 

each (independently) splitting them into two groups of 40, where members of the first group 

were labeled as ‘0’, and the rest were labeled as ‘1’. A binary linear readout was trained for 

each dichotomy, and was later tested as described in Chapter 3.4. The image shows 

classification accuracy as the average over the 10 readouts, and over 10 repeated trials. This 

was repeated per λ\Ascale parameter pair in the parameter search space. 
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Figure 5.1: Classification task’s results. This shows the averaged classification accuracy over all 10 readout 
units, averaged through 10 trials, for each λ\Ascale parameter pair shown in the map. The image (and all 
subsequent images) has been smoothed (interpolated) in order to show the gradual change in accuracy 

between every pair of neighboring parameter values. 

Figure 5.2 shows the results of the kernel-quality and generalization tasks, as detailed in 

Chapters 3.5 and 3.6. 

 

Figure 5.2: (a) The results of the kernel-quality task averaged over 20 runs. This is an estimate to the circuit’s 
linear separation ability, the higher the value the more input classes the circuit is able to separate for a 

subsequent linear readout. (b) The results of the generalization task averaged over 20 runs. The smaller the 
value, the better the circuit is able to generalize to new inputs for which it was not trained on. It is worth 

noting that while it appears as though both graphs are very similar, the values are in fact different, but the 
gradient does not reflect it. 
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Figure 5.3 shows the absolute difference between the results of the kernel-quality and the 

generalization tasks. 

 

Figure 5.3: The absolute difference between the kernel-quality measurement and the VC dimension 
estimation. 

 

If we compare Figure 5.3 to the results of the classification task (Figure 5.1), we can see that the 

method presented in [21] predicts quite well the areas of the parameter search space in which 

accuracy is higher, or the ‘edge of chaos’. These results indeed coincide with what was claimed 

in said paper. 

In addition to posting the results of the different tasks, the standard deviation among the 

different trials is included in Figure 5.4. 
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Figure 5.4: Standard deviations of the (a) Classification task across 10 trials. (b) Kernel-quality task across 20 
trials. (c) Generalization task across 20 trials. 

 

One important observation is that, while the classification task (which measures the testing 

accuracy) doesn’t seem to vary much in standard deviation across the parameter map, both 

estimation methods vary by quite a bit. Hence it is important to run the prediction method 

multiple times to average out the results (in this case, 20 runs seemed to suffice). 

5.3.2 Performance prediction of neural circuits with simple digital neurons 

This section provides the results of the tasks detailed in Chapter 4.3, 4.4. 

Figure 5.5 shows the results of the classification task for circuits consisting of simple digital 

neurons, as described in Chapter 4.3. For this task, 20 randomized input patterns were drawn; 

each consisting of 8 randomized Poisson spike trains at 10Hz. 10 random dichotomies were 

applied to these 20 patterns, each (independently) splitting them into two groups of 10, and the 

labeling, training and testing was done in the same manner as in the previous section. This was 

repeated per Cscale\Sscale parameter pair in the parameter search space. 
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Figure 5.5: Classification task’s results for simple digital neurons. This shows the averaged classification 
accuracy over all 10 readout units, averaged through 10 trials, for each Cscale\Sscale parameter pair shown in the 

map. 

 

Figure 5.6 shows the results of the kernel-quality and generalization tasks, as detailed in 

Chapter 4.4. 

 

Figure 5.6: (a) The results of the kernel-quality task averaged over 20 runs. (b) The results of the generalization 
task averaged over 20 runs.  
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Figure 5.7 shows the absolute difference between the results of the kernel-quality and the 

generalization tasks. 

 

Figure 5.7: The absolute difference between the kernel-quality measurement and the VC dimension 
estimation. 

 

Comparing the prediction measurements shown in Figure 5.7 to the actual accuracy results 

displayed in Figure 5.5 shows that this prediction method is not as accurate as in the previous 

case. While this method was able to predict one area of the map which produces the best 

results (upper middle area), the entire upper right corner of the map does not match the real 

reported performance. Possible reasons for this discrepancy will be discussed in the next 

chapter. 
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CHAPTER 6: DISCUSSION 

In the last chapter it was shown that the method introduced in Chapter 2 does quite well in 

predicting the performance of circuits built with dynamic synapses/LIF neurons throughout the 

parameter search map, but it is not as accurate when simple digital neurons are used. In the 

latter case it was apparent that in most of the parameter map the prediction was rather close, 

except for in the top right corner where it was completely wrong. 

There are two possible reasons that can explain the observed error: 

1) This prediction method does not perform well when simple neuron/synapse models are 

used, under some circumstances (such as when the parameters in the upper right 

corner are used – i.e. when more connections are formed and stronger synaptic 

strengths are applied). 

2) This prediction method does not perform well with some types of inputs. The results 

posted in section 5.3.2 (with digital neurons) used a different family of inputs than the 

one used for 5.3.1. Section 5.3.1 used inputs that consisted of 80 templates of 4 Poisson 

spike trains at a frequency of 20Hz. Section 5.3.2 on the other hand had 20 templates of 

8 Poisson spike trains, at a 10Hz frequency. It could be that the latter is not handled well 

by this estimation method. 

As will be shown next, it turns out that both reasons somewhat affected the mismatch in 

prediction accuracy, with the first one having the largest impact on performance. 

In order to investigate the effect of different inputs on prediction accuracy (reason number 2), 

the classification and estimation tasks described in Chapter 3 were run once more, this time 

using a different input (the same input that was used in 5.3.2). Figure 6.1 shows the results for 

said comparison. 
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Figure 6.1: (a) Classification task, performed on circuits with dynamic synapses and LIF neurons, with inputs 
consisting of 8 Poisson spike trains at 10Hz frequency (as opposed to 4 Poisson spike trains at 20Hz, as shown 

in Figure 5.1). Since the input is “easier”, the success rate is at 90-95% throughout most of the parameter map. 
(b) Estimating the performance of the task shown in (a) by calculating the absolute difference between the 

kernel-quality estimation and the VC dimension estimation. 

 

By looking at Figure 6.1 it appears that running the same test with a different input introduced 

slight mismatch in the top right corner, although most of the map (especially where accuracy is 

highest) was predicted quite well. 

It is left for us to investigate how the complexity of the modeled network may affect prediction 

accuracy, and to find the reason as to why, under some configurations, there is a significant 

difference between the estimated computational performance and the actual measured 

accuracy, when simple digital neurons are used. In order to understand that, we need to once 

again review how the prediction method introduced in Chapter 2 works: For each parameter 

pair in the search space, for us to find the estimations of both the kernel-quality and VC 

dimension, we need to construct a matrix that consists of the low-pass filtered states of the 

neurons within the circuit for different inputs after a specific amount of time (in our case, 

200ms), and then calculate its rank. 

It turns out that the observed nature of these states, from which the matrices are formed, is 

inherently different when the two neuron models are compared (LIF neurons with dynamic 

synapses, vs. simple digital neurons). This difference is best explained with an example on how 
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the two circuits behave when the parameters are chosen from the upper-right section of the 

parameter map (where the synaptic strength is the strongest, and most connections are formed 

between neurons). This is the most ‘chaotic’ part of the map, where excessive firing occurs, as 

shown in Figure 6.2 and Figure 6.3. 

 

Figure 6.2: Firing activity of a circuit constructed from 540 LIF neurons with dynamic synapses, at a chaotic 
region (with λ=4 and Wscale=4). The y axis shows the firing activity for each neuron over time (each point 

indicates a neuron exceeding its threshold and firing). 
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Figure 6.3: Firing activity of a circuit constructed from 540 simple digital neurons, at a chaotic region (with 
Cscale=4 and Sscale=4). The y axis shows the firing activity for each neuron over time (each point indicates a 

neuron exceeding its threshold and firing). 

 

When comparing Figure 6.2 and 6.3, it is clear that entering a chaotic state yields different firing 

patterns for the two circuits in question. In the former case, each neuron constantly fires at a 

different rate (it may not be uniform, but the average rate differs between neurons), whereas in 

the latter case most neurons seem to be firing at the same constant rate. This difference can 

primarily be explained due to the complexity in which firing efficacy is modeled with the 

dynamic synapses, as opposed to the static behavior that is modeled with the simple digital 

neurons - these neurons would fire the same action potential regardless of whether they had 

previously fired or not. This means that when the circuit reaches a point where a relatively large 



47 
 

subset of neurons is firing, it will immediately enter a state of chaos from which there is no 

escape until a complete reset of the system. 

The main problem with having all neurons fire at the same rate and timing is that when the low-

pass filtered state vector is extracted, all neurons which have fired would show the same low-

passed value. This means that when the matrix which contains the different filtered states for 

the different inputs is constructed (for the kernel-quality/VC dimension estimation), and its rank 

is calculated, all these similar values would cause the rank of the matrix to decrease. This poses 

one drawback with the proposed estimation method on simple digital neurons, where regions 

of the parameter search space which are close to or at a chaotic behavior would not be 

correctly estimated. It therefore remains for the person performing the estimation to make sure 

that the circuit does not enter a chaotic firing mode throughout all regions of the search space. 

In order to affirm the claim that the prediction method works best with relatively complex 

neuron/synapse dynamics, the same tasks (described in Chapters 3.3-3.7) were run again, 

however this time with a slightly different setup: instead of using dynamic synapses, static 

synapses were chosen. Static synapses do not model the same convoluted dynamics as the 

previous ones. Instead, as explained in Chapter 3.3, the amplitude of each postsynaptic 

response is constant, and the synaptic response x(t) is of the form    / sx t A exp t     for 

each spike which hits the synapse at time t with an amplitude of A . Everything else remained 

the same, including the LIF neuron model, the network layout, the input, and the discrete 

timestep length. The results of this experiment are shown in Figure 6.4. 
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Figure 6.4: (a) Classification task, performed on circuits with static synapses and LIF neurons (b) Estimating the 
performance of the task shown in (a) by calculating the absolute difference between the kernel-quality 

estimation and the VC dimension estimation. 

 

From looking at the results posted in the above figure, it is clear that even when the complexity 

of the modeled dynamics is lowered (but is still more complex than the simple digital neuron 

model), the accuracy of the prediction method starts to decrease at certain regions of the 

parameter search space. This shows that in order for this method to have a relatively accurate 

prediction throughout the parameter search space, a rather complicated network model must 

be used. 
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CHAPTER 7: CONCLUSION 

This thesis sought to investigate means of predicting the computational performance of neural 

circuits that are tailored for implementation on relatively simple hardware designs, with low 

active power consumption in mind. In recent years several methods were proposed for 

quantifying a circuit’s ability to correctly classify and recognize inputs it was trained on, 

however none of them were tested on simple neuron models such as the simple digital neuron 

discussed within this document. After reviewing the state of the art methods for the above 

purpose, the method which predicts recognition accuracy by use of VC dimension/kernel-quality 

estimation seemed to be the most appealing candidate for use on simple neuron circuits. 

The question of finding a better optimized set of parameters for a neural circuit trained for a 

specific task is an important one, since there can be dozens of different parameters for setting 

up such configuration, each can assume a very large volume of values. Coming up with a good 

set of parameters can turn a poorly recognizing circuit into an accurate one which generalizes 

well even with noisy variations of inputs it was trained on. While the estimation method 

introduced within this document was only applied at a two-dimensional search space, it can 

easily be expanded to more, if needed.  

It was shown here that the method was able to partially predict the performance of simple 

neuron circuits; nevertheless the result seemed good enough, since it was able to find one 

region in the parameter search space in which performance is at its peak. This region in fact has 

the most optimal parameters, since even if the system has similar recognition accuracy in other 

areas of the search map, it would be preferable to use the parameters with the lowest values of 

connectivity scales and synaptic strength scales, with the intention of low power consumption 

in mind.  

Despite the fact that the prediction method was unable to correctly estimate performance 

throughout the entire parameter search space, it is still a much preferable process than the 

alternative of training and testing recognition accuracies across the entire map. The training 

process alone could be a rather lengthy procedure, depending on the number of training frames 

generated, the size of the network, and the training algorithm that is being used. Having a rough 
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estimation on a parameter search space and then running tests on the area that produced the 

best prediction results would save the user a decent amount of time by skipping the training 

phase for every possible parameter set. 
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