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“The thirty spokes unite in the one nave; but it is on the empty space (for the 
axle), that the use of the wheel depends. Clay is fashioned into vessels; but it is on 
their empty hollowness, that their use depends. The door and windows are cut 
out (from the walls) to form an apartment; but it is on the empty space (within), 
that its use depends. Therefore, what has a (positive) existence serves for 
profitable adaptation, and what has not that for (actual) usefulness.”  
 
- Translation of Lao Tzu from The Tao Te Ching 
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I n t r o d u c t i o n  

MOTIVATION FOR SALIENCY RESEARCH 

In psychology, visual saliency is the study of how the human visual system 
collects, processes, and interprets the world around it.  Psychologists hope to 
uncover data pathways in the brain to understand what brain functions take place 
and where (1).  It is believed that the human visual system has low level feature 
detectors tuned to specific colors, orientations, intensities, etc…, which guide 
attention before higher level cognition occurs.  The modeling of this bottom-up 
process of visual attention is important for both psychologists and engineers.  
Visual saliency now has applications in robotics, data compression, and anomaly 
detection, among others.  For example, we can guide a robot through an 
environment so it collects as much useful information as possible by focusing it 
on salient objects (2); or we can compress an image and budget more bits to 
describe salient image patches; or we can find salient anomalies in audio or video 
data. 
 
Here we focus on two methods of detecting salient points in still images.  As an 
example, consider the task of finding a vertical bar among horizontal bars.  If 
such an image were flashed in front of you the single vertical bar would 
immediately “pop out” and attract your attention.  The vertical bar is considered 
salient.  We hope to solve generalizations of this problem by finding salient 
structures in both synthetic and real images. 
 
By testing the saliency algorithms on synthetic data, such as the pop-out example 
given or a general line orientation test, the computer algorithms performance can 
be compared to human performance.  If the two perform similarly perhaps the 
algorithm can reveal how a human might execute the task.  A real world 
application that has arisen during this research is image ranking based on saliency.  
Unmanned aerial vehicles (UAVs) now commonly collect massive amounts of 
image and video surveillance data that needs to be sifted through and understood.  
By ranking the collected data in order from most salient to least salient, the 
saliency algorithms can reduce the time for a human to review the most 
important data. 
 
The rest of this paper will be organized as follows: Chapter 1 provides a cursory 
review of the human visual system.  Chapter 2 will describe the Itti et al model (3) 
along with improvements we have made.  Chapter 3 will discuss a new clustering 
approach to saliency and Chapter 4 will detail the results of computer simulations 
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and compare against human performance.  This paper concludes with a 
discussion of the results in Chapter 5. 
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C h a p t e r  1 :  T h e  H u m a n  V i s u a l  S y s t e m ( H V S )  

OVERVIEW 

 

Figure 1: Peripheral and Foveal Vision (4) 

The human visual system (HVS) is an amazingly complex machine that has 
evolved over thousands of years to aid humans in the task of survival.  To 
understand the functioning of the HVS we must first consider its sensor, the eye.  
Two types of vision mechanisms have adapted in the eye, foveal and peripheral 
vision. 

Foveal or line of sight vision refers to the sensing of light focused on the fovea of 
the eye.  When focusing or inspecting the visual field, one is using their foveal 
vision.  The fovea contains the densest concentration of nerves in the eye but 
physically occupies a very small region.  Even though it occupies a small region, 
the receptors in the fovea collect approximately half of all data sent to the brain.   

The second vision mechanism is peripheral vision.  The receptors for peripheral 
vision surround the fovea and aid in sensing the area surrounding the line of 
sight.  Fewer nerves connect to peripheral vision; therefore, it has a lower acuity 
than foveal vision. 

Two types of visual detectors exist.  They are called cones and rods.  Cones have 
evolved to collect color information and are most dense near the fovea of the eye.  
Rods are more attuned to low light conditions and provide night-time vision.  
Rods have also evolved to detect motion which may have aided early ancestors in 
avoiding predators. 
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After the eye senses the field of view, the data is sent on a pathway to the brain.  
The HVS beyond the eye must make sense of the collected data and direct 
attention appropriately.  Next we discuss two ways of modeling the process of 
perception. 

PERCEPTION & ATTENTION MODELS 

Perception is the process of collecting information about the surroundings and 
then using this information to adjust behavior.  Visual perception helps direct 
attention towards salient objects or actions in the field of view.  Perception has 
been modeled as two fundamentally different, but not necessarily independent, 
processes.  A top-down and bottom-up process of perception function 
simultaneously.  By top-down we refer to attention being guided from the brain 
by high level thoughts and ideas that transmit instructions through the HVS 
towards the eyes.  By bottom-up we refer to a data-driven process where the 
sensed information guides attention before reaching the brain where higher level 
cognition occurs. 

The top-down process of visual attention describes how prior knowledge or 
expectations of our surroundings can change what we look for and attend to.  As 
an example, consider a photographer.  Before he/she is about to a take a picture, 
they might notice the light conditions first and then consider the people and 
background of the photo.  Your average person would probably be concerned 
with just the people and background they wish to photograph.  Light conditions 
would be considered only after an initial photo showed a glare or lack of light.  In 
this case, the background knowledge and experience of the photographer 
modifies what is perceived as most salient. 

The bottom-up process, which we intend to model, describes how the collected 
visual information instinctively guides attention without high level cognition.  
Without a priori information, the distribution of various features of the data 
determines what is salient.  Various psychological studies suggest that the HVS 
evolved feature detectors located along the data path between the eyes and brain.  
Feature detectors for color, orientation, intensity, scale, motion, etc. work in 
parallel and interact to detect salient phenomenon in the visual field (5).  These 
detectors can trigger a response similar to a reflex that requires no mental effort. 

A prominent example of the bottom-up process of perception is what 
psychologists call the pop-out effect.  Given an image of black bars, such as the 
one on the left below, with no variation in orientation, no single bar can be 
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considered salient.  The image on the right however has a single vertical bar that 
will “pop out” immediately, by attracting attention, if flashed before an observer.  
Experiments related to the pop-out effect and there results are presented in 
Chapter 4: Results.   

 

Figure 2: Example of an image where pop-out does 
not occur and where pop-out will occur. 

DEFINING SALIENCY 

Up to this point we have spoken of salient phenomenon but have not yet given a 
definition for what it means to be considered salient.  The dictionary definition of 
salient is (6): 

-adjective 

1. prominent or conspicuous: salient traits. 

2. projecting or pointing outward: a salient angle. 

-synonyms 

1. important; striking, remarkable. 

-antonyms 

2. inconspicuous, unimportant. 
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The dictionary definition is clear, but in practice saliency is subjective.  What one 
person considers conspicuous another may not.  In addition when trying to 
detect saliency with an algorithm a quantifiable definition is needed.  In general 
defining saliency is an ill-posed problem.  The true usefulness of a saliency 
detection algorithm can only be determined by comparing its results against 
humans’.  In general two different definitions have evolved in the literature.  One 
definition follows the dictionary and refers to a salient phenomenon as one that is 
conspicuous.  A second definition likens saliency to rarity.  This definition 
identifies salient phenomenon as those that are rare.  In a still image, the most 
conspicuous object may not be the rarest.  Within this work we consider saliency 
as equivalent to rarity without completely ignoring the conspicuous aspect.  This 
is further explored in Chapter 3: Cluster Saliency Model. 

SCALE’S ROLE IN PERCEPTION 

Scale, that is an objects size, is fundamental to understanding the visual world 
around us.  For every object we know, we store some prototypical information 
about its size.  Using the prototype we can later determine whether the object is 
near or far based on the relative size or scale between our prototype and the 
object in our field of view.  Computer vision systems use a similar mechanism, as 
depicted below, to detect an object.  Although most humans can effortlessly 
determine whether an object is near or far in this manner, there is reason to 
believe it is not an innate ability. 

 

Figure 3: Pattern matching using pyramid 
representation (7). 
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Charles Darwin, in the Origin of Species/Descent of Man, describes an 
experiment with an indigenous tribe that lived within the rain forest.  The tribe’s 
habitat in the rain forest consisted of dense trees and brush.  They never 
encountered large expanses of barren land that provided them the opportunity to 
view objects at a distance.  A few of the tribesmen were brought to a farm and 
where they saw cows for the first time.  Later on when viewing the cows in the 
distance across a field, a tribesman commented on the strange “spotted ants.”  
These “spotted ants” were actually the cows he had previously seen but since 
they were now in the distance they visually appeared smaller.  The tribesmen had 
no notion of scale. 

In computer vision and image processing, a scale pyramid is constructed by 
repeated filtering with a Gaussian kernel and then down sampling.  As the scale 
increases, the image becomes coarser and coarser.  The variance of the Gaussian 
kernel also increases with scale (assuming you filter at all scales before down 
sampling).  A scale pyramid is constructed from the images that result from each 
iteration. 

 

Figure 4: 1-D Guassian filter at 3 scales (7) 

Large objects will persist over several iterations of blurring and down sampling.  
Small details will be lost within the first few steps; therefore, the coarser scales 
can be used to identify or locate large objects or homogenous patches in an 
image. 
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Figure 5: Example of a scale pyramid (7) 
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C h a p t e r  2 :  I t t i  e t  a l  M o d e l  

OVERVIEW 

The Itti et al model is deeply rooted in psycho-visual principles and aims to 
recreate the bottom-up saliency mechanism of the human visual system and 
predict how visual attention is dispersed around an image (3).   

 

Figure 6: Itti et al Saliency Map Model (3) 

The model uses center-surround feature maps. These measure the difference 
between a point and the surrounding area.  First a scale pyramid is created for 
each feature map (color, intensity, and orientations).  The center-surround maps 
are constructed for each feature by subtracting a set of coarse scales (more blur) 



 10 

from a set of finer scales (less blur).  These feature maps are then combined 
through a series of normalizations and linear combinations.  In (8), the authors 
compare several different normalization and combination strategies.  These 
methods include a global normalization method followed by feature map 
summation; iterative difference of Gaussian (DoG) filtering followed by feature 
map summation; and weighted combinations of feature maps with learned 
weights.  The learned weights approach provided the best results.  The model 
used here is the iterative DoG filtering followed by summation.  It offers the best 
performance without a priori information. 

MODEL DEFICIENCIES 

Due to the averaging of feature maps during combination, if a small fraction of 
maps contain the salient structure, this structure will be given less weight in the 
final saliency map than one that appears in many of the center-surround maps.  
Thus rare structures appear less salient in the final saliency map than conspicuous 
structures.  Although the normalization process is designed to deemphasize 
recurring structures, by dynamically choosing the scales for the center-surround 
maps we can eliminate uninformative scales and increase the fraction of maps 
that contain the salient (rare) structure.  This will increase the presence of the 
salient structure in the final saliency map. 
 
The Itti et al model also suffers from a bias toward selecting locations closer to 
the edge of an image as more salient.  This is caused by the repetitive DoG 
filtering.  Because locations near the edge of an image have a smaller surround, 
these locations are deemphasized less in the normalization step.  For images 
taken by a human photographer, this bias affects performance since humans tend 
to center the object of interest.  For an autonomous system, such as a UAV 
objects of interest will not always be centered.  This problem could be partially 
avoided by symmetric edge extension of the image prior to filtering. 
 
The implementation by Dirk C. Walther that we modify here iteratively highlights 
the next most salient location in the final saliency map after inhibiting the current 
location (9).  This process can be continued forever.  We provide a stopping 
mechanism that attempts to determine when all sufficiently salient locations have 
been identified. 
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IMPROVEMENT OF THE ITTI ET AL MODEL 

Two modifications we make to the Itti et al model include scale selection and the 
addition of an automatic stopping mechanism.  Scale selection is performed using 
a method based on that of Kadir et al (10).  The figure below represents the 
improved version of the model. 

 

Figure 7: Improved Itti et al Model [modified (3)] 

The first improvement involves scale selection.  By restricting the number of 
scales considered we attempt to eliminate uninformative feature maps prior to 
normalization and combination.  The largest scale we consider in the improved 
Itti et al model coincides with the scale at which we lose the most information.  
The smallest scale is chosen as the next maximum in information loss.  
Dynamically restricting the scales considered has shown to increase the presence 
of the salient structure in the final saliency map.  The following is pseudo code 
for the scale selection algorithm.  Note that the scale selection algorithm assumes 
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a grayscale image.  Also note that when referring to scale, “low” scale implies 
finer details than a “high” or coarse scale.  The terms “low” and “high” reference 
the variance of the Gaussian kernel or the level of the scale pyramid. 

Initialize: s_max = maximum dyadic scale of the image - 1; 

 

For each scale s = 1 to s_max 

1.) Create a 2-d Gaussian kernel with variance (i.e. 

scale) 2^s. 

2.) Convolve the image with the Gaussian kernel. 

3.) Downsample the resulting image to scale s. 

4.) Normalize the down sampled image into the range 

[0,1]. 

5.) Calculate the grayscale histogram of the normalized 

image. 

6.) Calculate the entropy of the grayscale histogram. 

7.) If s > 1, determine the loss of information, D(s), 

as the absolute value of the difference in entropy 

at scale s and s-1. 

End 

 

Upper Limit = the maximum of D(s). 

Lower Limit = the second maximum of D(s) at a scale lower than 

 Upper Limit. 

 

Consider only scales s within [Lower Limit, Upper Limit] 

 

 
Figure 8: Result of Gaussian blurring and down 
sampling at several scales. 
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The -1 during initialization of s_max prevents the algorithm from checking the 
scale where the image has size 1x1.  Down sampling in step 3) is necessary to get 
an accurate view of the image at the scale s.  Without down sampling the entropy 
difference function, D(s), steadily decreases with every iteration; in this case, the 
upper limit is chosen as s_max.  The entropy in step 6) represents the amount of 
information contained in scale s.  The inter-scale entropy difference D(s) 
represents the information lost when traversing from scale s to s+1.  The Upper 
Limit visually corresponds to the scale at which prominent image structures can 
no longer be resolved.  The method of Kadir et al performs a similar calculation 
for each point in the image, while this method presented here attempts to 
measure the global scale of the image as a whole. 
 
The automatic stopping mechanism attempts to limit the number of highlighted 
locations only to those deemed significantly salient.  It is based on a simple 
thresholding of the change in value of the saliency map from one location to the 
next.  The algorithm follows.  Note that this is a modification of code written by 
Dirk Walther.  Please see (9) and the available Matlab implementation for more 
details. 
 
Initialize: 

threshold  = 80% 

passes     = 1 

max_passes = 5; 

last_max   = 0; 

 

While passes <= max_passes 

1.) Invoke the winner take all process till a salient 

location is chosen. 

2.) Estimate the shape corresponding to the salient 

location and save the image coordinates for viewing. 

3.) Determine the maximum value, max_val, within the 

estimated region of the saliency map. 

4.) If the max_val > last_max * threshold, increment passes 

and continue; otherwise, we have exhausted all 

sufficiently salient locations. 

End 

 

Return the selected salient image locations. 

 

The threshold of 80% was chosen empirically.  The variable max_passes allows 
the user to restrict the number of chosen locations to a reasonable set size.  It 
also prevents an infinite loop if the threshold is chosen poorly. 
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Figure 9: Input image, saliency map, and 
highlighted salient locations. 

SELECTION OF SALIENT LOCATIONS: ANOTHER VIEW 

Previously we discussed the automatic stopping mechanism for the Itti et al 
model.  Here we formulate the same as a binary classification problem.  The final 
saliency map is used to predict shifts in attention and create a saliency function 

f(Ci) that is the saliency value at locations in the set Ci =  𝑦𝑗  𝑗=1

|𝐶𝑖 |
  Attention 

begins at the location with the peak response in the saliency map and then shifts 
to the location with the next greatest response ad infinitum.  This produces a set 

of locations {Ci}i=1
∞  of decreasing saliency. 

f Ci ≥ f Ci+1    ∀i ≥ 1 

We are interested in developing a binary classifier ℬ(∙) that determines salient 

and non-salient locations from the saliency function f.  This can be done by 

thresholding the discrete derivative of f.  We look for the first decrease in f that is 

larger than a threshold T.  Say this occurs at f ′(h∗).  All locations, {Ci}i=1
h∗−1, up to 

this decrease are salient.  Note this set contains only the most salient locations. 

f ′ Ci = f Ci − f Ci−1    ∀i > 1 

h∗ =
arg min

i > 1
   |f ′ Ci | > 𝑇 

ℬ Ci =  
1: salient, 𝑖 < ℎ∗

0: not,                𝑖 ≥ ℎ∗
  

With an appropriate threshold chosen, and scale selection, the improvement of 
the Itti et al model provides modest performance gains in several saliency 
detection tasks with synthetic and real world images. 
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IMAGE RANKING 

The largest peak in the saliency map corresponds to the most salient location.  To 
rank images based on saliency the peak value of the saliency map for each image 
in a set of images is recorded.  These images are then put in decreasing order as 
determined by the peak value in the saliency map. 
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C h a p t e r  3 :  C l u s t e r  S a l i e n c y  M o d e l  

OVERVIEW 

 

Figure 10: Salient Point Detector Cluster Model 

The cluster saliency model abstracts the bottom-up saliency mechanism to an 
estimation and detection problem.  We cluster the points in a high-dimensional 
feature space using density estimation and then detect the most salient cluster.  As 
in the Itti et al model, feature maps such as color, intensity, and orientations are 
used but without center-surround differences and multiple scales.  Instead scale is 
introduced as its own feature map.  For every point in the image we obtain a 
feature vector describing its location, color, intensity, orientation, and scale.  The 

high-dimensional feature vectors are then clustered into groups, {𝐶𝑖}𝑖=1
𝑛 , with 

similar properties.  Based on a saliency metric, these clusters are classified as 
salient or not.  A high-level outline of the algorithm is provided. 

1.) Create the feature maps. 
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2.) Perform feature selection (optional). 

3.) Create a vector space of pixels where each 

dimension represents a feature. 

4.) Scale the vector space to the range [0,1]. 

5.) Cluster the vector space. 

6.) Select a salient cluster. 

7.) Return the coordinates of pixels in the 

salient cluster. 

FEATURE MAPS 

The set of feature maps used here include colors: red, green, blue, yellow, and 
intensity; scale; coordinates: x and y; and orientations: 0, 45, 90, and 135 degrees.  
This set of feature maps, or a subset of them, is commonly used in other image 
segmentation and saliency detection algorithms.  Specifically the color and 
orientation maps are those used by the Itti et al model previously discussed but 
only the finest scale is considered.   

Several color space options exist and there is no obvious best choice.  It could be 
reasoned that the YUV or HSI color spaces are the most logical when trying to 
model human behavior.  These color spaces provide a separate intensity 
component that the HVS is sensitive too.  Here we use a version of the RGB 
color space with the addition of a yellow color channel.   

These color feature maps are calculated as in (11).  Values below a threshold of 
0.1 are set to zero.  Then the RGB color space components are decoupled.  
RGBY is used because in the HVS there is an inhibitory relationship between red 
and green color channels.  This relationship also exists between blue and yellow 
color channels.  Therefore there is reason to believe that the internal 
representation of color in the brain may include red, green, blue, and yellow.  The 
intensity feature map is calculated by a basic grayscale transformation. 

The scale feature map is calculated in a similar manner to that describe in the 
appendix of (12).  X and y pixel coordinates correspond to the column and row, 
respectively, in the image. 

As in the choice of color space to use, many options exist for an orientation 
feature map.  The goal is to be able to describe edges in the image.  The canny 
edge detector does a sufficient job of this but fails to reveal orientation 
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information.  Within this work we attempt to understand the pop-out effect by 
analyzing simple images of oriented bars.  In effect, every non-background pixel 
is an edge in this case.  Without orientation information it would be impossible to 
detect a salient bar.  The wavelet transform was initially investigated but in its 
original form it too lacked sufficient steerability.   

 

Figure 11: Gabor filter at two phases for detecting 
0 degree edges. 

We again side with the Itti et al model and choose Gabor filters for creating the 
orientation feature maps.  The Gabor filter has two advantages; the first being 
that it can be oriented to detect edges at any desired angle.  The second advantage 
is that Gabor filters model the impulse response of the edge detectors of the 
HVS.  Once the feature maps have been calculated, the next step involves 
clustering the feature space.  

CLUSTER ANALYSIS 

Any clustering algorithm can be used to separate the data into groups {𝐶𝑖}𝑖=1
𝑛 .  

The several methods that have been tested include: K-means, spectral clustering 
as specified in (13), generalized principle component analysis as specified in (14), 
and mixture of Gaussians (MoG) density estimation specified in (15).  Of these 
four methods the MoG approach in (15) offered the best combination of speed, 
accuracy, automation, and memory usage.  The MoG approach was used to 
obtain the results contained within; therefore, it will be further explored. 

A K component MoG has the form 
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𝑝 𝒚 𝜽 =  𝛼𝑚𝑝 𝒚 𝜃𝑚  

𝐾

𝑚=1

𝑝 𝒚 𝜽 =
1

(2𝜋)
𝑑

2 
 

𝛼𝑚

 C𝑚  
1

2 
𝑒𝑥𝑝 −

1

2
 𝒚 − 𝝁𝑚  

𝑇C𝑚
−1 𝒚 − 𝝁𝑚   

𝐾

𝑚=1

 

Where 𝒚 is d-dimensional data, 𝜽 a K-length vector of mixture parameters, and 

𝜃𝑚 = [𝜇𝑚  𝐶𝑚 ] the mean and covariance of the mth component.  Given the 

feature space 𝒴 = [𝒚1,… ,𝒚𝑁], the goal is to estimate the mixture parameters 𝜽 

and cluster labels 𝒵 = [𝒛1,… , 𝒛𝑁], where 𝑧𝑚
(𝑖)

= 1 if pixel i belongs to 
component j and is zero otherwise.  This estimation is performed using the EM 
algorithm.  The expectation step consists of calculating the expected value of the 
log likelihood function.  This computation consists of calculating the conditional 

expectation of the cluster labels 𝑧𝑚
(𝑖)

 given the feature space data and the current 

(step t) mixture parameters estimate 𝜽𝒕 . 

𝐸 log 𝑝 𝒴,𝒵 𝜽  |𝒴,𝜽𝒕  =   𝐸 𝑧𝑚
(𝑖)

|𝒴,𝜽𝒕  log 𝛼𝑚𝑝 𝒚𝒊 𝜃𝑚   

𝐾

𝑚=1

𝑁

𝑖=1

 

𝐸 𝑧𝑚
(𝑖)

|𝒴,𝜽𝒕  = Pr 𝑧𝑚
 𝑖 = 1|𝒚𝒊 ,𝜃 𝑚 ,𝑡 =

𝛼 𝑚 ,𝑡𝑝 𝒚𝒊 𝜃 𝑚 ,𝑡 

 𝛼 𝑗 ,𝑡𝑝 𝒚𝒊 𝜃 𝑗 ,𝑡 
𝐾
𝑗=1

 

The E step is followed by a maximization step that selects the parameters that 

best predict the cluster labels 𝒵. 

𝜽 𝑡+1 =
arg max

𝜽
 𝐸 log 𝑝 𝒴,𝒵 𝜽  |𝒴,𝜽𝒕   

Many EM MoG implementations exist, but the implementation in (15) 
simultaneously estimates the best number of components K and thus in theory 
requires no a priori information.  In practice, the user must specify a range for K 
to limit the search over mixtures.  We will see that for the purpose of detecting a 
salient cluster, the range must be chosen carefully to prevent over/under fitting 
the data from a saliency point of view. 

In order to select the best mixture size K, a search is conducted over all mixture 
models of size kmin to kmax.  A minimum message length criterion is used to 
determine which of the estimated models best encodes the data.  As previously 
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mentioned this is done simultaneously within the EM algorithm.  The EM 
algorithm begins estimating a mixture of size kmax.  During the M-step the 
mixture weights are updated according to  

𝛼 𝑚  𝑡 + 1 =
𝑚𝑎𝑥  0,   𝑤𝑚

(𝑖)𝑛
𝑖=1  −

𝑁
2
 

 𝑚𝑎𝑥  0,   𝑤𝑗
(𝑖)𝑛

𝑖=1  −
𝑁
2
 𝑘

𝑗=1

 

The usual formulation does not contain the -N/2 which is the result of assuming 
a “Dirichlet-type prior” distribution on the mixing weights (15).  The subtraction 
of N/2 will at times force component weights to zero.  This removes 
components that do not represent the data well.  The EM algorithm continues 
until an estimate has been found for all k in the range kmin to kmax.  The 
estimate which produced the smallest message length is chosen as the “correct” 
mixture model. 

SELECTION OF SALIENT CLUSTERS 

Intuition tells us that there should be relatively few points in an image that are 
salient therefore we expect smaller clusters to be more salient.  We also expect 
that the salient points should be substantially similar to each other.  The following 
assumptions are made. 
 

A1). Gaussian – The feature space 𝒴 can be reasonably approximated by a 
MoG. 
 
A2). Rare – The salient cluster should be small compared to the image size. 
 
A3). Significant – The salient cluster should be large enough to be conspicuous. 
 
A4). Consistent – The salient cluster should be tightly grouped in the feature 
space. 
 

Our binary classifier ℬ(∙), which labels a cluster as salient or not, depends on the 

size of the cluster |𝐶𝑖 | and the tightness of the cluster ℎ(𝐶𝑖).  ℎ(𝐶) is the average 

distance of all the points 𝑦𝑗 ∈ 𝐶 to the cluster “center”, which gives us a measure 

of how compact the cluster is.  The covariance of the cluster is taken into account 
using the Mahalanobis distance.  This assigns small distances to points that are 

“within” the cluster.  Therefore low values of ℎ 𝐶  correspond to dense clusters.  



 21 

The salient cluster minimizes the convex combination of ℎ and the cluster size 

|𝐶|. 
 

ℎ 𝐶 =
1

 𝐶𝑖 
 𝑚𝑎ℎ𝑎𝑙(𝑦𝑗 ,𝐶)

𝑦𝑗 ∈𝐶

 

𝑓 𝐶 = 𝛼 ∙ ℎ 𝐶 +  1 − 𝛼 ∙  𝐶      0 ≤ 𝛼 ≤ 1 

ℬ 𝐶𝑖 =  
1: 𝑠𝑎𝑙𝑖𝑒𝑛𝑡, 𝐶𝑖 = 𝐶∗ =

arg𝑚𝑖𝑛

𝐶 ∈ {𝐶𝑖}𝑖=1
𝑛    𝑓 𝐶 

0:𝑛𝑜𝑡,                𝐶𝑖 ≠ 𝐶∗
  

Only one cluster is chosen as salient, but the new discriminant function 𝑓 can be 
thresholded in a similar manner as the previous model to obtain a set of most 

salient clusters {𝐶𝑖}𝑖=1
ℎ∗−1 .  In practice the salient point detection model shows 

promising results but they are highly dependent on the outcome of the clustering 
method.  Currently the distribution of points in the feature space is estimated as a 
mixture of Gaussians.  Choosing the number of mixture components is crucial 
for sensible estimates of the distribution.  Choose too few components and the 
data is under fitted causing loss of information.  Choose too many components 
and the data is over fitted introducing noisy clusters.  

IMAGE RANKING 

Once the salient cluster is determined, images are ranked based on the distance 
between cluster centroids.  The saliency of each image is measured as the sum of 
distances between the salient cluster centroid and all other cluster centroids.  This 
provides a measure of data separation.  In the feature space, data that is well 
separated corresponds to data with significantly different features. 
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C h a p t e r  4 :  R e s u l t s  

OVERVIEW 

To test the methods previously presented in Chapters 2 and 3, three datasets were 
considered.  Of these three data sets two were also used gauge human 
performance for comparison. 

The first data set, which will be called “triangles”, consists of 64 pictures taken in 
an urban environment.  Each image contains a magenta roadside warning 
triangle.  The data set was obtained from the project website of Laurent Itti and 
has been used before to test saliency algorithms.  For the purposes of this data 
set, the magenta warning triangle is considered the salient object although in 
many of the images one could argue otherwise. 

 

Figure 12: Triangle data set. 
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The second data set features oriented bars and is used to study the pop-out effect.  
In each image at most a single bar is oriented differently from the group.  The 
difference in angle between the salient bar and the group of distracters is varied 
from 0 to 90 degrees in 15 degree increments.  The effect of set size, the number 
of salient bars plus the number of distracters, is also studied.  The set size varies 
from 3 to 15 oriented bars in increments of 3.  To ensure that only the absolute 
angle difference between distracters and salient bar is being tested, the distracter 
bars are also oriented at angles 0 to 160 degrees in 20 degree increments. 

 

Figure 13: Examples from the oriented bars data 
set. 
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The final data set considered consists of 500 aerial photos.  The photos are of 
forest, ocean, mountains, and desert among others.  A manmade structure exists 
in 75 of the 500 photos and is considered salient.  The remaining 425 photos 
consist of nature only and are considered non-salient.  These photos simulate 
data collected from a UAV.  They are used to test the ability of the algorithms to 
rank images based on saliency. 

 

Figure 14: Salient examples from aerial data set. 
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Figure 15: Non-salient examples from aerial data 
set. 
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TRIANGLE DATASET 

 

Figure 16: Detection performance on the triangle 
data set. 

The figure above displays the detection performance on the triangle data set.  The 
salient target in this case was the roadside warning triangle.  A detection occurs 
when at least 30% of the warning triangle is highlighted as salient.  The clustering 
algorithm performed the worst while the improved Itti et al model showed only a 
modest gain (about 4%) over the original.  The complete set of results for the 
improved Itti et al and clustering models follow. 
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Figure 17: Improved Itti et al model results on 
triangle data set. 

The Itti et al model and improved Itti et al model (displayed above) both attain a 
probability of detection over 60%.  In the vast majority of cases where the 
triangle was not detected, another reasonably salient object was highlighted.  For 
results shown above the upper bound on the number of highlighted locations 
was set to five.  In most cases the automatic stopping mechanism worked well 
and highlights only one or two of the most salient locations. 
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Figure 18: Cluster saliency results on the triangle 
data set. 

The cluster saliency model performed the worst of the three considered.  Its 
detection rate is about 45%, at least 15% worse than the Itti et al models.  It is 
difficult to judge the actual performance of the model.  Several results scored as a 
miss show the edges of the warning triangle highlighted.  In other misses the 
results are severely spatially fragmented and provide no useful information.  The 
range of mixture components tested was 3 to 12 (the number of features). 
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Figure 19: Comparison of improved Itti et al and 
clustering models on the triangle data set. 
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ORIENTED BARS, THE POP-OUT EFFECT 

Results were obtained by randomly generating test images of oriented bars as 
previously described.  Ten trials were run for each (degree, set size, orientation) 
tuplet. 

 

Figure 20: Cluster saliency model results on the 
oriented bars data set. 

The cluster saliency model performs equally poor independent of the set size and 
similarity between salient bar and distracters.  The distribution in the feature 
space is extremely impulsive and the clustering step fails to separate the salient 
bar.  The data is consistently fit with three clusters, one for the bar edges, one for 
the background, and one for the bars.  The following figure displays the results of 
the clustering step.  Note that different clusters are displayed in a different shade 
of gray. 
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Figure 21: Results of the clustering step on the 
oriented bars data set. 
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Figure 22: Itti et al model on the oriented bars data 
set. 

 

Figure 23: Improved Itti et al model on the 
oriented bars data set. 
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The Itti et al models perform differently than expected.  As the set size increases 
detection performance decreases along with misclassification.  A sharp increase in 
performance occurs when moving from set size 12 to 15.  As the similarity 
decreases the salient object sticks out more and detection performance improves. 

 

Figure 24: Average performance vs. set size on the 
oriented bars data set. 

The above graph shows average performance over all similarities.  The improved 
Itti et al model shows a modest gain of about 5% over all set sizes with a large 
gap a set size of 15. CS-SPD refers to a method no longer under consideration.  
It is the cluster saliency model with center surround features.  Raw-SPD refers to 
the cluster saliency model. 
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Figure 25: Average performance vs. similarity on 
the oriented bars data set. 

The above graph shows averaged performance over all set sizes.  The improved 
Itti et al model again shows better performance than the original.  As similarity 
between salient bar and distracters the decreases, the performance gap increases.  
Misclassification remains approximately constant over all similarities.  
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Figure 26: Analysis of scale selection on the 
oriented bars data set. 

The graph above displays the results of scale selection averaged over all 
similarities at each set size.  The blue line represents the maximum and minimum 
scales used in the baseline Itti et al model.  The black lines represent the average 
max and min scale chosen by scale selection.  The circles represent the average 
scale of the final saliency map.  The red triangles indicate the maximum scale 
possible. 
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AERIAL IMAGES 

 

Figure 27: Partial results for the improved Itti et al 
model on the aerial data set. 

The improved Itti et al model again performs reasonably in all test cases.  
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Figure 28: Partial results for the cluster saliency 
algorithm on the aerial data set. 

The results above were obtained by setting the range of mixture components to 
be between two and five.  Since the images under consideration are relatively 
sparse, we can expect only a few clusters will provide a reasonable approximation 
to the image.  Again it is hard to judge the actual performance of the model 
without some benchmark data.  Based on a visual inspection the cluster saliency 
model performs well with this “simpler” data set, here simpler means less clutter. 
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Figure 29: Comparison of improved Itti et al and 
clustering models on the aerial data set. 
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IMAGE RANKING 

 

Figure 30: Top 25 most salient images determined 
by the improved Itti et al model. 

Of the 75 salient images, the improved Itti et al model ranked 35 within the top 
100. 
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Figure 31: Top 25 most salient images determined 
by the cluster saliency model. 

Of the 75 images with manmade structures, the cluster saliency model ranked 42 
within the top 100. 
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Figure 32: Comparison of ranking schemes. 

The graph above shows the rate of detection for the three methods discussed.  It 
also shows the effect the number of mixture components, K, has on the cluster 
saliency model.  Allowing the number of mixture components K to be within the 
range of two to five is essentially equivalent, performance wise, to a range of 
three to twelve combined with feature selection.  
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C h a p t e r  5 :  D i s c u s s i o n  

IMPROVED ITTI ET AL MODEL 

The Itti et al model consistently performs well across all saliency detection tasks 
thus far tested.  By adding an automatic scale selection algorithm and a method of 
automatically selecting only the most salient locations the improved Itti et al 
model earns its name.  Although the saliency detection results show an average 
improvement of only five to ten percent, the images considered within were all 
scaled so that the maximum side length was 256 pixels.  This scaling inherently 
limits the usefulness of the scale selection algorithm.  This is evident in Figure 26 
where we see that on average about two out of five scales were eliminated.  For 
larger images there is much more room for improvement. 

A more significant gain appears in the image ranking task.  Figure 32 shows the 
baseline Itti et al model performing at a rate similar to random ordering.  The 
graph for the Itti et al model hardly deviates from the random.  The improved Itti 
et al model is far superior in the image ranking task.  Peaks in the final saliency 
maps have a larger dynamic range providing better discrimination. 

CLUSTER SALIENCY MODEL 

The cluster saliency model, in its current formulation, appears to be ill-conceived, 
but appearances can be deceiving.  The results from the triangle data set are 
mixed.  In many cases the cluster saliency model does select a coherent object 
that can be considered salient.  In other cases the selected points were distributed 
about the image.  This can be caused by over fitting the data in the clustering 
step.  For the purpose of the identifying a coherent structure it may be better to 
under fit the data by severely restricting the number of mixture components.  In 
(16), they consider mixtures of four to eight components for the purpose of 
image segmentation.  In order to choose a coherent grouping of pixels, the 
clustering step needs to perform image segmentation with the purpose of 
segmenting objects and homogenous areas.   

For the purpose of identifying key points for further processing the number of 
mixture components may currently be too small.  The original intentions of this 
project, as the title of this paper suggests, is to detect salient points.  Increasing 
the number of mixtures may provide a means to this end.  Many saliency oriented 
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algorithms detect a set of key points that are used to reduce the number of pixels 
under consideration for further object detection.  The detection of the salient 
points is not an end product, but a tool used to improve processing downstream. 

The results of the oriented bars data set suggest that the current formulation is 
fundamentally incapable of detecting the salient bar in this synthetic task.  This is 
due to the fact that out of the 10 features in use, excluding x and y coordinates, 
each dimension considered alone looks impulsive (consists of impulses).  The 
salient bars will only appear in one (or two depending on the angle) of the feature 
dimensions.  The results of the clustering step show that being salient in one out 
of ten dimensions with such a tight grouping  in the feature space, is not enough 
to warrant an additional mixture component.  This is reminiscent of the problem 
with the Itti et al model.  A salient structure in one feature map can be under 
represented in the final saliency map.  Using feature selection to eliminate 
irrelevant dimensions can drastically improve the performance on the “simple” 
oriented bar task. 

The aerial image data set shows the cluster saliency model can provide reasonable 
results if properly initiated for the given task.  For this data set the images 
segment much nicer than the triangle database.  The results provided are for an 
initialization of two to five mixture components.  Previous tests with an 
initialization of three to twelve mixture components showed relatively poor 
results. 

As previously mentioned the current formulation of the cluster saliency model is 
more of a preprocessing tool that hasn’t had an application.  The image ranking 
results show promise of a potential use for the model. 

COMPARISON 

Comparing the Itti et al model and the cluster saliency model is somewhat like 
comparing apples and oranges.  The Itti et al model attempts to predict shifts in 
attention, while the cluster saliency model attempts to predict salient points.  We 
make the connection that attention should be shifted to salient points.  This 
seems like a fair comparison, but the underlying structure of the two methods 
differs greatly.   

The Itti et al models produce a saliency map that assigns a value to every pixel in 
the image; therefore, every pixel has some level of saliency.  The cluster saliency 
model produces a binary mask that indicates salient and non-salient points.  The 
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saliency map is inherently more powerful and flexible by being able to 
differentiate a continuous range of saliency values instead of being restricted to 
the binary case.   

In addition the Itti et al model has several post processing steps that massage the 
data into a visually appealing and sensible product.  The saliency map is fed into a 
neural network that determines the next most salient location and inhibits 
previous locations.  Then a shape estimation algorithm determines the correct 
size of the fixation blob.  The cluster saliency model would benefit from further 
post processing.  A secondary clustering phase could remove spatial fragments 
and then be followed by a shape estimation algorithm. 

In conclusion, the improved Itti et al model shows modest improvement over the 
baseline version.  The model consistently performs well in a variety of saliency 
detection tasks.  The cluster saliency model, in its current formulation, leaves 
something to be desired.  The final product, a binary mask, is inherently less 
powerful than a saliency map representation.  Even so, the cluster saliency model 
shows potential for use in image ranking. 
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